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Preface
by Kurt Keutzer

Those looking for a quick overview of the book should fast-forward to
the Introduction in Chapter 1. What follows is a personal account of the
creation of this book.

The challenge from Earl Killian, formerly an architect of the MIPS
processors and at that time Chief Architect at Tensilica, was to explain the
significant performance gap between ASICs and custom circuits designed in
the same process generation. The relevance of the challenge was amplified
shortly thereafter by Andy Bechtolsheim, founder of Sun Microsystems and
ubiquitous investor in the EDA industry. At a dinner talk at the 1999
International Symposium on Physical Design, Andy stated that the greatest
near-term opportunity in CAD was to develop tools to bring the performance
of ASIC circuits closer to that of custom designs. There seemed to be some
synchronicity that two individuals so different in concern and character
would be pre-occupied with the same problem. Intrigued by Earl and Andy’s
comments, the game was afoot.

Earl Killian and other veterans of microprocessor design were helpful
with clues as to the sources of the performance discrepancy: layout, circuit
design, clocking methodology, and dynamic logic. I soon realized that I
needed help in tracking down clues. Only at a wonderful institution like the
University of California at Berkeley could I so easily commandeer an able-
bodied graduate student like David Chinnery with a knowledge of
architecture, circuits, computer-aided design and algorithms. David has
grown from graduate research assistant to true collaborator over the course
of this work, and today he truly “owns” the book.

The search for the performance gap between ASICs and custom circuits
soon led us far beyond our provincial concerns of logic and circuit design.
We found ourselves touring lands as distant as processor microarchitecture
and as exotic as semiconductor process variation. We got a chance to share
our initial discoveries at an invited session at the Design Automation
Conference (DAC) in 2000. Whatever concerns we had that the topic was
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too esoteric to be of broad interest were quickly allayed. The DAC session,
chaired by Bryan Ackland, was parked at the very end of the conference at a
time when most conference participants are already on the plane back home.
Nevertheless, the room was packed more tightly than any conference room
in my memory. Attendees sat in the aisles and some were bold enough to sit
cross-legged on the speakers’ dais during the talks. Later one of the video
operators complained that she was unable to get past the crowd wedged at
the door in order to staff her video monitor. The public interest in the topic
was very encouraging.

Every weary traveler in an unfamiliar land knows the joy of meeting a
compatriot. Andrew Chang and William Dally were already well on their
own way to forming conclusions about the relationship between ASIC and
custom performance when they presented their views in the DAC 2000
session mentioned above. While the angle of our work was to show that
ASIC techniques could be augmented to achieve nearly custom performance,
the focus of their work was to show the superiority of custom design
techniques over those of ASICs. Our discussions on these disparate views
have now continued for over two years and Chapter 4 shows the resulting
synthesis. Detailed arguments between Andrew Chang and David Chinnery
examined our assumptions and questioned our conclusions, enabled us to
arrive at a thorough and careful analysis of ASIC and custom performance.

In the following Fall a new faculty member at Berkeley, Borivoje
Nikolié, found his way to my office. Reading our paper at DAC 2000 he
noted the relationship between the design techniques he had used at Texas
Instruments and those identified in the paper. With Borivoje’s knowledge of
circuit design in general, and a read channel design (described in Chapter
15) in particular, our work got a much stronger foundation. As a result we
were able to better identify and illustrate the key design techniques
necessary to improve performance in an ASIC methodology. The initial
results of this collaboration appeared at DAC 2001 and we were again
encouraged by the large audience for the work

In our investigative travels we encountered a few other designers whose
work we are pleased to include in this book. Michael Keating’s work on
synthesizable versions of the ARM is an invaluable example. It is one of the
few cases where a synthesized ASIC design could be compared side-by-side
with a custom version. Discussions with Michael had a significant influence
on our thinking.

If you can imagine the thrill of a detective stumbling onto an unexpected
clue then you’ll wunderstand our enthusiasm when we spotted
STMicroelectronics’ work on the design of the 520MHz iCORE™
processor. As soon as we saw it we were anxious to include it in the book.
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Along our investigations we encountered many others attempting to
build tools for improving the performance of ASIC design. Their work
speaks for itself in Chapters 6 through 14.

In addition to our co-authors, we’d like to acknowledge at least a few of
those individuals with whom we’ve had relevant discussions. We’ve had
animated discussions on the sources of performance in integrated circuit
design with: Bryan Ackland, Matthew Adiletta, Shekhar Borkar, Patrick
Bosshart, Dan Dobberpuhl, Abbas El Gamal, Douglas Galbraith, Mehdi
Hatamian, Bill Huffman, Mark Horowitz, Arangzeb Khan, Ram
Krishnamurthy, Jan Rabaey, Mark Ross, Paul Rodman, Takayasu Sakurai,
Mark Vancura, Kees Vissers, Tony Waitz, Scott Weber, and Neil Weste. In
retrospect, an unconscious seed of this work may have been planted at an
ISSCC panel in 1992. In a panel chaired by Mark Horowitz in which
Bosshart, Dobberpuhl, Hatamian, and 1 debated the respective merits of
synthesis and custom methodologies.

Over the years we’ve also had innumerable discussions on the role of
tools and technologies for high performance design. I'd like to acknowledge
just a few of those individuals: Robert Brayton, Raul Camposano, Srinivas
Devadas, Antun Domic, Jack Fishburn, Masahiro Fujita, Dwight Hill, Joe
Hutt, Andrew Kahng, Desmond Kirpatrick, Martin Lefebvre, Don
MacMillan, Sharad Malik, David Marple, Richard Rudell, Alex Saldanha,
Alberto Sangiovanni-Vincentelli, Ken Scott, Carl Sechen, Farhana Sheikh,
Greg Spirakis, Dennis Sylvester, Chandu Vishewariah, and Albert Wang.

One of the points of the book is to demonstrate the role that
semiconductor processing variation plays in determining circuit
performance. Thanks to a number of people for enlightening us on this topic,
including: Jeff Bokor, Christopher Hamlin, Chenming Hu, T-J King, and
Costas Spanos.

Helpful editorial work came from Matthew Guthaus, Chidamber
Kulkarni, Andrew Mihal, Michael Orshansky, Farhana Sheikh, and Scott
Weber. The cover was beautifully rendered by Steve Chan.

The home of this work is the Gigascale Silicon Research Center (GSRC)
funded by the Microelectronics Advanced Research Consortium (MARCO).
This book is in some regards a clandestine effort to realize the vision of
Richard Newton, GSRC’s first Director. Richard’s vision was for Custom
Performance with ASIC productivity. At some point we wisely realized it
would be easier to try to realize this dream than to convince Richard that it
was impossible.

In closing we’d like to especially to thank Earl Killian. Not only did he
pose the question that first inspired our investigations but he has been the
most insightful critic of our work throughout. Earl has always been willing
to take the time to respond in depth on any technical question or to read in
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detail any idea. Earl’s commitment to technical clarity and integrity has been
a continuous inspiration. We must confess that up to our most recent email
exchange our work has still not fully answered Earl’s question to his
satisfaction. Nevertheless, our relentless attempts to do so have vastly
improved the quality of this book.

For emotional support we’d also like to thank the people close to us.
David gratefully thanks his grandparents, Ronald and Alex Ireland, for their
wonderful support and encouragement throughout the years. Kurt thanks
Barbara Creech for her understanding and support during the writing of this
book.
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Chapter 1

Introduction and Overview of the Book

David Chinnery, Kurt Keutzer
Department of Electrical Engineering and Computer Sciences,
University of California at Berkeley

1. WHY ARE CUSTOM CIRCUITS SO MUCH
FASTER?

This book begins with a fascinating question: Why are custom circuits so
much faster than application-specific integrated circuits (ASICs)? Given the
human effort put into designing circuits in a custom methodology it is not
surprising that custom circuits are faster than their ASIC counterparts; it is
surprising that they are routinely 3x to 8x faster when fabricated in the same
processing generation. The first aim of this book is to explain this disparity
in performance.

Our second aim is to understand practical ways in which the performance
gap between ASICs and custom circuits can be bridged. For each factor in
which custom circuits are routinely faster we examine tools and techniques
that can help ASICs achieve higher performance.

2. WHO SHOULD CARE?

2.1 ASIC and ASSP Designers Seeking High Performance

The obvious target of this book is ASIC designers seeking higher
performance ASIC designs; however, we quickly acknowledge not all ASIC
designers are seeking higher performance. Many ASIC designs need only to
be cheaper than FPGAs or faster than general-purpose processor solutions to
be viable. For these designs final part cost, low non-recurring engineering
cost, and time-to-market concerns dominate the desire for higher
performance. Non-recurring engineering costs are growing for ASICs.
Mask-set costs are now exceeding one million dollars. Both the number, and
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cost, of tools required to do ASIC design are rising. Simultaneously, in order
to recoup their massive investment in fabrication facilities, semiconductor
vendors for ASICs are “raising the bar” for incoming ASIC designs.
Specifically, ASIC semiconductor vendors are raising the minimum volumes
and expected revenues required to enter into contract for fabricating ASICs.
These different factors are causing more ASIC design groups to rethink their
approach. Some groups are migrating to using FPGA solutions. Some groups
are migrating to application-specific standard parts (ASSPs) that can be
configured or programmed for their target application. Those groups that
retain their resolve to design ASICs have a few common characteristics:
First, these groups aim to amortize increasing non-recurring engineering
costs for ASIC designs across multiple applications. Thus they are no longer
designing “point solution” ASICs but tending toward more sustainable 1C
platforms [27]. Secondly, to achieve the re-targetability of these platforms
the ASICs typically have multiple on-chip processors that allow for
programmability. Finally, given the effort and attention required to design a
highly complex ASIC, design groups are demanding more performance out
of their investment. In short, this book targets ASIC and ASSP designers
seeking high-performance within an ASIC methodology, and we contend
that this number is increasing over time.

2.2 Custom Designers Seeking Higher Productivity

An equally important audience for this book is custom designers seeking
high performance ICs, but in a design methodology that uses less human
resources, such as an ASIC design methodology. Without methodological
improvements custom-design teams can grow as fast as Moore’s Law to
design the most complex custom ICs. Even the design teams of the most
commercially successful microprocessor cannot afford to grow at that rate.

We hope to serve this audience in two ways. First, we account for the
relative performance impact of different elements of a custom-design
methodology. Design resources are not unlimited, and must be used
judiciously; therefore, design effort should be applied where it offers the
greatest benefit. We believe that our analysis should help to determine where
limited design resources are best spent.

Secondly, specific tools targeted to improve the performance of ASICs
can be applied to custom design. The custom designer has always lacked
adequate tool support. Electronic Design Automation (EDA) companies
have never successfully found a way to tie their revenues to the revenues of
the devices they help design. Instead, EDA tool vendors get their revenues
from licensing design tools for each designer (known as a “design seat”); it
doesn’t matter if the chip designed with an EDA tool sells in volumes of ten
million parts or one, the revenue to the EDA company is the same. It has
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been estimated that there are more than ten times as many ASIC designers
(50,000 — 100,000 worldwide) as custom designers (3,000 — 5,000
worldwide). As a result EDA tool vendors naturally “follow the seats” and
therefore have focused on tools to support ASIC designers rather than
custom designers.

As a particular example of ASIC tools that can be applied to high-
performance custom designs, Chapter 9 describes a tool for automating
continuous sizing of standard cells within an ASIC design methodology.
Chapter 12 describes a tool that attacks the same problem but is primarily
targeted for use within custom microprocessors.

2.3 EDA Tool Developers and Researchers

This book broadly surveys the factors of design and manufacturing that
most impact performance. Nevertheless, there is room for further research of
each of the topics mentioned in this book. Also, many of the topics of this
book, such as continuous cell-sizing (Chapters 9 and 12) and process impact
analysis (Chapter 14), currently have no commercial tool offering. We hope
that EDA researchers and developers that agree that the market for
performance-oriented tools is emerging will find this book to be a useful
starting point for their investigation of the topic.

3. DEFINITIONS: ASIC, CUSTOM, ETC.

The term application-specific integrated-circuit, and its acronym ASIC,
has a wide variety of associations. Strictly speaking it simply refers to an
integrated circuit (IC) that has been designed for a particular application.
This defines a portion of the semiconductor market, like memories,
microprocessors or FPGAs tracked by the semiconductor. Two industries
grew to support the development of these devices: The ASIC semiconductor-
vendor industry (or simply the ASIC Vendor industry) established by
companies such as LSI Logic, provided the service of fabricating ASICs
designed by other independent design groups. Companies such as Cadence
and Synopsys provided commercial tools for designing these ASICs. These
tools were known as ASIC design tools. Another key element of the ASIC
design process is ASIC libraries. ASIC libraries are carefully characterized
descriptions of the primitive logic-level building blocks provided by the
ASIC vendors. Initially these libraries targeted gate-array implementations,
but in time the higher-performance standard-cell targets became more
popular. ASIC vendors then offered complete flows consisting of ASIC
tools, ASIC libraries, and a particular design methodology. These embodied
an ASIC methodology and were known as ASIC design kits. Smith’s book on
ASICs [40] is a great one-stop reference on the subject. With this broader


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=20

4 Chapter 1

context, let us pause to note that the use of the term ASIC is misleading: it
most often refers an IC produced through a standard cell ASIC methodology
and fabricated by an ASIC vendor. That IC may in fact belong to the
application-specific standard-part portion of the semiconductor market.

The term custom integrated-circuit, or custom IC, also has a variety of
associations, but it principally means a circuit produced through a custom-
design methodology. More generally custom IC is used synonymously with
the semiconductor market segments of high-performance microprocessors
and digital signal processors.

The reader may now wonder about our wisdom of focusing a book on
discussing the relationship between two ambiguous terms! In this book when
we examine the relationship between ASIC performance and custom
performance, we mean that we are examining the relationship between
custom circuits designed without any significant restriction in design
methodology and ASIC circuits designed in a high productivity ASIC
methodology. When we consider ways to bridge the performance gap
between ASIC and custom, we mean that we are considering ways to
augment and enhance an ASIC methodology to achieve closer to custom
performance. In Section 4 we will do a quick examination of the factors that
make custom circuits go so much faster than ASIC. In the succeeding
sections of this chapter we then give some supporting details for these
differences.

4. THE 35,000 FOOT VIEW: WHY IS CUSTOM
FASTER?

Typically, speeds of good application-specific integrated circuits (ASICs)
lag that of the fastest custom circuits in the same processing geometry by
factors of six or more. When designing a custom processor, the designer has
a full range of choices in design style. These include architecture and
microarchitecture, logic design, floorplanning and physical placement, and
choice of logic family. Additionally, circuits can be optimized by hand and
transistors individually sized for speed, lower power, and lower area.

4.1 A Quick Comparison

To quantify the differences between ASIC and custom chip speeds, we
first examine speeds of high performance designs and typical ASIC designs
in 0.25um, 0.18um, and 0.13um technologies. When we refer to a
technology, we are referring to fabrication processes with similar design
rules and similar effective transistor channel lengths. Process technologies
from different vendors vary in a number of ways: the channel length; the
interconnect used (copper or aluminum); and other parts of the process.
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Clock Frequency vs. Process Technology for ASIC and Custom
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Figure 1. A graph of the clock frequency of high performance ASIC and
custom processors in different process technology generations.
The custom processors are about a factor of x5 faster than the
ASICs.

Figure 1 shows high performance custom and synthesizable ASIC
processors in these technologies. The custom chips are a factor of 3x to 8x
faster. Table 1 has the corresponding area and power for these designs.

All the custom designs, except the 1GHz IBM Power PC, are much
larger designs than the synthesizable processors. They have out-of-order
execution and can execute several instructions simultaneously (multiple
instruction issue). The IBM Power PC and the ASICs are single issue, in-
order processors. The IBM Power PC and Alpha 21264A are 64 bit
machines; the rest are 32 bit.

Most of the custom designs use dynamic logic on critical paths and more
pipeline stages to achieve higher speeds. The IBM Power PC has a RISC
architecture and four short pipeline stages. To achieve high speed, the IBM
Power PC has only a few levels of logic per pipeline stage [35].

The ASIC microprocessors are not necessarily representative of ASICs,
because they bear more architectural similarity to custom microprocessors.
They present a good mid-point between custom design and a typical ASIC
design. Simply based on anecdotal information we postulate that average
ASICs run about 20% to 50% slower than these high-performance ASIC
CPUs. For example, 0.25um ASICs run at between 120MHz and 150MHz;
and high speed network ASICs may run at up to 200MHz in 0.25um
technology. Of course, one may find ASICs that operate at slower speeds,
but in these devices we presume that performance was specifically not a
criterion.
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Pentium III (Katmai) 0.600{ 0.25} 2.05] 34.0f 123.0}
Athlon (K7) 0.700] 0.25] 1.60] 50.0] 184.0}
Alpha 21264A 0.750] 0.25] 2.10] 90.0] 225.0}
IBM Power PC 1.000] 0.25] 1.80] 6.3 9.8
Pentium III (Coppermine) | 1.130] 0.18] 1.75] 38.0] 95.0
Athlon XP 1.733] 0.18] 1.75] 70.0] 128.0
Pentium 4 (Willamette) 2.000f 0.18) 1.75] 72.0] 217.0 @ o E
Pentium III (Tualatin) 1.400] 0.13f 1.45] 31.0f 80.0) 2 £ £ E
Pentium 4 (Northwood) | 2.200] 0.13} 1.50] 55.0] 146.0 §‘§ i"g
ASICs e Q =]

Tensilica Xtensa (Base) 0.250] 0.25] 2.50] 0.20 1.0] typical typical
Tensilica Xtensa (Base) 0.320f 0.18] 1.80f 0.13] 0.7} typical typical

Lexra LX4380 0.266 0.18] 1.80 1.8] typical |worst case
Lexra LX4380 0.420] 0.13] 1.20] 0.05] 0.8] typical |worst case
ARMI1022E 0.325] 0.13] 1.20] 0.23 7.9| worst case | worst case

Table 1. Custom and ASIC processors in 0.25um, 0.18um, and 0.13um.
[21[3][41[12][17][18][33][34][37][45] Power for the LX4380 in
0.18um was not available. The custom speeds in 0.13um will
continue to improve as this process technology matures. Worst
case operating conditions are low supply voltage and high
temperature (100°C or 125°C). Typical operating conditions are
typical supply voltage and room temperature (25°C). Worst case
process conditions are pessimistic to ensure high yield. Custom
process frequencies are for the fastest speed sold in the process,
with the exception of the IBM Power PC, which was not
commercial.

Thus, at the outset, we can see that custom ICs operate 3x to 8x faster
than ASICs in the same process. At first glance this gap seems staggering. If
we put the speed improvement due to one process generation (e.g. 0.35um to
0.25um) as 1.5x, then this gap is equivalent to that of five process
generations or nearly a decade of process improvement. In the following
section we try to more precisely describe the factors that result in this
significant speed differential.
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FACTORS CONTRIBUTING TO SUPERIOR CUSTOM | 3s. Poor | o ’af;:: Factor Affects
PERFORMANCE ASIC
ASIC
Microarchitecture: e.g. pipelining x1.80 x1.30}# of stages, IPC
Timing overhead: clock tree design, registers, slack passing x1.45 x1.10] { timing overhead
High speed logic styles: e.g. dynamic logic % 1.40) %1.2007 comp
Logic design x1.30) *x1.00)! comb
Cell design and wire sizing, including transistor sizing x1.45 =1.10) L comb
Layout: floorplanning, placement, managing wires = 1.40) x1.00Joverall performance
Exploiting process variation and accessibility »2.00) x1.20joverall performance

Table 2. Maximum differences between custom and ASICs. A factor of
x1.00 indicates no difference. Some of these factors directly affect
the overall delay; others affect only the combinational delay Zcoms
or timing overhead Ziming overreaa N a pipeline stage.

4.2 Adding Up the Numbers

Table 2 gives our overview of the contributions of various factors to the
speed differential between ASICs and custom ICs. In the left hand column is
the size of the factor if the comparable ASIC design ignores this factor
altogether. However, in the case of microarchitecture we are comparing
pipelined ASIC microprocessors to pipelined custom microprocessors. In the
right hand column is the performance advantage that custom design retains
even if the ASIC design uses best practices.

There are many limitations to such a comparison, but we felt that a rough
accounting of the differences would be useful in focusing discussion on the
most important factors. It is the thesis of this book that by using best tools
and techniques, overall speed of ASICs can come within a factor of 3 of the
highest performance custom circuits. This was the case for the Texas
Instrument’s SP4140 disk drive read channel, which achieved 550MHz in
0.21um technology. The fastest commercial custom processor released in the
same year, 1999, was the 800MHz Pentium III in 0.18um technology. This is
not an entirely fair comparison, as the SP4140 was not a processor, but it
does show that it is possible to design high clock frequency ASICs —
particularly if the datapath is only a few bits wide.

Moreover, each of the tools and techniques used to obtain this speed-up
is described in subsequent chapters of this book. The remainder of this
chapter goes into detail on the origins of the numbers used in Table 2 and
then gives pointers into the topics in the remainder of the book. In each of
the subsequent sections we will first try to justify the left-hand column of
Table 2 by showing the sources of performance degradation. We will then
describe the tools and techniques that can be employed to improve ASICs
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and how that can bring performance within the factor expressed from the
right-hand column of Table 2.

4.3 How the Factors Combine to Cause ASICs to be Much
Slower

It is tempting to multiply the factors in Table 2 to come up with a “worst
possible” ASIC. However, the factors affecting primarily the combinational
delay fcoms and the timing overhead liming overheas are additive, affecting the
delay per pipeline stage Tsqge.

A T, =t

stage

comb + 'rtfming overhead

High speed logic styles, the design of the combinational logic (e.g.
different styles for adders), and the design of the individual gates affect the
delay of the combinational logic. Timing overhead can be reduced by careful
clock tree design to minimize clock skew, and use of level-sensitive latches
or high-speed pulse-triggered flip-flops.

Microarchitectural techniques, such as pipelining the logic into n pipeline
stages, can reduce the delay per stage. Without pipelining, the delay would
be

(2) Tuup:pefined = ntcomb + 'rrimfng overhead

Poor layout and assuming worst case process variation exacerbate the
impact of the other factors.

The numbers in Table 2 quantify the worst case impact of these factors
on the overall speed of a design. However, poor timing overhead is only
significant when the design is pipelined and the combinational delay in each
pipeline stage has been reduced. Otherwise, the timing overhead is a very
small factor compared to the large combinational delay.

To compare designs across process technology generations, we need a
metric that is normalized with respect to the delay in the process. One
normalized metric for the delay is the number of fanout-of-four (FO4)
inverter delays (an inverter driving four times its input capacitance), in the
given technology [19]. Chapter 2, Section 1.1, discusses the FO4 metric in
further detail.

A very high-speed custom processor can achieve a clock period of about
10 FO4 delays per pipeline stage, with about 3 FO4 delays of timing
overhead and 7 FO4 delays for the combinational delay. In comparison,
ASIC processors have about 50 to 70 FO4 delays per pipeline stage, with
about 15 to 20 FO4 delays of timing overhead (see Chapter 2 for more
details). If these ASICs were not pipelined, their delay would be about 230
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to 310 FO4 delays. Thus an ASIC without pipelining might be a factor of
20x slower than custom.

A clock period of 250 FO4 delays corresponds to a clock frequency of
about 100MHz in 0.13um (0.08um effective channel length). This is similar
to the frequency of a front side bus. The Pentium 4 bus has a clock
frequency of 100MHz, but it is quad-pumped (data is sent four times per
clock cycle) to speed up the transfer of data [24].

5. MICROARCHITECTURE

In this section, microarchitecture refers to organization of functional
units on an integrated circuit. In particular, this topic includes items such as:
the number of functional units; the organization of the memory hierarchy;
the input and output interfaces; the order of the functional units in the
pipeline; the number of clock cycles these units have for computation; and
logic for branch prediction and data forwarding. One of the most common
microarchitectural improvements for performance is pipelining. Pipelines
place additional registers in long chains of logic, reducing the levels of logic
of the critical path, and allowing time stealing between pipeline stages with
multi-phase clocking.

5.1 What’s the Problem with ASIC Microarchitectures?

For pipelining to be of value, multiple tasks must be able to be initiated
in parallel. Branch operations and other factors that limit instructions being
performed in parallel will diminish performance. Many designs, such as bus
interfaces, have a tight interaction with their environment in which each
execution cycle depends on new primary inputs, and branches are common.
In such cases, it is not clear how an ASIC may be reorganized to allow
pipelining. Simply increasing the clock speed by adding registers would only
increase latency due to the additional delay of the registers.

Pipelining in ASICs is limited by the larger timing overhead for the
registers in the pipeline. If each stage has slow flip-flop registers, the clock
frequency increases less for additional pipeline stages. Custom designs may
also show superior logic-level design of regular structures such as adders,
multipliers, and other datapath elements. This reduces the combinational
delay of a pipeline stage. They achieve fewer levels of logic on the critical
path with compact complex logic cells, and by combining logic with the
registers. In a custom processor, changes can be made to balance the logic in
pipeline stages after placement, ensuring that the delays in each stage are
close. Whereas, an ASIC may have unbalanced pipeline stages, limiting the
clock period to the delay of the pipeline stage with a longer critical path.
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Additional processing speed can be achieved by issuing multiple
instructions, but this requires complex hardware logic for speculative
execution, unless the instructions have a high degree of parallelism. Pipeline
stalls can occur when a stage is waiting for data to execute. To fully utilize
more pipeline stages and multiple instruction streams requires forwarding
logic to ensure that data is available. Better branch prediction logic is also
needed, as a mispredicted branch will cause more logic to stall. There is a
trade-off between more simultaneous processing and the penalties for branch
misprediction and data hazards, which reduce the performance, and
additional hardware and design cost [21]. The Alpha 21264 can issue up to
six instructions per cycle, and has four integer execution units and two
floating-point execution units [28], giving it significantly faster performance
when instruction parallelism can be exploited.

It is difficult to estimate the precise performance improvement with
microarchitectural changes. Large custom processors are multiple-issue, and
can do out-of-order and speculative execution. ASIC microprocessors can do
this too, but tend to have simpler implementations to reduce the design time.

The Alpha 21264 processor has seven pipeline stages, but it has out-of-
order and speculative execution [28]. The Tensilica ASIC processors have a
single-issue five stage pipeline [11] and the Lexra ASIC LX4380 processor
has a single-issue seven stage pipeline [12]. Some ASIC designs may have
no pipelining and as a result have significantly longer critical paths. The
1.0GHz IBM PowerPC chip also has a single-issue pipeline, with four stages
[37].

There are about 13 FO4 delays in the critical path of both the Alpha
21264 [15] and the 1.0 GHz IBM PowerPC [35]. An ASIC typically has
many more levels of logic on the critical path. Tensilica’s synthesizable
Xtensa processor is estimated to have about 62 FO4 delays for the Base
configuration in 0.25um. The Lexra LX4380 ASIC with a MIPS instruction
set has about 58 FO4 delays in 0.18um. The FO4 delays for each process
technology were estimated from the effective channel length. For further
details see Chapter 2, Section 3.3.

The overheads for pipelining are the register delays, larger impact of
clock skew and clock jitter, and unbalanced pipeline stages. Estimating the
pipelining overheads as about 30% for an ASIC design, the seven stage
Lexra LX4380 processor is about 5.2x faster. Estimating the clock and
register overheads as about 20% for a custom design, the four stage IBM
PowerPC processor is about 3.4 times faster. In general, we will refer to
pipelining overhead and timing overhead synonymously, but obviously an
unpipelined design doesn’t have unbalanced pipeline stages.

These estimates don’t consider the impact of pipeline hazards [21] on the
instructions per cycle (IPC), which are discussed in more detail in Chapter 2,
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Section 1.4.1. Assuming 30% timing overhead, the eight pipeline stages of
the ASIC iCORE™ processor from STMicroelectronics (Chapter 16) give a
5.9x increase in the clock frequency. However, the IPC is about 0.7 (which
has been optimized using branch prediction and forwarding), thus the actual
performance increase by pipelining is only a factor of 4.1x.

If we compare ASIC and custom designs for the same application, then
similar microarchitectural implementations are feasible and better
comparisons between ASIC and custom designs are possible. The IPC of the
super-pipelined Pentium 4 was 20% worse than the Pentium IIT [24], and the
Pentium 4 was 1.6x faster [23], so the overall performance increase was only
28% going from about 10 pipeline stages to 20 pipeline stages.

Comparing a typical ASIC processor with 5 pipeline stages to the iCORE
with 8 pipeline stages, the iCORE is about 14x faster because of more
pipeline stages (see Chapter 2, Section 3.3.2, for details). Overall for custom
and ASIC implementations of a chip targeting the same application (i.e. both
designs can be pipelined), custom microarchitecture may contribute a factor
of up to 1.8x compared to a more typical ASIC design with less attention to
pipelining.

5.2 What Can ASICs Do About Microarchitecture?

If processing the data is interdependent, there is little that can be done to
pipeline ASIC designs. On the other hand, if data can be processed in
parallel it should be possible to pipeline circuitry performing the calculations
or have parallel processing units. Pipelining and parallelism can increase the
speed significantly, especially if large amounts of data can be processed in
parallel.

The 520MHz iCORE discussed in detail in Chapter 16 has about 26 FO4
delays per pipeline stage, with 8 pipeline stages. It is the fastest ASIC
processor that we are aware of in 0.18um technology (0.15um effective
channel length [41]) and in many respects exhibits “best practice” for ASIC
microarchitecture. The delay per pipeline stage would be 21 FO4 delays if
custom clocking techniques were possible, which is comparable to the delay
of the Pentium III. However, it seems unlikely that ASICs will be able to
exploit pipelining in the same way that custom circuits do. ASICs are unable
to have the same tight control of the combinational delay and the timing
overheads. Thus we estimate a factor of 1.3x between best ASIC and custom
implementations.
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5.3 Microarchitecture in the Remainder of the Book

Chapter 2 provides a tutorial introduction to microarchitecture of ASICs.
Each of our design examples in Chapters 15, 16, and 17, gives examples of
developing a microarchitecture for a high-performance ASIC.

6. TIMING OVERHEAD: CLOCK TREE DESIGN AND
REGISTERS

Pipelining ASICs is limited by the timing overhead for the registers in
the pipeline. The timing overhead is the additional delay associated with
pipeline registers and the arrival of the clock edge. The timing overhead
consists of the delay through the registers; the setup time of the registers; the
clock skew between arrival of the same clock edge at different points on the
chip; and the jitter between the arrival of consecutive clock edges at the
same point on the chip. Registers may be flip-flops that are triggered to store
their input on a clock edge (e.g. D-type flip-flops), or latches that are level-
sensitive and transparent for a portion of the clock cycle. When latches are
transparent, the input propagates directly through to the latch output. When
latches are opaque, the latch stores the last input. We also include the impact
of unbalanced pipeline stages in the timing overhead factor.

The registers in the 600MHz Alpha 21264 took about 15% of the clock
cycle, which is 250ps or 2 FO4 delays. The Alpha 21264 used high speed
dynamic flip-flops, which are faster than the typical static CMOS D-type
flip-flops used in ASICs. Standard cell D-type flip-flops have a delay of
about 3 to 4 FO4 delays [30].

ASICs typically have about 4 FO4 delays of clock skew and jitter, which
is about 10% of their clock period. Careful custom design techniques can
reduce this to 1 FO4 delay. Comparing the absolute differences in clock
skews, there is about a 10% increase in speed due to custom quality clock
skew alone. The 600MHz Alpha 21264 has 75ps global clock skew in
0.35um, or about 5% of its clock period [15], whereas the Tensilica Xtensa
Base processor has a budget of 200ps for clock skew and jitter in 0.13um -
which is much worse, in what should be a faster technology!

Typical ASICs have a timing overhead of about 10 FO4 delays, which
does not include the impact of pipeline stages being unbalanced. Whereas
custom designs can keep the overhead down to as little as 3 FO4 delays.
This is a difference of about 15% of the clock period of a typical ASIC, but
it would amount to 35% of the clock period for a high speed ASIC such as
the Texas Instruments SP4140 running at 550 MHz. It is essential for high
speed ASICs to reduce the timing overhead.

Unbalanced pipeline stages also contribute to the pipelining overhead.
Slack passing can compensate for unbalanced pipeline stages. Applying the
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information of Figure 4 to Figure 1 in Chapter 16, we determined that the
critical sequential loop in the STMicroelectronics iICORE is 1F1, IF2, IDI,
ID2, OFl, back to IF1 through the branch target repair loop. This loop has
an average delay of about 90% of the slowest pipeline stage (ID1), which
has the worst stage delay and limits the clock period. Thus slack passing
would give at most a 10% reduction in the clock period, or about 3 FO4
delays of the clock period of 26 FO4 delays.

Converting the Tensilica Xtensa flip-flops to latches improved the speed
by up to 20% (see Chapter 7). Between 5% and 10% of this speed increase
was from reducing the effect of setup time and clock skew on the clock
period. The remainder is slack passing balancing pipeline stages. The slack
passing in this latch-based design gives about a 10% improvement in clock
speed.

Including the contribution of unbalanced pipeline stages in the timing
overhead, custom designs may be a factor of 1.45x faster than ASICs due to
the timing overhead.

6.1 What’s the Problem with Timing Overhead in ASICs?

ASICs have larger clock skew and clock jitter, and slower registers than
custom designs. Custom designs can also include some logic within the
register to reduce the overhead. The clock skew in ASICs is worse because
clock-trees that are automatically generated by synthesis and place and route
tools are not as balanced as the clock trees produced manually. Custom
clock trees can have pairs of inverters in the clock tree that are resized to
balance the delay for the different load conditions post-layout. Some recent
custom designs have used programmable delays to compensate for the
impact of process variation on the clock skew.

Some of the high speed registers that have been used in custom designs
are more subject to noise and races. ASIC designers try to avoid races and
increase tolerance to noise, as they have far less control of variation
accompanying additional layout iterations. ASIC designers will be cautious
and design the circuitry to work for the range of possible conditions.
Consequently, ASICs primarily use edge-triggered flip-flops, and standard
cell library vendors have not supported high speed registers in the libraries.
Tight control of the layout allows hold time violations and noise to be
carefully avoided. Custom designs may run long wires with shielding wires,
or use low-swing signaling to reduce the effects of noise.

Traditional ASIC design methodology does not allow slack passing and
time borrowing to balance the delay of pipeline stages. Limited control of
clock skew has prevented adjusting the arrival of the clock edge for cycle
stealing. Level-sensitive latches haven’t been used because there is a larger
window for hold time violations. Multi-phase clocking schemes allow time
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borrowing in skew tolerant domino logic, with its precharge and evaluate
phase [19]. However, ASICs cannot use domino logic for a variety of tool-
flow related reasons. Thus for good performance, pipeline stages in ASICs
have to be carefully balanced. Sometimes this is not possible, such as when
accessing cache memory, which also requires logic for tag comparison and
data alignment [20].

Timing overhead is most significant when a design has been highly
pipelined to reduce the combinational delay in each pipeline stage. The
iCORE with 8 pipeline stages is an example of such an ASIC.

6.2 What Can ASICs Do About Timing Overhead?

Current EDA tools can verify that hold times are not violated and insert
delay elements to avoid races on short paths [36]. However, ASIC designers
have not taken the next step of using this as an opportunity to use faster
registers, now that races can be avoided.

Slack passing is possible with level-sensitive latches or cycle stealing, by
careful scheduling of the arrival of the clock edges at different registers.
Multi-phase clocking will not be a viable solution in the deep submicron,
because of signal integrity issues and the increasing difficulty of distributing
several clocks across the chip [36].

If the latch inputs arrive within the window while the latches are
transparent, the setup time and clock skew have far less impact on the clock
period. Some high speed pulsed flip-flops have about zero setup time, [30]
but they are not transparent, so the impact of the clock skew is not reduced.
As ASICs have large clock skew, latches have substantial benefits for
reducing the clock period.

Also, level-sensitive latches reduce the impact of inaccuracy of wire load
models and process variation. The clock period is not limited by the delay of
the slowest pipeline stage, because of slack passing. Adjusting the clock
skew after layout and extraction of parasitic capacitances can compensate for
wire load model inaccuracies. However, changing the clock trees requires
additional layout iterations.

The clock skew can be reduced by using better clock tree synthesis tools,
(Chapter 8) or resorting to manual design. Additional techniques that are
now commonly used in custom designs need to be supported by EDA tools.
Clock tree synthesis tools need to allow schemes such as inverter pairs and
programmable delays with phase detectors. Inverter pairs can be resized to
balance the load and delays. This allows the clock tree to be rebalanced for
layout variation without perturbing the layout excessively. Programmable
delays are necessary to reduce the impact of process variation.

A voltage controlled oscillator adjusts the phase lock loop (PLL), which
generates the clock from a multiple of a low frequency reference crystal
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oscillator. Reduction of jitter requires careful shielding of the PLL from
voltage supply noise. RC filters or a voltage supply regulator can be used to
reduce the impact of the supply noise.

Using latches allows slack passing and reduces the impact of clock skew
and setup time. The timing overhead with latches for an ASIC can be as little
as 5 FO4 delays (see Chapter 3, Table 2), reduced from up to 10 FO4 delays
for a typical ASIC. Custom techniques further reduce the timing overhead to
3 FO4 delays. Latches and typical ASIC clocking techniques are 2 FO4
delays slower than custom techniques. A very fast ASIC may achieve a
clock period of 20 FO4 delays (e.g. the SP4140), and 2 FO4 delays is 10%
of this clock period. Thus a custom design may still be 1.1x faster than an
ASIC design that uses latches to reduce the timing overhead.

6.3 Timing Overhead in the Remainder of the Book

Clock-related timing issues are tutorially reviewed in Chapter 3. Chapter
7 describes a prototype tool that automatically converts a gate net list with
flip-flops to use latches — experimental results of 10% to 20% speed
improvement are reported for a commercial synthesizable ASIC in a high-
performance standard cell ASIC flow. Chapter 7 also discusses the timing
overhead in the Xtensa microprocessor. Chapter 8 considers issues
associated with clock-tree synthesis and use of carefully adjusted clock skew
in clock-tree design for cycle stealing.

Chapter 15 discusses a very high speed ASIC design, where reduction of
the timing overhead was essential. Clock trees were manually routed, and
both latches and high speed pulsed flip-flops were used in some portions of
the design.

7. LOGIC STYLE

Logic style connotes the circuit family in which gates are implemented.
Dynamic logic can be used to speed up critical paths within the circuit by
reducing gate delays. It is significantly faster than static CMOS logic and
has smaller area, but requires careful design to ensure no glitching of input
signals. Static CMOS logic has far less sensitivity to noise and consumes
less power. As dynamic logic is faster, lowering the supply voltage can
sometimes reduce the power consumption to less than static logic for the
same speed constraint. Both the IBM PowerPC integer processor and the
Alpha 21264 make use of dynamic logic for increased circuit speed [13][37].

7.1 What’s the Problem with ASICs and Dynamic Logic?

Dynamic logic works in two phases. In the first “precharge” phase,
charge is dynamically stored at a node in the gate. This charge may be
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discharged in the evaluate phase. Dynamic logic is particularly susceptible to
noise. Any glitches on the inputs may cause a discharge of the charge stored,
which should only occur when the logic function evaluates to false.

Dynamic logic functions used in the IBM 1.0 GHz design are 50% to
100% faster than static CMOS combinational logic with the same
functionality [35][Kevin Nowka, personal communication]. This implies that
sequential circuitry can be 14x faster, as dynamic logic reduces the
combinational delay, but not the timing overhead (high speed registers can
also be used in ASICs, which we discussed in Section 6).

Other high speed circuit styles such as differential cascode voltage switch
logic (DCVSL) and complementary pass-transistor logic (CPL) are also
faster than static CMOS logic. These logic styles are sometimes used in
custom designs. Domino logic is 30% to 40% faster than DCVSL, which is
faster than CPL. ASIC libraries are not available for these logic styles either.

7.2 Can Dynamic Logic be Used in an ASIC Methodology?

To be useful in an ASIC design methodology a logic family must be
robust in a variety of circuit conditions, appropriate for typical ASIC
applications, and supported by tools for static-timing analysis and
manufacturing testing. Design of dynamic logic requires careful
consideration of noise. The clock determines when pre-charging occurs, and
inputs must not glitch during or after the pre-charge. These problems
become more pronounced with deeper submicron technologies. These
problems make dynamic much less robust that static CMOS. High speed
dynamic logic has higher power consumption and requires careful design of
the power and clock distribution. This also makes the use of dynamic logic
less attractive for ASIC design. Finally, dynamic logic is not supported by
ASIC static-timing and manufacturing test tools. For these reasons dynamic
logic libraries are not available for ASIC design.

There has been some progress in dynamic logic circuit synthesis [46], but
it has yet to produce commercially available libraries. It is used as an aid to
in-house custom design. It seems unlikely that the methodological obstacles
described above will be overcome, to enable dynamic logic synthesis for
ASIC designs.

While it is unlikely that dynamic logic will be available for ASICs the
gap between static CMOS and dynamic can be reduced. In some cases,
custom designed static logic with pulsed inputs can achieve speeds within
20% of dynamic logic (see Section 3.2.2 of Chapter 4). The logic design and
gates need to be carefully optimized for the different logic style. In particular
instances, dynamic logic may only be [.2x faster than highly optimized
static logic.
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7.3 Logic Style in the Remainder of the Book

Chapter 4 quantifies the performance improvement by using dynamic
logic in more detail, and includes an example of a high speed 64 bit adder
using static logic. Section 6.1 of Chapter 4 examines the limitations on
future use of domino logic and discusses some alternative high-speed logic
styles.

8. LOGIC DESIGN

While logic style connotes the circuit family in which gates are
implemented, logic design describes the topology or interconnectivity of the
gates. Logic design sits between the functional unit execution of the
microarchitecture and the detailed circuit design of the most primitive cells
of the IC. In structured or regular datapath logic, the logic design determines
the choice of adder (e.g. carry look-ahead versus ripple-carry). The choice to
pipeline the multiplier is a microarchitectural decision, but the use of a
particular implementation of a Booth multiplier is a matter of logic design. A
ripple carry adder computes the sum of two n-bit numbers in order n,
whereas a radix-4 (4 bit generate and propagate stages) carry look-ahead
adder computes the sum in order loggn.

8.1 What’s the Problem with ASICs and Logic Design?

For random logic both ASIC designers and custom designers are likely to
use logic synthesis. For structured-datapath logic ASIC designers are
typically not as aware of logic design alternatives as custom designers.

ASIC designers have to carefully specify the logic design in the RTL to
get the desired implementation. High speed logic design often considers the
actual layout of the design to minimize the load on each level of gates. A
compact layout reduces wire lengths. For example, Wallace tree multipliers
have a triangular layout — if not carefully constrained, layout tools will try
and fit the gates to a rectangular region, which is sub-optimal. The poor
layout penalizes irregularly shaped high-speed logic designs. This can force
the ASIC designer to choose a “slower” implementation that is more
amenable to layout.

Custom designs may also suffer poor logic design. In Chapter 12, Section
4.4, the wrong path in a 24 bit adder was optimized in its initial version.
When this was fixed, the adder speed improved by 25%.

8.2 What can ASIC Designers do about Logic Design?

Fast datapath designs, such as carry look-ahead and carry-select adders
and other regular elements, do exist in pre-designed libraries (e.g. Synopsys
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DesignWare), but are not automatically invoked in register-transfer level
logic synthesis of ASICs. Use of predefined macro cells for an ASIC can
significantly improve the resulting design, by reducing the number of logic
levels for implementing complex logic functions and reducing the area taken
up by logic [6].

Contemporary logic synthesis does an adequate job of synthesizing
random logic. Using pre-designed logic-level components is a natural
solution for the logic-level design of more regular datapath elements such as
adders, multipliers, and other arithmetic units. The Synopsys DesignWare
intellectual property library contains a comprehensive library of
synthesizable datapath components. For creating non-standard datapath
elements the Synopsys Module Compiler has been successfully used in a
variety of designs.

Researchers have examined techniques for synthesizing arithmetic
circuits to faster implementations, such as logic with a carry-save design.
This improved the speed by up to 30% [25]. We attribute a factor of up to
1.3x between a typical ASIC and a high performance design using optimal
logic design. The automated techniques available for improving logic design
ensure that ASICs can achieve what would be possible by manual design of
the logic. We believe that by using synthesis tools that target high speed
arithmetic structures, ASIC logic design can come to parity with custom
logic design. Successful use of Designware is detailed in Chapter 17.
Retrospectively, a chapter detailing the use of Module Compiler [44] would
have been well suited to this book.

8.3 Logic Design in the Remainder of the Book

Logic design is considered further in Chapter 4 of this book. Chapter 4,
Section 3.2.1 looks at the particular example of a 64 bit adder. Section 3.4 of
Chapter 4 looks at the relative performance impact of good logic design.

9. CELL DESIGN AND WIRE SIZING

In an ideal circuit, each gate is optimally crafted from transistors and
each transistor is individually sized to meet the drive requirements of the
capacitive load it faces, subject to timing constraints. Also wires may be
widened to reduce the delays (proportional to the product of resistance and
capacitance) by reducing the resistance. Additional buffers may be included
to drive large capacitive loads that would be charged and discharged too
slowly otherwise. Only in a custom design methodology can this ideal be
realized. Any current ASIC methodology requires cell selection from a fixed
library, where transistor sizes and drive strengths are determined by the
choices in the library, and wire sizes are fixed.
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9.1 What’s the Problem with Cell Design for ASICs?

One element of the performance degradation of ASIC designs is the
poverty of standard cell libraries. If in an ideal circuit each transistor is
optimally sized, then clearly the limited number of discretely-sized cells in
an ASIC library can only approximate custom designs. In addition, ASIC
cells typically include design guard banding, such as buffering flip-flops,
which introduces timing overhead. More fundamentally, the discrete
transistor sizes of a library only approximate the continuous transistor sizing
of a custom design. With sufficiently many drive strengths for each cell, the
performance degradation of discrete sizes may only be 2% to 7% or less
[14][16]. However, many ASICs still do not use good standard cell libraries
with varied drive strengths. A cell library with only two drive strengths may
be 25% slower than an ASIC library with a rich selection of drive strengths
and buffer sizes, as well as dual polarities for functions (gates with and
without negated output) [39]. A richer library also reduces circuit area [29].
Compounding custom design’s advantage of continuous transistor sizing,
development of macro-cells, and use of wire sizing, we estimate that custom
designs can achieve a factor of 14x speed improvement over poor ASIC
design.

9.2 What Can We do About Cell Design for ASICs?

ASIC designs should be using rich standard cell libraries with dual gate
polarities and several drive strengths for each gate. Several tools are
available for automating the creation of cells that are optimized for a design,
and characterizing these cells for use in an ASIC design flow. This reduces
the cell design time, which should enable high performance ASICs to take
advantage of design specific cells where needed.

Crafting specific cells for a design, or generating an entire library
optimized for the design, can give significant performance improvement.
The STMicroelectronics iCORE gained a 20% speed improvement in
comparison to a large standard cell library by using a library crafted
specifically for the design (see Section 3.4 of Chapter 16). In this example
creating the design-specific library required substantial design time. The
iCORE design-specific library took five people about five months (25 man-
months) to create. However, tools are available to automate most steps of the
process. Using cells with skewed drive strength in a static CMOS 64-bit
adder improved the speed by 25%.

There are alternatives to hand-crafting design-specific libraries. One
promising prototype tool flow enables automatic creation of design-specific
cells in order to optimize the design after layout. The advantage of a post-
layout flow is that wiring capacitances are known. The prototype flow
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implemented by Cadabra was able to increase the speed of a bus controller
by 13.5% (see Chapter 9, Section 4.2 for details). With these “liquid cells”
late arriving signals can be routed closer to the gate output. Transistors can
also be moved to maximize the adjacent drains and sources for diffusion
sharing [22]. Other references support the notion that iterative transistor
resizing and re-synthesis can improve speeds by 20% [10].

Tools for optimizing the widths of individual wires may be available in
the future (e.g. [7]), but are not currently commercial available.

By creating some design specific cells and choosing the best library
available for the process, ASICs can close the gap to custom cell design. We
estimate that by using continuous (versus discrete) cell sizing and by using
wire sizing custom designs can achieve speeds about 1.1x faster than the
best ASIC designs.

9.3 Cells and Sizing in the Remainder of the Book

Chapter 4 gives a tutorial overview of issues in libraries. Cell generation
and sizing is an active area of industrial research and as a result we have a
number of contributions on this topic. Chapter 10 considers automatically
finding macro-cells in logic. Chapter 9 looks at a commercial prototype tool
for providing continuous cell sizing for an ASIC flow. Chapter 12 gives an
internal IBM ASIC-like flow for the same problem, although this flow is
targeted for custom designs.

10. LAYOUT: FLOORPLANNING AND PLACEMENT
TO MANAGE WIRES

Wire delays associated with “global” wires between physical modules
can be a dominant portion of the total path delay. The delay associated with
wires depends on the length of the wire, the width and aspect ratios of the
wire, and on driving the wire properly. Drivers need to be sized optimally
and long wires need repeaters inserted. The primary factor in wire delay is
wire length. Routing congestion and the position of cells in the layout affect
wire length. If connected cells are placed far apart, there will be longer
wires. Partitioning a design into modules keeps connected gates near each
other. Floorplanning the chip and specifying global routing channels to limit
congestion also help reduce wire lengths.

Careful design also considers the impact of noise and cross-coupling
capacitance between wires. The Pentium 4 used a low-swing clock to reduce
the crosstalk noise from the switching clock signal [31]. In addition,
shielding can be used to reduce noise. Shielding is necessary for logic styles
that are more subject to noise, such as dynamic logic. Shielding may require
additional area as well as additional “wire planning” to determine how to
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route wires to limit cross-coupling. “Twisted pair” wiring can be used to
substantially reduce inductive coupling noise [49].

10.1 What’s the Problem with Layout in ASICs?

During pre-layout synthesis, the load a gate drives needs to be estimated.
Traditionally, this has been done by creating a “wire-load model” that
estimates the capacitive load as a function of block size and fanout. In
smaller process geometries, wire load is becoming an increasing portion of
the capacitive load. As a result, wire load model inaccuracy is causing more
problems. Wire-loads may not properly take into account block size or inter-
module routing [26].

Using an overly conservative wire load model increases the size of gates,
and buffers are inserted to drive unrealistic loads. The area of the design
increases, wire lengths increase, and each gate has to drive a larger load.
This reduces the speed of the design after layout.

On the other hand, underestimating the wire loads leads to gates being
too small and a lack of buffering for large loads. This is difficult to fix in
layout, and also increases the post-layout clock period. The post-synthesis
clock period will be under-estimated due to the small loads.

Failing to partition a design into small modules increases the number of
wires with large capacitance (larger intra-module wires), and further reduces
the accuracy of wire load models. We compared the impact of partitioning a
lem® design into small and large blocks of gates (emulating careful
floorplanning). Small block sizes localize many critical paths to within the
module, reducing routing congestion and use of scarce global routing
resources [43]. Based on our simulations (with BACPAC [42]), careful
floorplanning and placement to minimize wire lengths may increase circuit
speed by up to 25%. Overall, we estimate that layout of a carefully
partitioned design can increase the speed by a factor of 1.4x compared to an
ASIC design that has large blocks of gates and uses inaccurate wire load
models in synthesis.

10.2 What can ASICs do About Layout?

In our experience, an accurate wire load model can increase the speed of
a design by 15%. However, even good wire load models do not accurately
model the load faced by each gate, so some gates are undersized and some
are oversized. Further improvements in performance require partitioning the
design, careful floorplanning, and resynthesis of the design as the floorplan
is generated.

Custom ICs are typically manually floorplanned. A number of tools are
now reaching the ASIC market to facilitate chip-level floorplanning. These
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should diminish the gap between ASIC and custom designs due to layout.
For example, adding good floorplanning, global routing, and physical
resynthesis (e.g. using Physical Compiler) to a synthesis-layout flow with
good wire load models can improve the speed by a further 15%.

In addition, tools with the capacity to identify similar structures that may
be abutted or placed next to each other appropriately will reduce area,
reducing wire lengths and increasing performance. A bit-slice may be laid
out automatically then tiled, rather than the circuitry being placed without
considering that it may be abutted [6]. Regular data paths can be best laid
out by hand or tiling slices for abutment, but custom design is not as
effective with irregular structures. Looking at an integrated circuit design as
a whole, we estimate that ASIC designs should be able to achieve parity with
custom designs with respect to floorplanning and detailed placement.

10.3 Layout in the Remainder of the Book

Chapter 4, Section 3.6, discusses the impact of wire load models,
partitioning and layout tools in further detail. Floorplanning techniques for
ASICs are described in Chapter 6. Chapter 11 gives an example where
manual layout, such as bit-slicing tiling, improved the performance.

11. PROCESS VARIATION AND IMPROVEMENT

Traditionally, a typical ASIC designer perceives the actual
semiconductor fabrication of chips in a highly simplified way: The
semiconductor process is represented as being fully determined by a given
technology generation, with the identical implementations of this process at
different plants and at different times. The semiconductor process is also
described through a set of worst-case numbers that abstract the complexity
of the actual semiconductor manufacturing.

In reality, many different realizations of the same technology generation
are possible. First, there are differences between the implementations of the
same process technology at different foundries. Second, speed of the process
is improved as the process matures. Also, in typical operating conditions,
ASIC chips fabricated on a typical process may be 60% to 70% faster than
the worst case speeds quoted by ASIC library estimates for worst case
operating conditions (comparison in Chapter 5, Section 1.3). In addition, the
fastest speeds produced in a plant may be 20% to 40% faster than the
slowest clock frequencies [1][Costas Spanos, Chenming Hu and Michael
Orshansky, personal communication], but without sufficiently high yield for
use in ASIC manufacturing. We will discuss these different factors in more
detail below.
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11.1 Performance Variation between Different Plants

In the same nominal process technology, the speed varies significantly
for the same ASIC design synthesized to different libraries and different
fabrication plant processes. Some semiconductor vendors have processes
with copper interconnect and silicon-on-insulator technology, while other
plants in the same technology generation may still be using aluminum
interconnect and bulk CMOS. The dielectrics used also vary; lower-k
dielectrics reduce capacitive coupling noise. Custom foundries have been
aggressively scaling the effective channel length to reduce speed — for
example, Intel has 0.06um channel length in 0.13um [47], whereas the ASIC
vendor TSMC has 0.08um channel length [48].

Intel’s P858.5 0.18um process had a ring oscillator delay of 10ps/stage,
with an effective channel length of 0.10um. Examining ASIC processes with
similar channel lengths: TSMC’s 0.15um CLOI15HS process (0.11um L)
had a ring oscillator delay of 14ps/stage; UMC’s 0.15um L150 MPU process
(0.10um L.y had a ring oscillator delay of 14ps/stage. Thus a custom
process may be up to 40% faster than a comparable ASIC process.

11.2 Continuous Process Improvement

For custom ICs, additional improvements to the process or the design are
possible. In Intel’s 0.25um P856 process, a shrink of 5% was achieved,
giving a speed improvement of 18% [5]. There is room for making minor
changes to increase the speed of a design, increasing the speed of a custom
IC design over the process generation. Down-binning of chips with higher
clock frequency to meet demand also spreads the range of frequencies seen
in a process generation. Down-binning occurs when stores of slower chips
are depleted, and it’s evidenced by the ease of over-clocking many chips.

11.3 Speed Variation due to Process Variation

The semiconductor process cannot be perfectly controlled, which leads to
statistical variation of many process variables. Several types of process
variations can occur: batch-to-batch, wafer-to-wafer, die-to-die, and intra-die
(intra-chip). These process variations cause the delays of wires and gates
between chips and within a chip to vary, and chips are produced with a range
of working speeds. Some chips with minor imperfections will only operate
correctly at slower speeds. It appears that when Intel and AMD introduce a
new architecture, the process variation is up to about 30% (see Chapter 5,
Section 2 for more details). This variation decreases as the process matures.
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11.4 What’s the Problem with ASICs and Process
Variation?

The ASIC design and manufacturing industry was organized around a
“hand-off point. ASIC foundries gave ASIC designers a golden toolset
including timing tools. If the timing tools said that an ASIC design ran at a
speed, say 100MHz, then the ASIC foundry guaranteed to produce parts at
that speed. ASIC designers didn’t have to worry about the details of ASIC
foundries semiconductor processes and ASIC foundries didn’t have to worry
about the implementation details of ASIC designs. The cornerstone of the
timing models that ASIC foundries gave designers were ASIC libraries that
were well-characterized for timing. Even though these timing models hid the
fact that delay of a gate was not a fixed number but a random variable with a
certain probability distribution, the simplicity and reliability of the approach
made it attractive.

This simplified approach to design that served designers so well for over
a decade is now crippling the industry. First of all, practically speaking it is
impossible for an ASIC foundry to provide a timing tool that predicts the
timing of a circuit before layout. However well-characterized the cell library
is, too much of the final circuit delay can reside in the wires.

Secondly, the increasing variation of processes (see Chapter 14, Section
1.1) and the rise of uncorrelated within-chip delay variation implies that
traditional approach to worst-case timing analysis leaves significant
performance potential of semiconductor processes unharvested. As discussed
at length in Chapter 14, timing modeling for ASICs is based on two key
assumptions: (1) intra-chip parameter variability within the chip is negligible
compared to inter-chip variability, and (2) all types of digital circuits, e.g. all
cells and blocks, behave statistically similarly (i.e. in a correlated manner) in
response to parameter variations. Each of these assumptions is failing and
the result is lost performance for the ASIC designer.

Custom design does not obviate the problems mentioned immediately
above, and timing tools for custom designers do not necessarily do a better
job of modeling process-related timing issues. What allows a custom
designer to better exploit the performance potential of a process is that high-
performance/high-volume  custom  designs are speed-binned after
manufacturing. Speed-binning entails testing the parts at different speeds to
determine the maximum possible operating frequency. This has two benefits.
The first is the ability to harvest the fastest running parts in a process. The
second benefit is that the process-profile offered by speed-binning gives both
process engineers and circuit designers a very clear profile of the
performance of the process.

If we compound the factors of foundry-to-foundry variance (1.1x to
1.4x) with ASICs need to stick to worst-case process numbers that reflect
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the variation within a process (1.2x to 1.3x) then it is easy to justify that
some ASIC designs will operate at a deficit of 1.3x to 1.8x relative to
custom designs fabricated at the best foundries. Continuous process
improvements described in Section 11.2 could add an additional factor of
1.2x bringing the total deficit to 1.6x to 2.2x.

11.5 What can ASICs do about Process Variation?

There are certain advantages to the library-based approach used in ASIC
designs. As a result of relying on pre-characterized cell libraries, ASICs are
typically easy to migrate between technology generations. Thus
synthesizable ASICs can be easily switched to use the best fabrication plants
available for ASIC production. In contrast, custom designs cannot simply be
mapped to a new gate library for the next technology generation. The custom
designs must have transistors resized and circuits altered to account for
design rules, voltage, current and power considerations not scaling linearly.
For high volume custom designs where high speeds sell, it is profitable to
have a design team making changes to take best advantage of a process.

Three sources of variation in performance were named in the sections
above: variation within a plant; variation from foundry to foundry; and
continuous  process improvement. Regarding continuous process
improvement, some ASIC foundries do provide new ASIC libraries
throughout a technology generation as their technology matures. These
foundries provide updated libraries for higher process speeds achieved by
shorter effective transistor channel lengths and other changes. These libraries
are close in speed to contemporary high-speed custom processes. For
example, in the third quarter of 1998, IBM’s CMOS7S 0.22um ASIC
process and Intel’s P856.5 0.25um custom process both had ring oscillator
stage delays of 22ps. CMOS7S had six metal layers of copper interconnect;
whereas P856.5 had five layers of aluminum interconnect [8]. These
contemporary processes were comparable in speed, despite technology
differences such as interconnect and gate length. Thus ASICs fabbed at the
best foundries will enjoy the benefits of continuous process improvement.

Regarding performance variation from foundry to foundry: some very
fast processes used in custom designs are also available for ASICs. One
example is silicon-on-insulator (SOI), although it is more expensive to
produce chips in this technology. Static logic is about 15% faster with SOI
[2], and 5% faster using copper and a low-k dielectric [38].

Also the speed of ASICs is limited by the need to design circuits under
the worst-case process conditions. As a result there is little ability for ASIC
designs to harvest the fastest performance available in a process. ASIC
foundries do not have the same level of process information gathered by
custom foundries. ASIC foundries must contract with designers to deliver
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integrated circuits achieving a particular speed before they’ve ever
fabricated a single part. On the other hand, high-volume custom designs get
to market their fastest parts after fabrication.

Imagine trying to sign a contract with an ASIC foundry to produce a
high-complexity design running at a moderately aggressive performance
point, such as 650MHz in 0.18um. If worst-case timing numbers indicate
speeds of 500MHz then it is likely that some parts coming off the line will
operate at 650MHz, but how many? Profit margins for the ASIC foundry
manufacturing will depend on the number of properly functioning die
operating at 650MHz from each wafer. Evaluating this number requires
accurately estimating the effect of process variation on this part, but this
information is not available. Finally, guaranteeing the performance of the
integrated circuit requires at-speed testing but current ASIC design
methodologies do not produce manufacturing test vectors for at-speed
testing. They do, of course, produce test vectors for stuck-at-fault testing. In
short there are many obstacles that must be surmounted before ASIC
designers can hope to get the same performance out of a process that custom
designers are able to achieve. Until that time the best performance that
ASICs can achieve in a process is almost certain to be limited by the
distribution of the process variation. We estimate process variation as at least
20%, even in a mature process, and therefore estimate that ASICs will lose a
factor of 1.2x performance to custom designs.

11.6 Process Variation in the Remainder of the Book

A tutorial overview of process related issues is given in Chapter 5. A
very practical way of managing the impact of process variation on
uncertainty is described by Intel in Chapter 13. A more speculative approach
to exploiting processing is described in Chapter 14.

12. SUMMARY AND CONCLUSIONS

We first gave examples of performance of both custom ICs and ASICs.
We then gave a top-level overview of what we feel accounts for the principal
differences in performance between custom ICs and ASICs. We then
examined in detail each of the factors of performance and attempted to
justify the numeric percentage of our factors.

One key point in interpreting our results is that we have focused on entire
IC designs. It is certainly true that if one restricts the focus to a single circuit
element, such as a barrel-shifter for example, the influence of custom circuit
design techniques may appear much more significant than we have
indicated. However, when such elements are integrated into an entire path,
such as in an ALU, their individual significance is naturally reduced.
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Another important caveat is that because of space restrictions we have
focused exclusively on speed differences between ASIC and custom ICs and
not on area or power differences. Viewed from the standpoint of area our
results and conclusions would be significantly different.

Based on our analysis we believe that the influence of the factors of
floorplanning and circuit design, while significant, are relatively overstated
in their importance in the performance gap between ASIC and custom ICs.
From our analysis the two factors of equal or greater significance are
pipelining and process variation. These factors account for a substantial
portion of the performance difference between ASIC and custom. The use of
dynamic-logic families is a third significant influence. Adding this factor to
pipelining and process variation accounts for the majority of the
performance difference (x5) between ASIC and custom design.

12.1 Conclusions About ASIC Design

Significant performance increases are available to designers using an
ASIC methodology, but ASIC designers must become familiar with
microarchitecture, physical design, clocking schemes, and sources of
semiconductor process variation. To achieve these performance increases
register-transfer level (RTL) design must mean more than synthesizing well
structured code in a Hardware Description Language such as Verilog. The
RTL designer must devote considerable attention to microarchitecture and
exploit pipelining opportunities where they exist (Chapter 2 and design
examples). To diminish the timing overhead associated with each pipeline
stage latch-based design (Chapters 3 and 7) or constructive clock-skew
(Chapter 8) needs to be understood and employed.

Achieving higher performance will require recovery from the physical-
design allergy that infects so many ASIC designers today. High performance
design require efficient floorplanning (Chapter 6) and attention to the cells
that ultimately implement logical function (Chapters 4 and 9-12).

Finally, ASIC designers must look past the classic barrier of ASIC design
“sign-off” and begin to understand and manage sources of process variation
(Chapters 5 and 14) so that tool usage can be modified to better achieve
design goals (Chapter 13).

The design examples shown in Chapters 15, 16, and 17 demonstrate that
orchestration of many of the techniques described above may produce
integrated circuits designed within an ASIC methodology that run 2x to 3x
faster than most of their contemporary ASICs and may achieve clock rates
within 2x to 3x of the fastest custom ICs.
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12.2 Conclusions about Custom Design

It appears that by drawing attention to their ability to handcraft layout
custom IC designers have been practicing a kind of magical misdirection. In
full context it appears that the valuable work of a custom designer is much
broader than detailed circuit design and includes a systematic orchestration
of all the principles that we have named above: microarchitecture,
floorplanning, wire-planning, cell-design, and process management. The
systematic application of these principles to achieve system performance
goals is the true characteristic of a high-performance custom IC designer.

13.  WHAT’S NOT IN THE BOOK

This book focuses on sources of performance in integrated circuits and
the tools and techniques by which performance can be achieved. Notably
absent from this book are discussions of functional verification,
manufacturing test, power dissipation (especially static power), or the impact
of deep-submicron effects on integrated circuit design. These topics are
important ones but are, unless mentioned, orthogonal issues to those that we
discuss here. Where the techniques that we suggest here negatively impact
one or more of these issues we have made every effort to point that out.

14. ORGANIZATION OF THE REST OF THE BOOK

To make it easy to randomly access information, this book is organized
into four units. This introductory chapter forms the first unit. This chapter is
intended to be a self-contained introduction to the entire topic. The second
unit consists of Chapters 2 to 5. These four Chapters form a second
independent tutorial overview of the subject. Following these are Chapters 6
to 14. These contributed chapters represent the state-of-the art tool
approaches to improving ASIC performance. On the other hand their
inclusion here should not be construed as a wholesale commercial
endorsement, but as examples of groups bravely tackling some of the
toughest problems in ASIC design. The sections above have provided
contextual pointers to these chapters. The fourth unit of this book provides
examples of ASIC designs that have realized very high performance utilizing
an ASIC methodology.

Integrated circuit design and electronic-design automation are rapidly
changing fields. We have resisted the temptation to keep soliciting new
material and polishing existing chapters with the aim to deliver the book
more quickly to the hands of its intended readers.
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Chapter 2

Improving Performance through Microarchitecture
Pipelining, Parallelization, Retiming Registers, Loop Unrolling

David Chinnery, Kurt Keutzer
Department of Electrical Engineering and Computer Sciences,
University of California at Berkeley

In this book, microarchitecture refers to the high-level structural
organization of the circuitry. This includes the number of functional units;
the memory hierarchy; the input and output interfaces; the order of the
functional units in the pipeline; the number of clock cycles these units have
for computation; branch prediction and data forwarding logic.

Microarchitectural changes are the most significant way of reducing the
clock period of a circuit and increasing the performance. A pipelined circuit
can have substantially higher clock frequency, as the combinational delay of
each pipeline stage is less. If the pipeline can be well utilized, each pipeline
stage carries out computation in parallel. Thus pipelining can increase the
circuit’s performance (calculations per second). By allowing computation in
parallel, duplicating logic increases the circuit throughput (calculations
completed) per clock cycle, but increases the circuit area.

Section 1 gives examples of pipelining and retiming to balance the delay
of pipeline stages. There are illustrations of simple parallelization, and loop
unrolling to allow logic duplication. Brief comments about memory access
and its impact on the clock frequency are in Section 2. Then Section 3
discusses the costs and reduction in clock period by pipelining.

Logic design encompasses circuit-level techniques for high-speed
implementations of typical functional blocks. We restrict the focus of this
chapter to microarchitecture and some discussion of pipeline balancing.
Chapter 4 discusses logic design.
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Figure 1. Circuit symbols used in this chapter. Inputs are on the left side
(and above for select on the multiplexer) and outputs are on the
right.

open

square wave 1X 24X 16X 64X circuit
voltage source

Figure 2. This illustrates a circuit to measure FO4 delays. The delay of the
4X drive strength inverter gives the FO4 delay. The other
inverters are required to appropriately shape the input waveform
to the 4X inverter, and reduce the switching time of the 16X
inverter, which affect the delay of the 4X inverter [14].

1. EXAMPLES OF MICROARCHITECTURAL
TECHNIQUES TO INCREASE SPEED

This section considers speeding up a variety of circuits by
microarchitectural transformations, using the functional blocks shown in
Figure 1. The examples assume nominal delays for these blocks, with delays
measured in units of fanout-of-4 inverter (FO4) delays.

1.1 FO4 Delays

The fanout-of-4 inverter delay is the delay of an inverter driving a load
capacitance that has four times the inverter’s input capacitance [13]. This is
shown in Figure 2. The FO4 metric is not substantially changed by process
technology or operating conditions. In terms of FO4 delays, other fanout-of-
4 gates have at most 30% range in delay over a wide variety of process and
operating conditions, for both static logic and domino logic [14].

If it has not been simulated in SPICE or tested silicon, the FO4 delay can
be calculated from the channel length. The rule of thumb for FO4 delay [18],
based on the effective gate length Ly is:

(1) 360xL, ps for typical operating and typical process conditions
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(2) 500xL,; ps for worst case operating and typical process conditions

where the effective gate length Lgs has units of micrometers. Typical process
conditions give high yield, but are not overly pessimistic. Worst case
operating conditions are lower supply voltage and higher temperature than
typical operating conditions. Typical operating conditions for ASICs may
assume a temperature of 25°C, which is optimistic for most applications. As
other researchers have done [18], Equation (2) is used later in this chapter to
estimate the FO4 delay in silicon for realistic operating conditions. Chapter 5
discusses process and operating conditions in more detail.

Typically, the effective gate length L.z has been assumed to be about 0.7
of lambda (A) for the technology, where A is the base length of the
technology (e.g. 0.18um process technology with Lggu, of 0.18um). As
discussed in Chapter 5, many foundries are aggressively scaling channel
length which significantly increases the speed.

Based on analysis in Table 5 of Chapter 5, typical process conditions are
between 17% and 28% faster than worst case process conditions. Derating
worst case process conditions by a factor of 1.2x gives

(3) 600xL,, ps for worst case operating and worst case process

Equation (3) was used for estimating the FO4 delays of synthesized
ASICs, which have been characterized for worst case operating and worst
case process conditions. This allows analysis of the delay per pipeline stage,
independent of the process technology, and independent of the process and
operating conditions.

Note: these rules of thumb give approximate values for the FO4 delay in
a technology. They may be inaccurate by as much as 50% compared to
simulated or measured FO4 delays in silicon. These equations do not
accurately account for operating conditions. Speed-binning and process
improvements that do not affect the effective channel length are not
accounted for. Accurate analysis with FO4 delays requires proper calibration
of the metric: simulating or measuring the actual FO4 delays for the given
process and operating conditions.

1.2 Nominal FO4 Delays for the Examples

The normalized delays are for 32-bit ASIC functional blocks (adder,
comparator and multiplexer), and single bit inverter and AND gate. These
delays do not represent accurate delays for elements in a real circuit.

e inverter gate delay t,,, =1FO4 delay

ny

o AND gate delay ¢, = 2 FO4 delay
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e adder delay 1., =10FO4 delays
= 6 FO4 delays

e multiplexer delay ¢, =4 FO4 delays

To discuss the impact of the microarchitectural techniques, we need an
equation relating the clock period to the delay of the critical path through
combinational logic and the registers. In this chapter, we will assume that the
registers are flip-flops.

e comparator delay ¢

comp

1.3 Minimum Clock Period with Flip-Flops

Flip-flops have two important characteristics. The setup time f, of a flip-
flop is the length of time that the data must be stable before the arrival of the
clock edge to the flip-flop. The clock-to-Q delay t¢p of a flip-flop is the
delay from the clock edge arriving at the flip-flop to the output changing.
We assume simple positive edge triggered master/slave D-type flip-flops
(30].

In addition, the arrival of the clock edges will not be ideal. There is some
clock skew ty between the arrival times of the clock edge at different points
on the chip. There is also clock jitter #;, which is the variation between arrival
times of consecutive clock edges at the same point on the chip.

Figure 3 shows the timing waveforms for a signal propagating along the
critical path of a circuit. The nominal timing characteristics used are:

e Flip-flop clock-to-Q delay of ¢, =4 FO4 delays
Flip-flop setup time ¢, = 2 FO4 delays
Clock skew of ¢, =3 FO4 delays

¢ Clock jitter of £; =1FO4 delay

The total delay along the critical path is the sum of the clock-to-Q delay
from the clock edge arriving at R/, the maximum delay of any path through
the combinational logic f.ms (the critical path), the setup time of the output
flip-flop of the critical path, the clock skew and the clock jitter. This places a

lower bound on the clock period, which may also be limited by other
pipeline stages. The minimum clock period with flip-flops Zigip.n0ps 15 [30]

(4) Tﬂip—ﬂops = max {ICQ + tr:omb + rsu + tsic + rj}

The delay of a gate in the circuit will vary depending on its drive
strength, its fanout load, and the arrival times and slews of its fanins. In this
context, slews are the rise and fall times of the input signals. Thus the delay
of flip-flops on each possible critical path would need to be calculated,
rather than assuming the delays are equal. For example, the register storing
input b may have slower clock-to-Q delay ¢¢p than the register R/ storing a.
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Figure 3. Waveform diagram of 0 to 1 transition on input a propagating
along the critical path aeikim. All other inputs b, ¢, and d are fixed
at 1. The critical path is shaded in gray on the circuit. Clock skew
and clock jitter between clock edge arrivals at registers R/ and R2
result in a range of possible arrival times for the clock edge at R2.
The range of possible clock edge arrival times, relative to the
arrival of the clock edge at the preceding register on the previous
cycle, is shaded in gray on the clock edge waveform.

For simplicity, we assume equal clock-to-Q delay and setup times for all
the registers, and equal clock jitter and clock skew at all registers, giving

(5) Tﬁ!p— flops = lcp +Max {Eeomp} g +ig +iE;

We can group terms into the clocking overhead fejocking, the clock skew
and clock jitter, and the register overhead #,egiseer, the setup and clock-to-Q
delay:

) Thip- ops = MAX{L o} + Lyegisier L etocking


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=54

38 Chapter 2

(2) (b)

Figure 4. Diagram showing an add-compare operation (a) before and (b)
after pipelining.

For the example shown in Figure 3, the clock period is

Tpip-fops  =ltco +max{t,, + 1t wp +1ap tynp Flanp )+l +1 +1

@) =4+1+2+2+2+3+1
=15FO04 delays

Now we can calculate the reduction in clock period by pipelining long
critical paths.

1.4 Pipelining

If sequential logic produces an output every clock cycle, then reducing
the clock period increases the calculations per second. Pipelining breaks up
the critical path with registers for memory between clock cycles. This
reduces the delay of each stage of the critical path, thus a higher clock speed
is possible, and the circuit’s speed is increased. The latency increases due to
adding memory elements with additional delay, but the calculations per
second increases because the clock period is reduced and each stage of the
pipeline can be computing at the same time ideally.

Consider pipelining the add-compare operation shown in Figure 4, where
the output of two adders goes to a comparator. From (4), the clock period
before pipelining is

Tﬂfp‘ﬂoﬂs =loga H1 comp T Ly t.f + It‘CQ +g,
8) =10+6+3+1+4+2
=26 FOA4 delays

After pipelining with flip-flops, the minimum clock period is the
maximum of the delays of any pipeline stage. Thus the clock period is
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Tﬂip-ﬂops = ICQ +max {tadd ’rcomp} + rsu + tsk + tj

9 =4+ max{10,6}+2+3+1
= 20 FO4 delays

The 30% increase in speed may not translate to a 30% increase in
performance, if the pipeline is not fully utilized. Note the pipeline stages are
not well-balanced; if they were perfectly balanced, each stage would have
the same combinational delay, and the clock period would be 18 FO4 delays.

The 30% decrease in the clock period comes at the cost of additional
registers and wiring. The area increase is typically small relative to the
overall size of the circuit. Sometimes the wiring congestion and increased
number of registers can be prohibitive, especially if a large number of
registers are required to store a partially completed calculation, such as when
pipelining a multiplier.

The clock power consumption increases substantially in this example.
Instead of the clock to 5 registers switching every 26 FO4 delays, the clock
goes to 7 registers and switches every 20 FO4 delays. This gives an 82%
increase in the power consumed by clocking the registers.

In a typical pipelined design, the clock tree may be responsible for 20%
to 45% of the total chip power consumption [22]. Turning off the clock,
clock gating, to modules that are not in use reduces the clock power [7].

1.4.1 Limitations to Pipelining

The most direct method of reducing the clock period and increasing
throughput is by pipelining. However, pipelining may be inappropriate due
to increased latency. For example, the latency for memory address
calculation needs to be small, so the combinational delay must be reduced
[28]. The pipeline may not be fully utilized, which reduces the instructions
executed per clock cycle (IPC). It may not be possible to reduce the clock
period further by pipelining, because other sequential logic may limit the
clock period. Also, there is no advantage to performing calculations faster
than inputs are read and outputs are written, so the clock period may be
limited by I/O bandwidth.

Reduced pipeline utilization can be due to data hazards causing pipeline
stalls, or branch misprediction [16]. Data hazards can be caused by
instructions that are dependent on other instructions. One instruction may
write to a memory location before another instruction has the opportunity to
read the old data. To avoid data hazards, a dependent instruction in the
pipeline must stall, waiting for the preceding instructions to finish. Branch
misprediction causes the wrong sequence of instructions to be speculatively
executed after a branch; when the correct branch is determined, the pipeline
must be cleared of these incorrect operations. Forwarding logic and better
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branch prediction logic help compensate for the reduction in IPC, but there
is additional area and power overhead as a result.

Hardware can improve pipeline utilization by data forwarding and better
branch prediction. Compilation can reschedule instructions to reduce the
hazards, and calculate branches earlier.

Duplicating sub-circuits or modules is an alternative to pipelining that
does not suffer from increased latency or pipeline stalls. There may still be
issues feeding inputs to and outputs from the logic to keep it fully utilized.
Duplication entails a substantial area and power penalty.

1.5 Parallelization

Consider using a single adder to sum 8 inputs. This can be implemented
with 7 add operations, as illustrated in Figure 5. Generally, pipelining an
adder does not reduce the clock period, as high-speed adders are generally
faster than other circuitry within the chip. Using a single adder to sum 8
inputs takes 7 cycles to perform the 7 add operations, giving a throughput of
one 8-input sum per 7 clock cycles.

The circuit in Figure 5 performs the following operations each cycle:

¢ (=a+b j=c+d, k=e+f lI=g+h m=i+j n=k+1,

and o=m+n

¢ Denoting respective clock cycles with a superscript, the final output

is G: =a:—3 +br—3 +c.‘—3 +d:—3 +er-3 +fr-3 +gr-—3 +h:~3

g
h

Figure 5. Adders computing the summation of 8 inputs.
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The clock period for the Figure 5 circuit is

Tpip-fops = lada Tl F1jHilco +iy,
(10) =10+3+1+4+2
= 20 FO4 delays

By implementing the sum of 8 inputs directly with 7 pipelined adders,
the throughput is increased to calculating one 8-input sum per clock cycle.
The latency for the summation is 3 clock cycles.

Compared to using a single adder, the seven adders have at least seven
times the area and power consumption. The energy per calculation is the
product of the power and the clock period divided by the throughput. Thus
the energy per calculation of the sum of 8 inputs is about the same, as the
throughput has also increased by a factor of seven.

The area and power cost of parallelizing the logic is substantial.
Generally, computing the same operation k times in parallel increases the
power and area of the replicated logic by more than a factor of k, as there is
more wiring.

Sometimes because of recursive dependency of algorithms, it is not
possible to simply duplicate logic. In such cases, the cycle dependency can
be unrolled to allow logic duplication.

1.6 Loop Unrolling

Figure 6(a) shows the recursion relation of the Viterbi algorithm for a
two-state Viterbi detector. The recursive add-compare-select calculations for
the two-state Viterbi detector are

o sm" =max{sm"" +bm,"" sm,"" +bm, "}

n-1

-1 -1 =1
o sm)" =max{sm,"" +bm,"" ,sm,"" +bm,," "}

There are a number of approaches for speeding up circuitry for Viterbi
detectors, which are discussed in the design of the Texas Instruments
SP4140 disk drive read channel in Chapter 15. One simple approach to
double the throughput is to unroll the recurrence relation, as shown in Figure
6(b), which doubles the throughput at the cost of doubling the area and
power.

Loop unrolling can allow tight recurrence relations like the Viterbi
algorithm to be unrolled into sequential stages of pipelined logic, increasing
the throughput.
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Figure 6. Implementations of the Viterbi algorithm for two states. (a) The
add-compare-select implementation. (b) Loop unrolling the add-
compare-select algorithm.
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Figure 7. Example of retiming the unbalanced pipeline in (a) to give a
smaller clock period for the circuit in (b).

1.7 Retiming

Pipelined logic often has unbalanced pipeline stages. Retiming can
balance the pipeline stages, by shifting the positions of the register positions
to try and equalize the delay of each stage.
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Figure 7(a) shows an unbalanced pipeline. The first pipeline stage has a
combinational delay of three AND gates, whereas the second stage has the
combinational delay of only one AND gate. The clock period is

y = max  {t,p Fla i Hlep Hi)
fip- flops combinational paths comb sk 4 e su

1

) =3t gyp g 1ttt
=3x2+3+1+4+2
=16 FO4 delays

Changing the positions of the registers so as to preserve the circuit’s
functionality, retiming [24], can balance the pipeline stages and reduce the
clock period. The clock period of the balanced pipeline in Figure 7(b) is

= max t g+l oy +L
Tﬂ‘!"ﬂoﬂf combinationalpalhs{ comb sk / o 5"}
(12) =2 np Hlg +E gt
=2x243+1+4+2
=14 FO4 delays

Retiming the registers may increase or decrease the area, depending on
whether there are more or less registers after retiming. Synthesis tools
support retiming of edge-triggered flip-flop registers [31]. The reduction of
clock period by retiming is not large, if the pipeline stages were designed to
be fairly balanced in the RTL. The speed penalty of unbalanced pipeline
stages in two ASICs is estimated in Section 6.2.1 of Chapter 3.

1.8 Tools for Microarchitectural Exploration

Synthesis tools are available that will perform retiming on gate net lists
[31]. Some RTL synthesis tools can perform basic pipelining and
parallelization, particularly when given recognizable structures for which
known alternative implementations exist such as adders.

An ASIC designer can examine pipelining and parallelization of more
complicated logic by modifying the RTL to change the microarchitecture.
Other techniques such as loop unrolling and retiming logic (rather than
registers) cannot be done by current EDA software, and require RTL
modifications. Design exploration with synthesizable logic is much easier
than for custom logic, as RTL modifications are quick to implement in
comparison with custom logic.

While retiming does not affect the number of instructions per cycle
(IPC), pipelining may reduce the IPC due to pipeline stalls and other
hazards, and duplicated logic may not be fully utilized. All of these
techniques modify the positions of registers with respect to the
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combinational logic in the circuit. For this reason verifying functional
equivalence requires more difficult sequential comparisons. There are formal
verification tools for sequential verification, but their search depth is
typically limited to only several clock cycles.

Retiming is performed at the gate level with synthesis tools, whereas
pipelining, parallelization, and loop unrolling are usually done at the RTL
level. It is possible to do pipelining at the gate level, though there is less
software support. Some synthesis tools duplicate logic to reduce delays
when driving large capacitances, but do not otherwise directly support
parallelization or duplication of modules. Table 1 summarizes the techniques
and their trade-offs.

The memory hierarchy is also part of the microarchitecture. The cache
access time takes a substantial portion of the clock period, and can limit
performance.

2. MEMORY ACCESS TIME AND THE CLOCK
PERIOD

Traditionally, caches have been integrated on chip to reduce memory
access times. Custom chips have large on-chip caches to minimize the
chance of a cache miss, as cache misses incur a large delay penalty of
multiple cycles. Frequent cache misses substantially reduces the advantage
of higher clock frequencies [15].

ASICs do not run as fast, and thus are not as desperate for high memory
bandwidth and don’t need as large caches to prevent cache misses. The off-
chip memory access time is not substantially faster for custom designs,
hence larger caches on-chip are needed to compensate. Large on-chip caches
are expensive in terms of real estate and yield. A larger die substantially
increases the cost of the chip as the number of die per wafer decreases and
the yield also decreases. The design of the memory hierarchy is discussed in
detail by Hennessy and Patterson [16].

Technique Granulnria Method s;ost | Benefit
|retimi may decrease or increase number of |balances
retiming gate EDA tools . -
registers pipeline
o functional . . reduces the
Iplpeimmg Iblock modify RTL|may reduce IPC, more registers clock period
parallelization, |functional . k times the area and power for k increases
. modify RTL . .
loop unrolling Jblock duplicates, same energy/calculation |throughput

Table 1. Overview of microarchitectural techniques to improve speed
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If a processor’s clock frequency is a multiple of the clock frequency for
off-chip memory, the synchronization time to access the off-chip memory is
reduced. A study by Hauck and Cheng shows that a 200MHz CPU with
100MHz SDRAM has better performance than a 250MHz CPU with
133MHz SDRAM if the cache miss rate is more than 1% [15].

Memory access time is a substantial portion of the clock cycle. For
example, cache logic for tag comparison and data alignment can take 55% of
the clock period at 266MHz in 0.18um technology [15]. However, the cache
access time is also a substantial portion of the clock cycle in an ASIC, and it
can be very difficult to fit the cache logic and cache access in a single cycle.
This can limit the clock period. Lexra devoted an entire pipeline stage for the
cache access, thus the cache access time was not a critical path. This allowed
larger 32K caches and a higher clock frequency [33].

STMicroelectronics iICORE also devoted two stages to reading memory.
The first stage is for tag access and tag comparison, and the second stage is
for data access and alignment. Chapter 16 discusses the ICORE memory
microarchitecture in detail.

We will now examine the speedup by pipelining in more detail. Chapter
15 gives further examples analyzing the other architectural techniques.

3. SPEEDUP FROM PIPELINING

Consider some combinational logic between flip-flop registers shown in
Figure 8(a), with critical path delay of f,oms. As discussed in Section 1.3, the
delay of the critical path f.oms through the combinational logic limits the
minimum clock period Tip.sgps, as given in (6).

Figure 8. Diagram of logic before and after pipelining, with combinational
logic shown in gray. Registers are indicated by black rectangles.
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The latency of the pipeline is the time from the arrival of the pipeline
inputs to the pipeline, to the exit of the pipeline outputs corresponding to this
given set of inputs, after calculations in the pipeline. There is only a single
pipeline stage, so the latency of the path Tjaeney 18 simply the clock period:

(13) narency = tcomb + iregfsler + 'rr.’ociring

Suppose this logic path is pipelined into n stages of combinational logic
between registers as shown in Figure 8(b). If the registers are flip-flops, the
pipeline stage with the worst delay limits the clock peuod ch(,01d1nU to
Equation (6) (where #,ms,; 1s the delay of the slowest path in the " stage of
combinational logic):

(14) Tﬂl})— flops = m?'x {Icomb.i } + Iregis.'er + Ic.’ockl’ng

The latency is then simply n times the clock period, as the delay through
each stage is the clock period.
(15) Tafem'y 1
3.1 Ideal Clock Period after Pipelining

Ideally, the pipeline stages would have equal delay and the maximum
delay t.oms,; of combinational logic in each pipeline stage i is the same:

t

_ ‘comb
comb,average

n

(16) ¢,,. =t

comb,i
Thus the minimum possible clock period after pipelining with flip-flops
is

t
(A7) Ty =gt 0+
n

register clocking

And with this ideal clock period, the latency would be

(I 8) latency — nTmin = rcomb +n (t register + rr-’ockl‘ng )

3.2 Clock Period with Retiming Balanced Pipeline

By retiming the positions of the registers between pipeline stages, the
delay of each stage can be made nearly the same. If retiming is possible, a
clock period close to the ideal clock period is possible with flip-flop
registers.
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Observation: If retiming is possible, the combinational delay of each
pipeline stage can be balanced. Retiming can balance the pipeline stages to
within a gate delay of the average combinational delay:

combl gate = Icomb,average +1 gate

(19) Loy <2241
n
Proof:
Suppose the j'h pipeline stage has combinational delay more than a gate
delay fgare slower than the average combinational delay.

omb, j 2 gate

(20) oo, > 20 4 ¢
n
Suppose there is no other pipeline stage with delay less than the average
combinational delay. Then

n
t
— E b b
(21) rcomb - trombl —(n 1) c;m + (::' +1 gate Itccmn['l

This is a contradiction. Hence, there must be some other pipeline stage
with delay of less than the average combinational delay. That is, there exists
some pipeline stage &, such that

t
(22) !comb.k < comb
n

If j < k, then all the registers between pipeline stages j and k can be
retimed to be one gate delay earlier. If j > k, then all the registers between
pipeline stages j and k can be retimed to be one gate delay later. This
balances the pipeline stages better:

'

=t +1

l‘4.'0.'».&, J
(23) '
t

comb, j gate?

=t

t
ke <241

comb, k comb, gare n gate

In this manner, all pipeline stages with combinational delay more than a
gate delay slower than the average combinational delay can be balanced by
retiming to be less than a gate delay more than the average combinational
delay:

t
(24) Foralli, ¢ —comb 4y

comb,i gate

Thus the level of granularity of retiming is a gate delay, though it is
limited by the slowest gate used. It is not always possible to perform
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retiming, as there may be obstructions to retiming (e.g. there may be a late-
arriving external input that limits the clock period), but in most cases it is
possible to design the sequential circuitry so that the pipeline can be
balanced.

If retiming to balance the pipeline stages is possible, from (17) and (24),
the clock period of a balanced pipeline with flip-flop registers is bounded by

l(,‘
omb
clocking <T< n + tgate + tregr's-‘er

+1 +t

register clocking

25) Leomb 4
n

Correspondingly, the latency is bounded by
(26) tcomb + n(‘negister + tc.’och'ng) = T:"rx.reucy < tcomb + n(rgare + rregfster + tdockfng )

The delay of a gate £z, is small relative to the other terms. Retiming thus
reduces the clock period and latency, giving a fairly well-balanced pipeline.

3.3 Estimating Speedup with Pipelining

Having pipelined the path into n stages, ideally the pipelined path would
be fully utilized. However, there are usually dependencies between some
calculations that limit the utilization, as discussed in Section 1.4.1. To
quantify the impact of deeper pipelining on utilization, we consider the
number of instructions per cycle (IPC).

The average calculation time per instruction is

(27) T/IPC

Suppose the number of instructions per cycle is IPCpepre before
pipelining and IPCg, after pipelining. Assuming no additional
microarchitectural features to improve the IPC, limited pipeline utilization
results in

(28) IPC,,, S IPCyyy,

For example, the Pentium 4 has 10% to 20% less instructions per cycle
than the Pentium III, due to branch misprediction, pipeline stalls, and other
hazards [20]. From (6), (25) and (27), the increase in performance by
pipelining with flip-flop registers is (assuming minimal gate delay and well-
balanced pipelines)

+¢

(29) IP Cnﬁer % I;efore ~ 1P Caﬁer % ra;uullb +tregfs.'er clocking
fPCbeforc I;lﬁer IP Cbefore [{f;‘_ﬂﬂ +1 +1 ]
n register clocking

The Pentium 4 was designed to be about 1.6 times faster than the
Pentium III microprocessor in the same technology. This was achieved by
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increasing the pipelining: the branch misprediction pipeline increased from
10 to 20 pipeline stages [17]. Assuming the absolute value of the timing
overhead remains about the same, the relative timing overhead increased
from about 20% of the clock period in the Pentium III to 30% in the Pentium
4.

The pipelining overhead consists of the timing overheads of the registers
and clocking scheme, and any penalty for unbalanced pipeline stages that
can’t be compensated for by slack passing. The pipelining overhead is
typically about 30% of the pipelined clock period for ASICs, and 20% for
custom designs (see Section 6 of Chapter 3 for more details). However,
super-pipelined custom designs (such as the Pentium 4) may also have a
pipelining overhead of about 30%.

We estimate the pipelining overhead in FO4 delays for a variety of
custom and ASIC processors, and the speedup by pipelining. The ASIC
clock periods are 58 to 67 FO4 delays. This is shown in Table 2 and Table 3.
FO4 delays for reported custom designs may be better than typical due to
speed binning and using higher supply voltage to achieve the fastest clock
frequencies.

= = -]
B z|t |sE| £
@ | 2 o =
- = T~ =
2| E|= o B2zl |5E|2E
] 2 o o]l & 8o =l ~| 2 -t G ]
= = KR ERA R R ]
oy 8|0 g al zlTS |8 &|2g]|lE
g | = ]¢ s lelZ2leg|==|ES]e =
o s |.z glzl=2ls2|T<c|E9)2 e
| £|8<| 8 %g\e?,ﬁs%-iﬁé
S| C|EE|lS |2 S 222|828
Custom E = =) I S gQ.EhEEGE
Pentium 4 (Willamette) §2.000| 0.18] 0.10}1.75| 20}10.0 3.0 143] 2.1%] x14.3

ASICs

Tensilica Xtensa (Base) IO.ZSO 0.25] 0.18]2.50f 5)61.7] 18.5] 235| 7.9%] x3.8
Tensilica Xtensa (Base) I0,320 0.18] 0.13|1.80] 5]66.8] 20.0] 254] 7.9%] x3.8
Lexra LX4380 0.266] 0.18] 0.13]1.80] 7}57.8] 17.4] 301| 5.8%] x5.2
Lexra LX4380 0.420] 0.13] 0.08{1.20] 7159.5) 17.9] 310] 5.8%] x5.2
ARMI1020E 0.3251 0.13] 0.08]1.20] 6]64.1] 19.2] 288| 6.7%] x4.5

Table 2. Characteristics of ASICs and a super-pipelined custom processor
[21[8]1[25][27][35], assuming 30% pipelining overhead. The
ARMI020E frequency is for the worst case process corner;
L.X4380 and Xtensa frequencies are for typical process conditions.
The ARMIO20E and LX4380 frequencies are for worst case
operating conditions; the Xtensa frequency is for typical operating
conditions.
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Custom E |le|mE|ls Rl |@EICEIES|E &
Alpha 21264 0.600| 0.35] 0.25[2.20] 7]13.3 2.7 77] 3.4%| 5.8
Pentium 111 (Katmai) 0.600] 0.25] 0.15[2.05{ 10]22.2 4.4 182| 2.4%| x=8.2
Athlon 0.600| 0.25] 0.16| 1.60| 10 20.8 4.2 171] 2.4%| x8.2
IBM Power PC 1.000| 0.25) 0.15/1.80] 4{13.3 2.7 45| 5.9%| x3.
Pentium I1I (Coppermine) | 1.130| 0.18] 0.10{ 1.75] 10} 17.7 3.5 145 2.4%| x8.2
Athlon XP 1.733] 0.18] 0.10] 1.75] 10} 11.5 23 95| 2.4%| x=8.2

Table 3. Custom design characteristics [5][8][9][10][11][12][26][27][32],
assuming 20% timing overhead. Effective channel length of Intel’s
0.25um process was estimated from the 18% speed increase from
P856 to P856.5 [3][4].

Pipeline stages listed are for the integer pipeline; the Athlon floating
point pipeline is 15 stages [1]. The Pentium designs also have about 50%
longer floating point pipelines. The Tensilica Xtensa clock frequency is for
the Base configuration [35]. The total delay for the logic without pipelining
(‘unpipelined clock period’) is calculated from the estimated timing
overhead and FO4 delays per pipeline stage.

Table 2 and Table 3 show the estimated FO4 delays per pipeline stage.
The FO4 delays were calculated from the effective gate length, as detailed in
Section 1.1. For example, Intel’s 0.18um process has an effective gate length
of 0.10um, and the FO4 delay is about 50ps from Equation (2) [18]. The
FO4 delays for custom processes were calculated using Equation (2). The
estimated FO4 delay for these custom processes may be higher than the real
FO4 delay in fabricated silicon for these chips, because of speed-binning,
unreported process improvements, and better than worse case operating
conditions. As a result, the custom FO4 delays/stage may be underestimated.

From (29), if we specify the register and clock overhead as a fraction k of
the total clock period if it wasn’t pipelined,

t
(30) k - register

|‘*‘C(;u'mf;r + rregis.'cr

+1i

clocking

+1

clocking

The fraction k of the timing overhead of the unpipelined delay is shown
in the ‘Pipelining Overhead % of Unpipelined Clock Period’ column of
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Table 2 and Table 3. The increase in speed by having n pipeline stages
(assuming a well-balanced pipeline for pipelines with flip-flop registers),
substituting (30) into (29), is

(31) Ipcﬂﬁer % y;q’ore _ IP Cﬂﬁer e 1

P Cbefore Tnﬂer P Cbefore [!_Ti + k)

n

For maximum performance, the timing overhead and instructions per
cycle limit the minimum delay per pipeline stage. A study considered a
pipeline with four-wide integer issue and two-wide floating-point issue [19].
The study assumed timing overhead of 2 FO4 delays and the optimal delays
for the combinational logic per pipeline stage were: 6 FO4 delays for in-
order execution; and 4 to 6 FO4 delays for out-of-order execution. The
authors predict that the optimal clock period for performance will be limited
to between 6 and 8 FO4 delays [19]. This scenario is similar to the super-
pipelined Pentium 4 with timing overhead of about 30%.

Based on the limits of pipelining for maximum performance, and the
results in Table 2 and Table 3, the practical range for the fraction of timing
overhead k is between 2% (rough theoretical limit and the Pentium 4) and
8% (Xtensa) for high-speed ASIC and custom designs.

From Equation (31), the performance increase by pipelining can be
calculated if the timing overhead and reduction in IPC are known.

3.3.1 Performance Improvement with Custom Microarchitecture

It is difficult to estimate the overall performance improvement with
microarchitectural changes. Large custom processors are multiple-issue, and
can do out-of-order and speculative execution. ASICs can do this too, but
tend to have simpler implementations to reduce the design time.

The 520MHz iCORE fabricated in STMicroelectronics’ HCMOSSD
technology (0.15um Ly [34]) has about 26 FO4 delays per pipeline stage,
with 8 pipeline stages (see Chapter 16 for details). The iCORE had clock
skew of 80ps, which is about 1 FO4 delay. Slack passing would reduce the
clock frequency to about 23 FO4 delays (as detailed in Chapter 3, Section
6.2.1). Using high speed flip-flops or latches might further reduce this to 21
FO4 delays. Thus the iCORE would have about the same delay per pipeline
stage as the Pentium III, and the Pentium 4 has 28% better performance than
the Pentium II1.

The iCORE is the fastest ASIC microprocessor we have come across, so
we estimate a factor of 13x between high-speed ASIC and custom
implementations (e.g. the Pentium 4). It seems unlikely that ASICs will
achieve substantially better microarchitecural performance than this. The
improvement by pipelining is limited by the larger timing overhead and
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difficulties in maintaining high IPC for ASICs. The microarchitectural
complexity (wiring and layout for more forwarding and branch prediction
logic, etc., to avoid a large IPC penalty) to maintain high IPC for super-
pipelined designs does not seem feasible or cost effective for ASICs: there is
only a moderate additional improvement in performance at a substantial cost
in area, power, and design time.

How much slower is a typical ASIC because of microarchitecture? Other
ASIC embedded processors have between 5 and 7 pipeline stages. The
iCORE has instruction folding, branch prediction, and a number of other
sophisticated techniques to maintain a high IPC of 0.7. Conservatively, a
typical ASIC with 5 pipeline stages, without this additional logic to reduce
the effect of pipeline hazards, may also have an IPC of 0.7. The iCORE has
a timing overhead fraction of about 0.05 of the unpipelined delay, assuming
30% timing overhead. Thus going from 5 to 8 pipeline stages maintaining
the IPC, there is a factor of

pe [ihr] (1209 00s)
(32) BTy =14

IPC e (l -k N k] 0.7 (} —~0.05 +0'05) )
8

n after

In other words, a high performance ASIC compared to a typical ASIC
may be 14x faster. A super-pipelined custom design may be a further factor
of 13x faster. Overall, custom microarchitecture may contribute a factor of
up to 1.8x compared to a typical ASIC.

3.3.2 ASIC and Custom Examples of Pipelining Speedup

For a custom example, consider the 20% reduction in instructions per
cycle (IPC) with 20 pipeline stages (rather than 10 for the Pentium III) for
the Pentium 4 [20]. There is 2% timing overhead as a fraction of the total
unpipelined delay. From Equation (31):

[1i + k] 12002, 002
1P Caﬂer nbefore _ 10 _
(33) 7PC X =0.8x 002 =1.37
before {L‘ k., k] [ Bt o.ozj
nﬂﬂer 20

This estimates that the Pentium 4 has only about 37% better performance
than the Pentium III in the same process technology, despite having twice
the number of pipeline stages. The relative frequency target for the Pentium
4 was 1.6x that of the Pentium III [17]. With the 20% reduction in IPC, the
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actual performance increase was only about 28% (1.6x0.8) — so our estimate
is reasonable.

From (18), the latency of the pipeline path of the Pentium 4 increases
from 143 FO4 delays without pipelining, to 170 FO4 delays if it had 10
pipeline stages, to 200 FO4 delays with 20 pipeline stages.

An ASIC example with eight pipeline stages is the 520MHz iCORE
processor. See Chapter 16 for the details of this high performance ASIC.
Assuming 30% timing overhead, the increase in clock frequency by
pipelining was

fqﬁ'er TW’

f before Tnﬁ er

n(T - 'rn'ming overhead )+ tn‘mmx overhead

(34) = T
_8x(1-0.3)+03
1

=59

The clock frequency increased by a factor of 5.9x. However, the
instructions per cycle was only 0.7, which was optimized using branch
prediction and forwarding. Thus the increase in performance was only a
factor of 4.1x:

IPC T ,
(35) aer_y Lo 07 59 4
IPCbefore Tqﬂer

In general, this approach can be used to estimate the additional speedup
from more pipeline stages.

Figure 9 shows the estimated speedup by pipelining, assuming the
instructions per clock cycle are unchanged (which is overly optimistic). With
flip-flops the timing overhead for ASICs is between about 0.06 and 0.08,
and this larger timing overhead substantially reduces the benefit of having
more pipeline stages. Thus to gain further benefit from pipelining, ASICs
need to reduce the timing overhead.
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Factor of Speedup By Pipelining for
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Figure 9. Graph of speedup by pipelining for timing overhead as a fraction
of the unpipelined delay. One pipeline stage corresponds to the
circuit being unpipelined. For simplicity, is it assumed the
instructions per clock cycle are unaffected by pipelining.
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Table 2 and Table 3. The increase in speed by having n pipeline stages
(assuming a well-balanced pipeline for pipelines with flip-flop registers),
substituting (30) into (29), is

(31) Ipcﬂﬁer % y;q’ore _ IP Cﬂﬁer e 1

P Cbefore Tnﬂer P Cbefore [!_Ti + k)

n

For maximum performance, the timing overhead and instructions per
cycle limit the minimum delay per pipeline stage. A study considered a
pipeline with four-wide integer issue and two-wide floating-point issue [19].
The study assumed timing overhead of 2 FO4 delays and the optimal delays
for the combinational logic per pipeline stage were: 6 FO4 delays for in-
order execution; and 4 to 6 FO4 delays for out-of-order execution. The
authors predict that the optimal clock period for performance will be limited
to between 6 and 8 FO4 delays [19]. This scenario is similar to the super-
pipelined Pentium 4 with timing overhead of about 30%.

Based on the limits of pipelining for maximum performance, and the
results in Table 2 and Table 3, the practical range for the fraction of timing
overhead k is between 2% (rough theoretical limit and the Pentium 4) and
8% (Xtensa) for high-speed ASIC and custom designs.

From Equation (31), the performance increase by pipelining can be
calculated if the timing overhead and reduction in IPC are known.

3.3.1 Performance Improvement with Custom Microarchitecture

It is difficult to estimate the overall performance improvement with
microarchitectural changes. Large custom processors are multiple-issue, and
can do out-of-order and speculative execution. ASICs can do this too, but
tend to have simpler implementations to reduce the design time.

The 520MHz iCORE fabricated in STMicroelectronics’ HCMOSSD
technology (0.15um Ly [34]) has about 26 FO4 delays per pipeline stage,
with 8 pipeline stages (see Chapter 16 for details). The iCORE had clock
skew of 80ps, which is about 1 FO4 delay. Slack passing would reduce the
clock frequency to about 23 FO4 delays (as detailed in Chapter 3, Section
6.2.1). Using high speed flip-flops or latches might further reduce this to 21
FO4 delays. Thus the iCORE would have about the same delay per pipeline
stage as the Pentium III, and the Pentium 4 has 28% better performance than
the Pentium II1.

The iCORE is the fastest ASIC microprocessor we have come across, so
we estimate a factor of 13x between high-speed ASIC and custom
implementations (e.g. the Pentium 4). It seems unlikely that ASICs will
achieve substantially better microarchitecural performance than this. The
improvement by pipelining is limited by the larger timing overhead and
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difficulties in maintaining high IPC for ASICs. The microarchitectural
complexity (wiring and layout for more forwarding and branch prediction
logic, etc., to avoid a large IPC penalty) to maintain high IPC for super-
pipelined designs does not seem feasible or cost effective for ASICs: there is
only a moderate additional improvement in performance at a substantial cost
in area, power, and design time.

How much slower is a typical ASIC because of microarchitecture? Other
ASIC embedded processors have between 5 and 7 pipeline stages. The
iCORE has instruction folding, branch prediction, and a number of other
sophisticated techniques to maintain a high IPC of 0.7. Conservatively, a
typical ASIC with 5 pipeline stages, without this additional logic to reduce
the effect of pipeline hazards, may also have an IPC of 0.7. The iCORE has
a timing overhead fraction of about 0.05 of the unpipelined delay, assuming
30% timing overhead. Thus going from 5 to 8 pipeline stages maintaining
the IPC, there is a factor of

pe [ihr] (1209 00s)
(32) BTy =14

IPC e (l -k N k] 0.7 (} —~0.05 +0'05) )
8

n after

In other words, a high performance ASIC compared to a typical ASIC
may be 14x faster. A super-pipelined custom design may be a further factor
of 13x faster. Overall, custom microarchitecture may contribute a factor of
up to 1.8x compared to a typical ASIC.

3.3.2 ASIC and Custom Examples of Pipelining Speedup

For a custom example, consider the 20% reduction in instructions per
cycle (IPC) with 20 pipeline stages (rather than 10 for the Pentium III) for
the Pentium 4 [20]. There is 2% timing overhead as a fraction of the total
unpipelined delay. From Equation (31):

[1i + k] 12002, 002
1P Caﬂer nbefore _ 10 _
(33) 7PC X =0.8x 002 =1.37
before {L‘ k., k] [ Bt o.ozj
nﬂﬂer 20

This estimates that the Pentium 4 has only about 37% better performance
than the Pentium III in the same process technology, despite having twice
the number of pipeline stages. The relative frequency target for the Pentium
4 was 1.6x that of the Pentium III [17]. With the 20% reduction in IPC, the
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actual performance increase was only about 28% (1.6x0.8) — so our estimate
is reasonable.

From (18), the latency of the pipeline path of the Pentium 4 increases
from 143 FO4 delays without pipelining, to 170 FO4 delays if it had 10
pipeline stages, to 200 FO4 delays with 20 pipeline stages.

An ASIC example with eight pipeline stages is the 520MHz iCORE
processor. See Chapter 16 for the details of this high performance ASIC.
Assuming 30% timing overhead, the increase in clock frequency by
pipelining was

fqﬁ'er TW’

f before Tnﬁ er

n(T - 'rn'ming overhead )+ tn‘mmx overhead

(34) = T
_8x(1-0.3)+03
1

=59

The clock frequency increased by a factor of 5.9x. However, the
instructions per cycle was only 0.7, which was optimized using branch
prediction and forwarding. Thus the increase in performance was only a
factor of 4.1x:

IPC T ,
(35) aer_y Lo 07 59 4
IPCbefore Tqﬂer

In general, this approach can be used to estimate the additional speedup
from more pipeline stages.

Figure 9 shows the estimated speedup by pipelining, assuming the
instructions per clock cycle are unchanged (which is overly optimistic). With
flip-flops the timing overhead for ASICs is between about 0.06 and 0.08,
and this larger timing overhead substantially reduces the benefit of having
more pipeline stages. Thus to gain further benefit from pipelining, ASICs
need to reduce the timing overhead.
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Figure 9. Graph of speedup by pipelining for timing overhead as a fraction
of the unpipelined delay. One pipeline stage corresponds to the
circuit being unpipelined. For simplicity, is it assumed the
instructions per clock cycle are unaffected by pipelining.
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Chapter 3

Reducing the Timing Overhead
Clock Skew, Register Overhead, and Latches vs. Flip-Flops

David Chinnery, Kurt Keutzer
Department of Electrical Engineering and Computer Sciences,
University of California at Berkeley

There are two components of delay on a sequential path in a circuit: the
combinational logic delay, and the timing overhead for storing data in
registers between each set of combinational logic. Pipelining can break up a
long combinational path into several smaller groups of combinational logic,
separated by registers. However, pipelining is limited by the timing
overhead. The more pipeline stages there are, the more cycle time taken by
the timing overhead, as there are more registers. This chapter discusses the
timing overhead, and some methods of reducing it.

Digital circuits use synchronous clocking schemes to synchronize
calculations and transfer of data at a local level. Synchronizing events to a
given clock simplifies design, and avoids the need for circuits to signal the
completion of an operation. The logic is designed such that each step in a
calculation will take at most one clock cycle.

Circuits with high clock frequency can require asynchronous
communication between regions of the chip, because clock skew makes it
difficult to distribute a global clock to all regions of the chip Higher speed
custom chips require more carefully designed clocking schemes than ASICs.
This chapter only discusses synchronous clocking, which is of primary
importance to ASICs.

Section 1 provides an introduction to the properties of registers and the
clock signal. This is followed by analysis of the minimum clock period with
edge-triggered flip-flop registers and with level-sensitive latch registers.

There is an example of where level-sensitive latches reduce the timing
overhead, compared to edge-triggered flip-flops for registers, in Section 2.
Then Section 3 discusses the optimal positions of the latches for the latch
inputs to arrive within the window when the latches are transparent. Section
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4 gives a contrasting example where edge-triggered flip-flops are faster than
level-sensitive latches.

Section 5 compares the speedup by pipelining with level-sensitive latches
versus pipelining with edge-triggered flip-flops. Section 6 concludes with a
summary of the timing overhead in typical ASIC and custom designs.

1. CHARACTERISTICS OF SYNCHRONOUS
SEQUENTIAL LOGIC

A synchronous register stores its input after the arrival of a rising or
falling clock edge. In Chapter 2, we discussed pipelining using only D-type
flip-flop registers that only sample the input value at the rising or falling
clock edge. For the rest of the clock period, D-type flip-flops are opaque,
and the input of the flip-flop cannot affect the output. In contrast, a latch
register is transparent for a portion of the clock period, and stores the input
on the clock edge that causes the latch to become opaque.

Flip-flops are edge sensitive, and latches are level sensitive [14]. Positive
edge-triggered flip-flops store the input at a rising clock edge. Negative
edge-triggered flip-flops store the input at a falling clock edge. Active high,
transparent high, latches are transparent when the clock is high and store the
input on the falling clock edge. Active low, transparent low, latches are
transparent when the clock is low and store the input on the rising clock
edge. To simplify discussion, we confine our discussion to rising edge flip-
flops — the properties of falling edge flip-flops are the same, with respect to
the opposite clock edge.

Both flip-flops and latches have a setup time f;, before the clock edge
arrives at which the register stores the input, where the input must be stable.
The input must also remain unchanged during the hold time ¢, after the
arrival of the clock edge. The setup time limits the latest possible arrival of
the input. The hold time limits the earliest possible arrival of the next input.

A flip-flop’s output changes after at most f¢g, the clock-to-Q propagation
delay, after the arrival of the triggering clock edge. Similarly, if a latch is
opaque when its input arrives, its output Q will change f¢p after the clock
edge causes the latch to become transparent. If the latch input D arrives
while the latch is transparent, the latch behaves as a buffer and the
propagation delay is #pgp.

The diagrams on the left-hand side of Figure 1 illustrate tcg, f,, and fpp
assuming an ideal clock. As shown in Figure 1, the setup time f, is relative
to the clock edge that the register stores the input value — the rising clock
edge for positive-edge triggered flip-flops and active low latches, and the
falling clock edge for active high latches.
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Figure 1. These diagrams display the register propagation delays and setup

times. On the left an ideal clock is assumed, and on the right a
non-ideal clock is considered. (a) and (b) show positive edge-
triggered flip-flops, where the register inputs must arrive £, before
the rising clock edge. (c) and (d) present active high latches, and
assume the inputs at A arrive before the rising clock edge, and the
outputs of the combinational logic must arrive f;, before the

falling clock edge at B. (e) and (f) show active high latches, and

assume the register inputs arrive while the latches are transparent.
In (e) and (f), the setup time, clock skew and jitter do not affect
the clock period, providing that the latch inputs arrive while the
latch is transparent fatdy,bgfére the nominal falling
clock edge arrival time (multi-cycle jitter is considered later).
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Figure 2. These diagrams show the hold time for registers. On the left an
ideal clock is assumed, and on the right a non-ideal clock is
considered. (a) and (b) show positive edge-triggered flip-flops,
the other diagrams have active high latches. In (a) and (e),
tcomin = th and there is no possibility of a hold time violation. The
latches in (c) and (d) have active high latches triggered by the
same clock phase, and there is a long period of time where hold
time violations may occur. (e) and (f) show how to reduce the
chance of a hold time violation by using latches that are active on
opposite clock phases (the same can be achieved by using active
high latches and two clock phases).
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opposite clock phases (the same can be achieved by using active
high latches and two clock phases).
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If the latch inputs arrive while the latches are transparent and t,, before
the earliest possible arrival of the clock edge causing the latches to become
opaque, then the clock period does not need to account for the setup time
(see Figure 1(e)).

The minimum clock period with D-type flip-flops must account for the
setup time, as D-type flip-flops cannot take advantage of an early input
arrival. The input must be stable from £, before the arrival of the rising clock
edge. The output will change by #¢p after the arrival of the rising clock edge
(see Figure 1(a)).

Figure 2 shows the register hold time. The minimum clock-to-Q
propagation delay fcomi» must be used to calculate if there is a hold time
violation. This is because races on the shortest paths cause hold time
violations. In Figure 2(c) and (d), latches that are active on the same clock
phase make it very easy to have hold time violations. Active high and active
low latches with the same clock, or active high latches with two clock
phases, reduce the potential for hold time violations, as shown in Figure 2(e)
and (f).

To avoid violating setup and hold times, the arrival time of the clock
edge must be considered. The arrival time of the clock edge is affected by
clock skew and clock jitter.
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Figure 3. Timing diagram showing (a) clock skew ty 45 between the arrival
of the clock edge at A and at B, (b) duty cycle jitter f4,, between
rising and falling clock edges at the same point on the chip, and
(c) edge jitter ¢ between consecutive rising edges at the same
point on the chip. Combinational logic is shown in grey.

1.1 Properties of the Clock Signal

Ideally, each register on the chip would receive the same clock edge at
the same time and clock edges would arrive at fixed intervals. A rising clock
edge would arrive exactly 7, the nominal clock period, after the previous
clock edge. If the clock is high for a length of time Tjgs, then the falling
clock edge would arrive exactly Tjg after the rising clock edge. The
nominal duty cycle is

(1) DutyCycle=T,,, /T
In practice, the exact arrival of the clock edges varies. There is cycle-to-

cycle edge jitter, t;, the maximum deviation from the nominal period T
between consecutive rising (or falling) clock edges. There is duty cycle jitter,
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tauy, the maximum difference from the nominal interval Tjg, between
consecutive rising and falling clock edges. There is also clock skew, ty, the
maximum difference between the arrival times of the clock edge at different
points on the chip. Figure 3 illustrates these deficiencies, and Figure 1 and
Figure 2 show their impact on setup and hold time constraints.

Figure 4 shows the range of possible arrival times of clock edges, with
respect to a reference rising clock edge arriving at A at time zero. This
assumes that clock jitter is additive over several clock periods, as there can
be long-term jitter [14]. Clock skew between locations depends on the clock
tree and their positions. The load at the clock distribution points varies,
which also affects the clock skew.

It is possible to carefully tailor clock skew by changing the buffering in
the clock tree. This can help balance pipeline stages. Positive clock skew can
give a pipeline stage more time between consecutive rising clock edges, but
another pipeline stage must have less time as a result. This method of slack
passing by adjusting the clock skew is known as cycle stealing. Chapter 8
discusses adjusting the clock skew to increase a design’s speed.

A
v

clock
A \ / | -
reference arrival time arrival time arrival time arrival time arrival time
clock edge, 0.5T%t,,, 1 .()Tﬂj 1.5T%(t i+ M) 2 .0H2:_, 2-5T*(2‘j+‘m-)
arrival time 0
B;
arrival time arrival time arrival time
st an arrival time LOT(t7+ 5 48) arrival time 20T+ 48) arrival time
0.5T(t s 45) VSTt 4y 1) 2. 5Tty oy 45)
arrival time arrival time arrival time i
04 4c arrival 'time LOTE(tHy 4c) amivaltime 207540 arrival time
05Tt g g 40) VSTt g 40) 25Tt 4y 40)

Figure 4. This diagram shows the jitter and clock skew with respect to the
reference clock edge that arrives at A. ty4p is the clock skew
between A and B. #y 4c is the clock skew between A and C.
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For simplicity in this chapter, we assume a maximum clock skew of t4
between locations. If more than one clock is used, there can be some
additional skew between the clocks. We assume that all the clock skew is
accounted for in #g.

Jitter and clock skew have random components due to variation in the
supply voltage and noise. The clock tree distributes the clock signal across
the chip to the registers. Unbalanced delays in the clock tree add to the clock
skew. The clock signal is generated by a phase-lock loop with reference to
an external oscillator, typically a crystal oscillator. The phase-lock loop
(PLL) jitters around some multiple of the reference frequency. A phase
detector controls the voltage controlled oscillator that generates the clock
signal in the PLL [15]. Noise in the PLL supply voltage contributes to the
duty cycle and edge jitter. Process variation and temperature variation during
operation also affect jitter and skew [14]. The jitter and clock skew give
maximum deviations of the arrival time of the clock edge from its expected
arrival time.

If the clock skew and jitter are such that the clock edge arrives late at the
register, this gives more time for the pipeline stage to complete, so it is not
accounted for when considering the setup time constraint. However, a late
arrival of the clock edge at the next stage does increase the window for hold
time violations, as shown in Figure 2(b), (d) and (f).

Latches are subject to duty cycle jitter, as their behaviour depends on the
arrival times of both clock edges. A circuit with only rising edge flip-flops
only needs to consider the arrival time of the rising clock edge, and thus is
immune to duty cycle jitter. Latches in particular are more subject to races
that violate hold time constraints, because there is less logic between
registers. Latch-based designs have about half the combinational logic
between registers compared with flip-flop based designs [14].

1.2 Avoiding Races with Latches

As shown in Figure 2(b), only a very short path can violate the hold time
constraint with flip-flops. The constraint is [14]

() Lompmin >tk T4 ~ 10 min

Edge jitter does not affect the hold time constraint, because the hold time
constraint is only for a path that propagates from the preceding flip-flops on
the same clock edge. Additional caution is required in designs with multi-
cycle paths, where paths through combinational logic have more than one
clock cycle to propagate.
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1.2.1 Ordering Latches to Reduce the Window for Hold Time
Violations

Comparing Figure 2(d) and Figure 2(f), it is advantageous to use latches
that are active on opposite clock phases to avoid races with latch-based
designs. Ensuring that consecutive sets of latches are active on opposite
clock phases reduces the hold time constraint to that given by Equation (2).
In general, designs may have a mixture of flip-flops and latches. There
are also circuit inputs and outputs that are referenced to some clock edge. To
reduce the window in which races can occur, the latches must go opaque
on the same clock edge that inputs change to the combinational logic
preceding the latches. This gives the following rules for good design:
e Active low latches, which go opaque on the rising clock edge,
should follow inputs that can change on the rising clock edge from:
o Active high latches
o Rising edge flip-flops
o Inputs with respect to the rising clock edge

e Active high latches, which go opaque on the falling clock edge,
should follow inputs that can change on the falling clock edge from:
o Active low latches
o Falling edge flip-flops
o Inputs with respect to the falling clock edge

Figure 5 shows that there is also a large window for possible hold time
violations when rising edge flip-flops follow transparent low latches. This
can be avoided by ensuring that rising edge flip-flops are preceded by
transparent high latches. In general, to reduce the window in which races
can occur, the latches must become transparent on the same clock edge
that the outputs store the values. If the latches become transparent on the
earlier clock edge, there is a much larger window for hold time violations.
Consequently:

e Active low latches, which become transparent on the falling clock
edge, should precede outputs that are with respect to the rising clock
edge:

o Active high latches

o Falling edge flip-flops

o Outputs with respect to the falling clock edge

* Active high latches, which become transparent on the rising clock

edge, should precede outputs that are with respect to the rising clock
edge:

o Active low latches

o Rising edge flip-flops

o Outputs with respect to the rising clock edge
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Figure 5. (a), (b) and (c) show that having transparent low latches followed
by rising edge flip-flops give a large window for hold time
violations. In comparison, (d), (¢) and (f) show the small window
for hold time violations when transparent high latches are
followed by rising edge flip-flops. (a) and (d) show the reference
clock edge when the latches at A store their inputs. (b) and (e)
illustrate the combinational delay after the inputs at A propagate
through the latches (the delay can be more if the latch inputs
arrive earlier), and the clock edge when the flip-flops at B store
their inputs. (c) and (f) show the window for hold time violations.

Similar rules apply to two phase clocking schemes for latches. The left
side of Figure 6 illustrates a two-phase clocking scheme that ensures there
are no races violating the hold time constraints at B.

In the remainder of this chapter, we assume configurations with latches
that reduce the window for hold time violations.

1.2.2 Non-Overlapping Clocks or Buffering to Further Reduce the
Window for Hold Time Violations

Races can be completely avoided by using non-overlapping clocks, as
shown in Figure 6(a). With 50% duty cycle, two clock signals of the same
period will overlap due to clock skew. From Equation (2), to avoid races, the

clocks must not overlap by at least
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A 7

non-overlap = Lyt — ICQ,min

Equation (3) assumes that there is no additional skew between the two
clocks; otherwise this should be added to the ty term. The additional clock
skew between the two non-overlapping clocks can be minimized if the
clocks are locally generated from a single global clock [14].
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Figure 6. (a) shows the advantage of using non-overlapping clock phases to
avoid races, but this reduces the window Zyindow in Which the input
can arrive while the latch is transparent as shown in (b). In
comparison, (d) shows the possibility of races by using the same
clock for active high and active low latches, but there is a greater
time window, shown in (e), for the input arrival while the latch is
transparent. In addition, a smaller duty cycle reduces the
maximum possible combinational delay between latches, as can
be seen by comparing (c) and (f) carefully.



http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=84

68 Chapter 3

Using non-overlapping clocks reduces the portion of time 7}, that each
clock phase is high:

T
@) Ty =E -T,

non—overlap

The examples in Figure 9 and Figure 10 have clock phases with duty
cycles of 50% and 40% respectively (Thignis 0.5T and 0.4T respectively). For
example, the ARM7TDMI devoted 15% of the clock period of each clock
phase to avoid overlap (see Chapter 17), which is a 42.5% duty cycle, with
Thigh = 0.425T.

Unfortunately, using non-overlapping clocks also reduces the window for
the input to arrive while the latch is transparent. The latch’s active window is
smaller because Tjgn is reduced [14]. The input must arrive before the clock
edge that makes the latch opaque, so the time window t,ndow 1S

(5) tm'm."uw = Tfligf? - (t‘\‘k + Ir_J' + Id“l')" + t-“" )

An alternative solution to using non-overlapping clocks is buffer
insertion. CAD tools can analyze the circuit to find short paths that could
violate hold times, and insert buffers to increase the path delays to ensure
that the hold time constraints are not violated [14]. As buffers take additional
area and power, it is preferable to increase the path delay by using minimally
sized gates that are slower. Sometimes slower gates cannot be used on the
short paths, because these paths also coincide with critical paths (e.g. if an
intermediate value on the critical path is stored). Buffer insertion does not
reduce the time window when the latches are transparent for the inputs. This
can be a substantial benefit compared with using non-overlapping clocks.

Using active high and active low latches with the same clock avoids
additional skew and wiring overhead for distributing two non-overlapping
clocks. Only the clock signal needs to be distributed, rather than clock ¢,
and clock @, (the inverse of the clock signal still needs to be generated
locally).

Given the timing characteristics of latches, we can now calculate the
minimum clock period for both a single clock scheme and two non-
overlapping clocks.

1.3 Minimum Clock Period

Chapter 2, Section 1.3 discussed the clock period with D-type flip-flop
registers — see Figure 3 therein for a timing diagram showing the minimum
clock period calculated from the critical path. The minimum clock period
with flip-flops Tpip.ieps is also shown in Figure 1(b), and it is given by [14]
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With D-type flip-flops, the minimum clock period is simply the
maximum delay of any pipeline stage, fcomsttco, plus the time needed to
avoid violating the setup time constraint #, g+t In comparison, the delay
of a pipeline stage does not limit the minimum clock period when using
latches, as there is flexibility in when the latch inputs arrive within #,,;xqou-

1.3.1 Slack Passing and Time Borrowing with Latches

Figure 6(c) and (f) show the maximum combinational delay between two
sets of latches. This is the delay from the arrival of the clock edge causing
the first set of latches to become transparent, to the arrival of the clock edge
causing the second set of latches to become opaque, taking into account the
clock-to-Q propagation delay and setup time constraint. The delay between
these two edges is ThigrtT/2. Thus the maximum combinational logic delay
with latches is

(7) tcomb.mnx.opaque input latches = E + Thfg& - (ICQ + I:u + {sk + t_,t' + ‘dua)*)

If the duty cycle is 50%, Thigs is T/2. The maximum combinational logic
delay between latches assumes that the inputs of the first set of latches arrive
before they become transparent. If some inputs of the first set of latches
arrive lyyive after the clock edge that makes the latches transparent, the
arrival time and latch D-to-Q propagation delay fpp must be accounted for.
This gives maximum delay for the following logic of

T
(8) tcomb.mnx,:mnsparem input latches = E + Tm‘gh - (r0Q + tarrr‘m! + !m + tsk + tj + "d'ul)r)

Each latch stage takes about 7/2 to compute, including the propagation
delay through the latch. The flexibility in the time window for a latch’s input
arrival allows slack passing and time borrowing between pipeline stages.
Slack passing and time borrowing allow some stages to take longer than 772,
if other stages take less time. If the output of a stage arrives early within this
time window, the next stage has more than 7/2 to complete — slack passing.

In comparison, when using flip-flops each pipeline stage has exactly T'to
compute. If the pipeline stage takes less than T, the slack cannot be used
elsewhere. With latches there are twice as many pipeline stages, and pipeline
stages have about half the amount of combinational logic. Latch stages are
not required to use only 7/2. Latch stages may take up to Thgnt77/2, if slack is
available from other pipeline stages. If the pipeline is unbalanced, slack
passing with latches allows a smaller clock period than flip-flops, as slack
passing effectively balances the delay.
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Slack passing also gives latch-based designs some tolerance to
inaccuracy in wire load models and process variation. If one pipeline stage is
slower than expected, time can be borrowed from other pipeline stages to
reduce the penalty on the clock period. In comparison, the hard clock edge
with flip-flops limits the clock period to the delay of the worst pipeline
stage.

While a substantial portion of the process variation is systematic, longer
paths have less percentage degradation in speed from process variation. One
study shows that a circuit with 25 logic levels has about 1% less degradation
that a circuit with 16 logic levels [13]. With latches, the clock period is
determined by the delay of multi-cycle paths, so the impact of process
variation is reduced by using latches.

There is an alternative to using level-sensitive latches for slack passing.
By changing the delays in the clock tree, the clock skew can be adjusted to
allow time borrowing between pipeline stages. Chapter 8 discusses this in
more detail.

If a pipeline stage with latches takes the maximum time to finish
computation, the next stage has only 7/2 to complete. This is illustrated in
Figure 7. Timing with latches depends on the delay of preceding and
following stages. In general, a critical loop through the sequential logic may
need to be considered to determine the minimum clock period.

1.3.2 Critical Loops in Sequential Logic

When retiming flip-flops, a path p through n pipeline stages of sequential
logic, with delay d(p), limits the minimum clock period T to d(p)/n (see
Chapter 2, Section 1.7, for a brief description of retiming). Retiming is often
used to balance pipeline stages, if registers can be moved so that the delay
d(p) is evenly distributed amongst the n stages. Conceptually, timing with
latches is very similar.

If the latches are transparent when their inputs arrive, the latch is treated
as a buffer with delay £pgp and the calculation of timing on the sequential path
p must be calculated to the next set of registers. Of course, each set of
latches imposes setup time constraints that must not be violated. Eventually,
the sequential path end at a point where either (a) the setup time is violated,
(b) it arrives at an output, or (c) it arrives at an opaque latch or flip-flop. This
sequential path can go through the same pipeline stage several times if there
is sequential feedback to earlier pipeline stages.
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Figure 7. This figure illustrates the impact of the pipeline stage between A
and B, borrowing time from the pipeline stage between B and C.
(a) shows the maximum combinational delay for the pipeline
stage between A and B, assuming that inputs to latch registers at A
arrive before the latches become transparent. (b) illustrates how
this maximum delay reduces the computation time allowed for the
logic between B and C. Duty cycle jitter is included in (a), as duty
cycle jitter on clock phase ¢, affects the portion of time that @, is
high.

If there is a setup time violation, the clock period is too small. Otherwise
when the sequential path arrives at an opaque latch, flip-flop, or output, there
is a “hard” boundary ending the delay calculation for the sequential path. In
general, outputs also have setup time constraints, or output constraints,
which require that the skew and jitter be considered. It is not straightforward
to calculate the delay through all such paths by hand, but calculating the
timing with latches is fully supported by current CAD tools [2][18].

The next section gives an example of a sequential critical loop with
latches.
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1.3.3 Example of Sequential Critical Loop for a Design with Latches

For the examples in this chapter, we use units of FO4 delays, as
discussed in Chapter 2, Section 1.1. Consider the circuit in Figure 8 with the

following timing characteristics:
e flip-flop and latch setup time f,, =2 FO4 delays

¢ flip-flop and latch clock-to-Q delay of 7., =4 FO4delays

e latch propagation delay 7,, =2 FO4 delays
e clock skew of f; =3 FO4 delays

e edgejitter of ¢; =1FO4delay

® duty cyclejitter of 4, =1FO4delays

e combinational logic critical path delays of
O !.msy = 12 FO4 delays between A and B

O t.ms2 = 18 FO4 delays between B and C

O toms3 = 13 FO4 delays between C and D, and between C and B

clock
setup setup setup setup
constraint constraint constraint constraint
atB atC atB atC
reference clock edge at A E,ﬂ 1t ;’;ufo\.ryf,{”; Er,..wZ-' if,.‘fmmﬂf,
{ ' 3 LT B
Iep [ — Ing Leomb,2 Ing Lomb3 o L omb2
violation of setup
constraint at C
Figure 8. This shows the sequential path ABCBC that violates the setup

time constraint at C. Delays and constraints are shown to the same
scale. The inputs at A come from rising edge flip-flops and the
outputs at D go to rising edge flip-flops. In-between, there are
active low latches at B followed by active high latches at C.
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The path ABCD has a total delay of 51 FO4 delays from the arrival of the
rising clock edge at A:

IrCQ + '{camb.l + I.I)Q + tcomb.Z + IDQ + tcomb.]
(9) =4+12+2+18+2+13
=51F04 delays

The setup time constraint at D requires that the sequential path ABCD
arrive I,y +2t; before the rising clock edge 2T later at D:
L, +ig +2;
(10) =2+3+2xl1
=7 FO4 delays

One might assume that a clock period of 30 FO4 delays would suffice for
this circuitry to work correctly, as

(11) 2T =2x30=60>51+7 =58 FO4 delays

However, there is a loop BCB through the transparent latches that has
path delay of Zpgtteoms2ttpgtteoms,s, Which is 35 FO4 delays. The loop BCB
should take at most one clock period, 30 FO4 delays, to avoid a setup
constraint violation. The sequential path ABCBC violates the setup constraint
at C, as shown in Figure 8.

The total delay on path ABCBC is

teo +leompy Yo T leoms2 T ipg +comss +Ipp *Lcoms,2
(12) =4+12+2+18+2+13+2+18
= 71 FO4 delays
The corresponding setup constraint at C is
25T = (ty, +1g +2t; +14,)
(13) =75-(2+3+2+2)
= 66 FO4 delays
Thus there is a setup constraint violation.
In order to calculate the clock period in a latch-based design, all the
sequential critical paths must be examined, as shown in this example. The

clock period may be bounded by a sequential critical loop, or a sequential
critical path that does not have a loop.
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1.3.4 Latch Clock Period bounded by a Critical Loop

If each set of latches are active on opposite clock phases, there is 7/2
between the clock edges when successive sets of latches become opaque.
Thus a loop through k pipeline stages, with k sets of latches, has k7/2 for
computation. The sequential path through the loop violates the clock period
if the loop has delay greater than k7/2. Therefore static timing analysis only
needs to consider a sequential loop through the same logic once [private
communication with Earl Killian].

Figure 8 shows a sequential loop with two sets of latches that has T to
compute. As we’ve restricted the design to use latches that are active on
opposite clock phases to avoid races, the loop must go through an even
number of latches. In general, a critical loop through 2n stages has nT for
computation, but the cycle-to-cycle jitter must be considered. This places a
constraint on the delay through the critical loop:

2n
(14) 2ntpy + D tempy SnT =1t

i=1
This equation considers the jitter to be additive across clock cycles. The
setup constraint places a lower bound on the clock period of
2n
2nrDQ +m:j + Ztmmb.f

(15) T}a-‘dm 2 n =

Let ?.ombaverage be the average combinational delay per latch pipeline
stage. Then

(16) Tippepes 2 21 +21 +1

comb,average i

The f; term can be replaced by the n-cycle-to-cycle jitter averaged across
n cycles, if the jitter for n clock cycles is known. The same limit holds for
the clock period of a long sequential path.

1.3.5 Latch Clock Period bounded by a Sequential Path

Consider an input, with arrival time £y, to a critical sequential path with
latches. The input may be from a register or from a primary input of the
circuit. As the sequential path is critical, the setup time constraint at the end
of that path will be barely satisfied (i.e. the output of the sequential path
doesn’t arrive with plenty of time to spare). The sequential path output goes
to a register or primary output of the circuit.

We assume that the input arrival times are given with respect to the rising
clock edge, and that a single-phase clocking scheme with active high and
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active low latches is used. Consider the delay from the inputs, through n sets
of latches to a hard boundary with some setup time constraint f,. This
corresponds to n+1 pipeline stages.

As discussed in Section 1.2.1, a register should store its input on the
same clock edge as the inputs from the previous pipeline stage can change,
to avoid races. The first set of latches must store their inputs on the rising
clock edge and are active low, as the inputs to the sequential path are with
respect to the rising clock edge. The next latches are active high, then active
low, and so forth to the output. Figure 8 shows this for two sets of latches, n
= 2, with three pipeline stages from the input flip-flops to the output flip-
flops.

The output setup time constraint is with respect to the rising clock edge if
the preceding latches are active high, or with respect to the falling clock
edge otherwise. For example, in Figure 8 the last set of latches are active
high latches, so rising edge flip-flops must follow them. In either case, from
the input arrival after the rising clock edge to the first active low latches in
the sequential path there is T between the clock edge when the input arrives
and the rising clock edge when the latch becomes opaque. Thereafter, each
pipeline stage has 7/2 from the previous clock edge to the next clock edge.

This is the case in Figure 8:

e T from the rising clock edge at A to the rising clock edge when the first
set of active low latches at B store their inputs

e T/2 from B to C where the active high latches store their inputs on the
falling clock edge

e 7/2 from C to D where the rising edge flip-flops store their inputs on the
rising clock edge

Thus the total delay allowed for the sequential path is

(17) T+H%

The time constraint on this sequential path is

i T (n+1)
o Larrivat + Mg +§rm,,_,- £T+n5— L, 1ty +—2———Ij + 4 |, n0dd

n+l

T (n+2)
Larrivat ¥ Mpg + Z‘mmb..‘ <T+ nE —(rw +i, + Trjj,n even

i=1

where f.oms,; 1S the delay of combinational logic in latch pipeline stage i.
Correspondingly, this constraint places a lower bound on the clock period:
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1
(n+1) <
(Iarn‘ml + ntDQ + t.m + !sk + 2 {j + Id'ufy + Ztcomb,i

> =l ] ,nodd

jl'a-'ckes =
(l ’ _J
2

(n + 2) n+l
Inrrivm" + ”iDQ + tsu + I:k + ) ‘f + Zttomb,i

(19)

Tes =

To calculate the minimum clock period with latches, this lower bound
must be determined over the critical sequential paths through transparent
latches. This is not amenable to hand calculation.

For back-of-the-envelope calculations, we can neglect the arrival time,
setup time, skew, and duty cycle jitter, which are only a small portion of a
sequential path if there are many pipeline stages, n. This reduces the
constraint to

2ntp, +2(n+ 1)t +(n+1)¢;
vches n DQ (n ) comb average (.ﬂ ) J no dd
n+2
(20)
2ntpo + 2(n+ W omp average + (1 +2)E;
T!arrkes > 0 = ’ ,heven

n+2

Where Zcomb average 18 the average combinational delay per latch pipeline stage.
As n+2=n,forn much larger than 2,

comb,average + rj

(21) Tfalches.min = 31_1;2 T:‘a.'c»‘res = 2t0Q +2t

This gives a lower bound on the cycle time with latches, but the clock
period may need to larger, depending on feoms for each stage, fguy, sk, and
Larrivai This is similar to the simplification for the clock period with latches
reported by Partovi [14], but it assumes that edge jitter is additive across
clock cycles in the worst case. The ¢ term can be replaced by more accurate
models of worst case jitter average across 14+n/2 cycles (from (17)), if they
are available.

For example, consider n = 18 sets of latches. From (17), this corresponds
to 10 clock periods. If the worst case jitter for 10 cycles is 10 FO4 delays,
then the value averaged over 10 cycles of 1 FO4 delay is used for # in (21),
rather than the worst case jitter per cycle which may be 2 FO4 delays.

The next example quantifies the speedup that can be achieved by using
latches.
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Figure 9. Timing for a two-state add-compare-select with all rising edge
flip-flops. FO4 delays are shown to the same scale. At each rising
clock edge, the clock skew and edge jitter are relative to the hard
boundary at the previous set of flip-flops. The duty cycle is 50%.

2. EXAMPLE WHERE LATCHES ARE FASTER

Consider the unrolled two-state Viterbi add-compare-select calculation,
shown in Figure 9. To avoid considering the best position for each latch on a
gate-by-gate basis, we have selected nominal delays for functional elements
that allow the latches to be well placed when directly between the functional
elements. The nominal delays considered in this example are:
adder delay ¢,4; = 10 FO4 delays
e comparator delay ¢,,,, =9 FO4 delays
e multiplexer delay ¢,,, =4 FO4 delays
e flip-flop and latch setup time £, =2 FO4 delays
o flip-flop and latch hold time ¢, =2 FO4 delays
e flip-flop and latch maximum clock-to-Q delay of

tcp = 4 FO4 delays

[ ]

comp
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o flip-flop and latch minimum clock-to-Q delay
tco.min = 2 FO4 delays

¢ latch propagation delay ¢, =2 FO4 delays

e clock skew of t,, =4 FO4 delays
* edgejitter of £; =2 FO4 delays

¢ duty cycle jitter of #,,,, =1FO4delay

For the add-compare-select examples in this chapter, we assume the
branch metric inputs bm;; are fixed. In real Viterbi decoders, the branch
metric inputs are only updated occasionally, and thus can be assumed to be
constant inputs for the purpose of timing analysis.

The clock period with flip-flops is

Tﬂ’P—ﬂOps = tCQ + tmux + tad'd' + Irn:u'n,(.l + rsu + rsk + tj
22) =4+10+9+4+2+4+2
=35 FO4 delays

Note that each pipeline stage between flip-flops only considers one cycle
of edge jitter, as the reference clock edge for edge jitter is the rising clock
edge that arrives at the previous set of flip-flops. This is because flip-flops
present a “hard boundary™ at each clock edge, fixing a reference point for the
next stage. In contrast, if a signal propagates through transparent latches, the
edge jitter and duty cycle jitter must be considered over several cycles.

Figure 10 shows the circuit with the central flip-flops by latches. The
latches are positioned so that the inputs arrive when the latches are
transparent, before the setup time constraint. The clock period with latches is

zﬂafckes

=leo o tloaa tipp +1 Ly t1po +laaa +1 +1, +1y +21j

comp +

=4+4+10+2+9+4+2+104+9+2+4+2x2
=64 FO4 delays

comp

(23)

5 Darenes = 32 FO4 delays

Thus replacing the central flip-flops by latches gives a 9% speed
increase.
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clock ¢,
clock ¢, optimal position of
second set of latches
i Ly
Lo Tt P dai i tatl
ot | -l —
clock ¢, y 7
clock ¢, / \
tco tmx  tadd 0 ltomp twux D0 ladd tomp o a2

Figure 10. Timing for a two-state add-compare-select with rising edge flip-
flop registers at the boundaries and active high latches between.
FO4 delays are shown to the same scale. The clock skew, duty
cycle jitter and edge jitter are relative to the rising clock edge at
the first set of flip-flops. The duty cycle is 40%. The first set of
latches is placed optimally, so that the latest inputs arrive in the
middle of when the latches are transparent. The second sets of
latches are placed a little too early, by 0.5 FO4 delays, and the
latest input does not arrive in the middle of when they are
transparent.

To avoid races when using latches, non-overlapping clock phases are
used. From Equation (4), the clock phases should be high for
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Thigh =5‘(‘sk +1y =100 min)

(24) =323-(4+2u2)

=12 FO4 delays

Figure 10 shows the optimal position for the first set of latches: halfway
between the arrival of the clock edge that makes the latch transparent and the
setup time constraint before the latch becomes opaque. This gives the best
immunity to variation, such as process variation and inaccuracy in the wire
load models, to ensure the latch inputs will arrive after the latch is
transparent without violating the setup time constraint. Chapter 13 discusses
a variety of approaches for reducing the impact of design uncertainty,
considering clock skew as an example.

D-type flip-flops consist of two back-to-back latches, a master-slave
latch pair. Thus a latch cell is smaller than a flip-flop cell. In this example,
six transparent high latches have replaced six flip-flops, so there is a slight
reduction in area.

In general, consider replacing n sets of flip-flops by latches. Latches are
needed on both clock phases to avoid races, so there will be 2n sets of
latches. The central set of flip-flops in Figure 9 was replaced by two sets of
latches in Figure 10. If the average number of cells k in each set of latches or
flip-flops is about the same, the total cell areas are about the same, but there
will be nk additional wires, as illustrated in Figure 11. Thus on average,
latch-based designs may be slightly larger than designs using flip-flops.

In Figure 11, n sets of flip-flop registers break up the combinational logic
into n+1 pipeline stages from inputs to outputs. Correspondingly, 2n sets of
latches break up the logic into 2n+1 pipeline stages. With flip-flops each
stage has clock period Tpip.paps to complete computation, so (#+1)Tpip.ops 18
the total delay from inputs to outputs.

With latches, the total delay from inputs to outputs is (7+1)Tjaches
(compare latch clock phase clockg and clock for the flip-flops). Between the
latches, each stage gets on average Tiuenes/2 to compute. This is an average
because latches allow slack passing and time borrowing. For the first stage
between the inputs and first set of latches, there is about 37jmme/4 for
computation. For the last stage, between the last set of latches and the
outputs, there is also about 3 Tjyeses/4. This corresponds to (n+1)Tiarches,

3 2n-1) 3
(25) (n + l)j;arciaex = '4_ T;afrhes + T T:'mches + ‘_4- T,

latches

It is important to note that the optimal positions for latches are not
equally spaced from inputs to outputs.
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inputs
outputs
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inputs
outputs

clock ¢,
clock ¢,

clock ¢, /\ \ /\ \
clock ¢, [\ [\ /\ [\ e
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Figure 11. Timing with (a) rising edge flip-flops (black rectangles), and with
(b) active high latches (rectangles shaded in grey). Inputs and
outputs are with respect to the rising clock edge. The design in (a)
has three sets of flip-flops, and with latches the design has six sets
of latches in (b). Combinational logic is shown in light grey.
Latch positions are optimal with the slowest inputs arriving in the
middle of when the latch is active, assuming zero setup time,
clock skew, andjitter.

3. OPTIMAL LATCH POSITIONS WITH TWO CLOCK
PHASES

We can derive the optimal positions for latches, to ensure that the latest
latch input arrival times are when the latches are transparent. We assume the
inputs and outputs of the circuitry are relative to a hard rising clock edge
boundary (e.g. at edge-triggered flip-flops).

After a set of rising clock edge flip-flops or inputs with respect to the
rising clock edge, the first set of latches must be activated by a clock edge
that is 772 out of phase with the rising clock edge. Thereafter, each set of
latches are activated by a clock edge 772 later. The last set of latches become
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transparent on a clock edge that is in phase with the rising clock edge to the
rising clock edge flip-flops or outputs. This is shown in Figure 11, where the
latches are placed optimally so that latest time each input will arrive is in the
middle of when each latch is transparent.

Optimal positioning needs to consider the impact of setup time, and clock
skew and jitter on the time window fuw (see Figure 6). The length of time
that the clock phase is high, #, must also be considered. The latest input
should arrive halfway between when the latch becomes transparent and
Lottt tgt Ly before T later, when the latch becomes opaque.

An example of optimal positions for latches is in Figure 10. The first set
of latches become transparent 7/2 after the rising clock edge at the inputs, so
the optimal position p; of the first set of latches is at

T, g+t
(26) P, = :l; high ( .mz sk J)

The clock edge of the phase triggering the ™ set of latches to become
transparent arrives (k—1)7/2 later. As shown in Figure 8, the edge jitter and
duty cycle jitter must be included on successive clock edges, and we assume
the edge jitter is additive in the worst case. So the " set of latches are
optimally positioned at

T _(k-1)
=(k—-1)=+p, ———t;,kodd
o P =( ) 5 4
T k-2 L
Py = (k—1)5+p, —(( 2 )tj + dz"y],keven
To simplify things, we use #4,, = #/2, which gives
(T—1t;/2)
@8) po=(k-D)——+p,

Therefore generally,
(? —t;12) T,u-gh =ttty +1;12)
2 2

This derivation assumes that

29 r

(30) T,

oo b
igh 21, 1y +?+k_

2

Otherwise, the clock skew and multi-cycle jitter on the sequential path
through the & sets of transparent latches is too large for the critical path input
at the &" set of latches to arrive while the latch is transparent. The input must
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arrive before the nominal time of the clock edge at which the &™ latch
becomes transparent to ensure the setup time constraint is met. Thus the
clock jitter over multiple cycles limits the length of a sequential path through
transparent latches. After a few cycles, the propagating signal must still be
guaranteed to be synchronized with respect to the clock edge. When the
sequential path is too fast with respect to the actual clock edge arrival times,
it will arrive at a hard boundary provided by an opaque latch or a flip-flop,
which synchronizes it. By choosing a sufficiently large clock period, the
path is guaranteed not to be too slow, ensuring the setup time is not violated.

Consider Figure 10, where the duty cycle is 40% and the clock period T
is 30 FO4 delays, corresponding to T of 0.47 = 12 FO4 delays (see
Equation (1)). The optimal position of the latches is

Py
2 2
G1) :kx(32—l)+12—(2+4+l)
2 2
=155k +2.5

Thus the optimal positions for the latches are at positions of 18.0 and
33.5 FO4 delays relative to the clock edge arrival at the first set of rising
edge flip-flops. This is shown in Figure 10.

Note that the optimal latch positions, to ensure the inputs arrive while the
latches are transparent, are not power or area optimal. As there is a window
when the latches are transparent, there is some flexibility to retime latches in
the logic to reduce the number of latches. Reducing the number of latches
reduces the power consumption, wiring and area. Wiring and area reductions
can lead to a small performance improvement as average wire loads
decrease. Careful analysis is required to trade-off the performance, area and
power.

4. EXAMPLE WHERE LATCHES ARE SLOWER

Consider the unrolled two-state Viterbi add-compare-select calculation,
shown in Figure 12. This includes the feedback sequential loops. The
nominal delays considered in this example are:

e adderdelay ¢,, =8 FO4delays
= 6 FO4 delays
e = 2 FO4 delays
e flip-flop and latch setup time ¢,, = 1FO4 delay

e comparator delay 7,

e multiplexer delay ¢

e flip-flop and latch maximum clock-to-Q delay #¢, = 3 FO4 delays
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» latch propagation delay 7, =3 FO4 delays
e clock skew of ¢, =1 FO4 delays
¢ edgejitter of 7; = 1 FO4 delays
e duty cyclejitter of #,,, = 1 FO4 delay
The clock period with flip-flops is

Thip-pops =tco *lmux Fladd +leomp o Hig 1
(32) =3+2+6+8+1+1+1

=22 FO4 delays

sm,"™

sm,
bm,,
clock
clock f \ ‘ ,.|
lftZTQ add rcamp 'rmrx,rt:u"'sk-"{i' 'ECQ Ladd rcomp LI f:.&+fj

Figure 12. Timing for a two-state add-compare-select with rising edge flip-
flop registers and recursive feedback. FO4 delays are shown to the
same scale. The duty cycle is 50%.

Now consider replacing the flip-flops with latches as shown in Figure 13.
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Figure 13. Timing for a two-state add-compare-select with active high latch
registers and recursive feedback. FO4 delays are shown to the
same scale. The duty cycle is 50%. (a) Shows a clock period of 22
FO4 delays, and (b) has a clock period of 23 FO4 delays. In (a),
the arrival time after two clock periods is closer to violating the
setup time constraint, and over a few cycles it will be violated.
Thus the clock period is too small.
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From (21), the lower bound on the clock period with latches is

1':'c’.'.'r:.lres,J'm'n = 2tDQ +2t + I.f

comb,average

(33) —2x342x 81642

=23 FO4 delays

A duty cycle of 50% is used for both the flip-flop and latch versions of
this example. Instead of using non-overlapping clock phases, buffering can
be used to fix hold time constraints, as discussed in Section 1.2.1.

The correct clock period is shown in Figure 13(b). Over multiple cycles,
the latch inputs arrive closer to when the latch becomes transparent to
account for worst case clock jitter.

In comparison, Figure 13(a) shows a clock period of 22 FO4 delays.
After two cycles, the latch inputs arrive closer to when the latch becomes
opaque, and after several more cycles there will be a setup time violation.

For example, suppose the input at the first set of latches arrives before
they become transparent. The combinational delay of each pipeline stage is
the same, 8 FO4 delays, which simplifies analysis. Then with respect to the
reference clock edge, the delay of the sequential path through k stages is

t, =lcgtk—Dtpy +ktp,
(34) =3+3(k-1)+8k
=11k + 2 FO4 delays

After k stages, the setup time constraint at the & set of latches is

ti Sz+k—?-:—([3l! +tsk +!du.'y +(k——1)—tj)’k Odd
2
(35) .
tk 55""{5_([3" +tst +5.{j),ke\"€n

which for a clock period of 22 FO4 delays is

t, s11+11k—(1+1+1+£’f—2_2)=8.5+10.5k,kodd

(36) v
1 £ll+11k—(1+1+5):9+10.5k,keven

Thus there is a setup constraint violation for £ 219. Atk = 19,
(37) 11x19+2=211>8.5+10.5x19 =208

Therefore, the correct clock period for the latch-based two-state add-
compare-select shown in Figure 13 is more than 22 FO4 delays. This is
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slower than a flip-flop based design. See Chapter 15, Section 4, for more
examples of appropriate situations in which to use latches or flip-flops.

Assuming a flip-flop based pipeline is balanced, we can determine when
flip-flops or latches are better for a critical loop of n cycles. Comparing
Equations (6) and (16),

?:'a:cises 2 Tﬂ:;o~ Sflops ? if

38
(38) 2:DQ +1

Jj.over n eyeles 2 tCQ + !su.ﬂr’p-ﬂop + tsk + I_,r'

where 4 over n cyetes 18 the n-cycle-to-cycle jitter averaged over n cycles. In this
example,

(39) Tl'art‘hes 2 Tﬂl'p— _ﬂops’as
2x3+1=723+1+1+1=6

In general, in circuitry with tight sequential feedback loops, such as in
Figure 13, it may not be appropriate to use latches. The main advantage of
latches that they reduce the impact of clock skew and setup time constraints,
and allowing slack passing and time borrowing. Sequential loops of two
clock cycles do not allow significant slack passing and time borrowing,
unless the two pipeline stages are poorly balanced. There is obviously no
slack passing in a critical sequential loop with single-cycle feedback.
Latches in a tight sequential feedback loop can still reduce the effects of
clock skew, but there are also high speed flip-flops with clock skew
tolerance (see Chapter 15, Section 4.3).

In the example above, the clock-to-Q delay of the flip-flops and D-to-Q
propagation delays of the latches were the same. Unfortunately, standard cell
libraries often lack high speed latches, or latches with sufficient drive
strength. As a result, flip-flop and latch delays can be similar — despite flip-
flops being composed of a pair of master-slave latches. See Section 6.2.2 for
some more discussion of registers in standard cell libraries.

The next section analyzes when latches can reduce the clock period of a
pipeline.

5. PIPELINE DELAY WITH LATCHES VS. PIPELINE
DELAY WITH FLIP-FLOPS

If the inputs arrive sufficiently early within the latch’s transparent
window, the setup time and clock skew have less effect on the clock period
of a pipeline as compared to a pipeline with flip-flops.

To compare the clock period of pipelines with flip-flops or latches, we
consider a pipeline with k+1 stages separated by k flip-flops, and a pipeline
with 2k +1 stages separated by 2k latches. The inputs to the pipeline come
from a rising edge flip-flop and have a latest arrival time of fcg with respect
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to the rising clock edge. The outputs of the pipeline have worst case setup
constraints of #;, with respect to the rising clock edge, and go to a rising edge
flip-flop. With either the flip-flops or latches, the pipeline has k+1 clock
periods to complete computation.

From (6), for flip-flops the clock period is

(40) Tﬁ":ﬂ'ﬂop-? 2 It'CQ + (comb.r' + t.m + rsk + tj

Tﬂip—ﬂap: = 'tCQ + tcomb.mnx o, Hlg t t_,r'

where 2.5 15 the delay of the i stage of combinational logic, and fcoms, max 1S
the maximum of these combinational delays. If the flip-flop pipeline is
balanced perfectly, the combinational delay of each stage is the same (the
average combinational delay #.,ms) and

@1 T,

ip— flops = t.m + '{sk + tCQ + tcomb +1

j
Providing that the inputs arrive while the latches are transparent, from
(19), the clock period with latches is

T, — JCQ + 2ktDQ + tﬂl + rsi + (k + l)rj.overkﬂ cycles + (k + l)rco;wb
latches = (k N l)
42
2 teop —2tpg +1g +1y )
= (k + l) + IDQ + tj,averkﬂ cyeles + tmmb

Where 4 oer k+1 cyetes 18 the average edge to edge jitter over k+1 cycles. The
latch D-to-Q propagation time is about half of the clock-to-Q propagation
time of a flip-flop, as a D-type flip-flop is a master-slave latch pair. So we
approximate fco by 2tpg, giving

t g
(43) ?:'a!cﬁes = Erk + 13) + e‘CQ + 'tr:omb +1

J.over k+1 cycles

Comparing (41) and (43), the major advantage of latches is only
considering the setup time and clock skew once for the entire pipeline, rather
than for each pipeline stage. This reduces the impact of clock skew and setup
time to a factor of 1/(K+1), where k+1 is the number of clock periods for the
pipeline to complete computation. The edge-to-edge jitter over k+1 cycles is
less than the edge-to-edge jitter over one cycle, so the effect of jitter is also
reduced.

As discussed in Section 4, latches are not always useful, particularly
when there are sequential loops of only one or two pipeline stages. In such
cases, the impact of clock skew and setup time are not reduced substantially.

The other advantage of latches over flip-flops is balancing the delay of
pipeline stages by slack passing and time borrowing. Flip-flops are limited
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by the maximum delay of any pipeline stage, as given in (40), whereas slack
passing and time borrowing with latches can allow a pipeline stage to take
up to the amount of time given by Equation (8).

While retiming flip-flops can balance pipeline stages, in some cases this
is not possible. For example, accessing cache memory is a substantial
portion of the clock period, and limits the clock period of the pipeline stage.
There also needs to be additional logic for tag comparison and data
alignment [4]. With flip-flops, the only method for increasing the speed may
be to give the cache access an additional pipeline stage to complete [4], if it
is the critical path limiting the clock period.

Using latches can also reduce the latency through the pipeline, as the
clock period can be reduced, and the latency is #7Tjches (from Equation (15)
in Chapter 2).

Consider pipelining a combinational path with total delay of f.oms. With
2(n-1) sets of latches between inputs and outputs, there are 2n—1 pipeline
stages with nTjgehes for the pipeline to complete computation. The clock
period is
tcamb + Isu' + rsk

(44) T:'a.rckes = + 2tDQ +1

J.over n cycles

From Equation (29) in Chapter 2, and Equation (44), the speedup by
pipelining is

(@5) J!"P(Z",ﬂmr y Leomp F sy tlg gt
IPC, Loomp s + 1
before [ com n.m =+ 2lrL:!Q + 'rj.aver n cycles

This assumes the inputs to the pipeline arrive with maximum delay f¢g
with respect to the rising clock edge from rising clock edge inputs. Even if
the pipeline is perfectly balanced, with flip-flops the speedup by pipelining
is (from Chapter 2, Equation (29))

IPC,,ﬁe, y Leomp Flou Hlg Hlco +1;

IPC, 3
before | —comb Lt +ly+lcp +E;

n

(46)

Comparing Equations (45) and (46), latches reduce the total register and
clock overhead per pipeline stage. Thus latches increase the performance
improvement by pipelining. This may make more pipeline stages
worthwhile.
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6. CUSTOM VERSUS ASIC TIMING OVERHEAD

Custom chips typically have manually laid out clock trees. The clock
trees may be designed with phase detectors and programmable buffers to
reduce skew. Filters are used to reduce the supply voltage noise and
shielding is used to reduce inter-signal interference, which in turn reduce the
clock jitter. Custom designs also typically use higher speed flip-flops on
critical paths. This substantially reduces the timing overhead per clock cycle.

In comparison, ASICs generally use D-type flip-flops from a standard
cell library with automatic clock tree generation. Let’s examine the timing
overhead for custom and ASIC chips to see how they compare.

6.1 Custom Chips

Custom microprocessors have used latches, high speed pulsed flip-flops,
and latches with a pulsed clock to reduce the timing overhead. These
techniques are often restricted to critical paths, because there is a greater
window for hold time violations, or they have higher power consumption.

Even in latch-based custom designs, flip-flops are still used where it is
important to guarantee that the inputs to the next logic stage only change at a
given clock edge. For example, inputs to RAMs are usually registered, but
this is also typically a critical path [private communication with Earl
Killian].

There are a variety of high speed registers that have been used in custom
designs:

e Latches (two latches per cycle)

¢ Latches incorporating combinational logic (two latches per cycle,

reduced register overhead)

Latches with pulsed clock input (one latch per cycle)

Pulsed flip-flops (one flip-flop per cycle)

Pulsed flip-flops incorporating combinational logic (one flip-flop
per cycle, reduced register overhead)

A number of techniques are typically used in custom designs for reducing
the clock skew. In addition, clock skew to registers can be selectively
adjusted to allow slower pipeline stages more time to compute. These
techniques are listed in increasing ability to reduce skew:

e Balanced clock trees, which balance delays of the clock tree after

clock tree synthesis

e Balanced clock trees with paired inverters at each leaf of the tree.

One inverter drives the clock signal to the registers and is resized for
different loads to maintain the same signal delay, and hence reduce
skew relative to other signals, to the registers. The other inverter
does not drive anything, and is used to balance the delay of the
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inverter that is being resized to drive the registers, so that the higher
portions of the clock tree see the same load at each leaf [21].

® Balanced clock trees with phase detectors to set programmable
delays in registers on the clock tree to deskew the signal across the
chip. This compensates for process variation affecting the clock
skew [19].

The advantages and disadvantages of different types of registers, and

clocking schemes used in custom processors are discussed below.

6.1.1 The Alpha Microprocessors

The Alpha 21164 uses dynamic level-sensitive pass-transistor latches [1],
where the charge after the clocked transmission gate stores the input value.
Simple combinational logic was combined with the latch input stage to
reduce the latch overhead to the delay of a transmission gate. Also,
combining combinational logic with registers reduces the additional wiring
to the registers and reduces the area. This is shown in Figure 14. The stored
charge is prone to noise, making this latch style inappropriate for many deep
submicron applications. These fast latches are subject to races, which are
avoided by minimizing the clock skew and requiring a minimum number of
gate delays between latches [1].

s

1

|1
Do PP D
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(a) clock (b)  clock

|

-

Figure 14.(a) The dynamic level-sensitive pass-transistor latches used in the
Alpha 21164. The charge at node A stores the state of the previous
input when the pass transistors are off. (b) Logic incorporated
with the pass-transistor latch to reduce the effective latch delay to
the delay of a pass transistor. [1]
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There were additional concerns about races in the Alpha 21264, because
of clock-gating, which introduces additional delays in the gated clock. Gated
clocks are used to reduce the power consumption by turning off the clock to
modules that are not in use. The Alpha 21264 uses high speed edge-triggered
dynamic flip-flops to reduce the potential for races that violate hold time
constraints.

In both the Alpha 21164 and Alpha 21264, the registers have an overhead
of about 15% per clock cycle, or 2.9 and 2.0 FO4 delays respectively. The
600MHz Alpha 21264 has 75ps global clock skew, which is about 0.6 FO4
delays. The Alpha 21164 distributes one clock over the chip, whereas the
Alpha 21264 distributes a global reference clock for the buffered and gated
local clocks [3].

A 1.2GHz Alpha microprocessor was implemented in 0.18um bulk
CMOS with copper interconnect, and standard and low threshold transistors
[8]. It is a large chip with a higher clock frequency, and uses four clocks
over the chip [21]. One of the clocks is a reference clock generated from a
phase-locked loop. The other three clocks are generated by delay-locked
loops (DLLs) from this reference clock. To further reduce the impact of
skew on the memory and network subsystem, pairs of inverters were fine-
tuned to the capacitive load of the clock network they were driving [21]. The
worst global clock skew is about 90ps (1.4 FO4 delays), and the inverter
pairs reduce the local skew to about 45ps (0.69 FO4 delays). To reduce the
effects of supply voltage noise on the jitter, a voltage regulator was used to
attenuate the noise by 15dB. The cycle-to-cycle edge jitter of the PLL is
about 0.13 FO4 delays [20], and the maximum phase error (duty cycle jitter)
is about 30ps or 0.46 FO4 delays [21].

6.1.2 The Athlon Microprocessor

The Athlon uses a pulsed flip-flop with small setup time and small clock-
to-Q delay, but long hold time [17]. The first stage of the flip-flop has a
dynamic pull-down network, and combinational logic can be included in the
first stage to reduce the register overhead [14]. The dynamic pull-down
network uses the same principle used in high-speed domino logic, which is
discussed in Chapter 4. CAD tools can avoid violations of the long hold
time, but this introduces additional delay elements, and it is sub-optimal
when the reduced latency is unnecessary and normal flip-flops can be used
[14]. Thus the high-speed pulsed flip-flop was used only on critical paths,
where it reduced the delay by up to 12% [17]. A 12% reduction in delay
corresponds to about 2.8 FO4 delays (the Athlon had about 20.8 FO4 delays
per pipeline stage from Table 3 of Chapter 2).
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6.1.3 The Pentium 4 Microprocessor

As discussed in Chapter 2, Section 3.3, the timing overhead is about 30%
of the clock period in the Pentium 4, which is 3.0 FO4 delays. The Pentium
4 uses pulsed clocks derived from the clock edges of a normal clock for the
domain. The duty cycle of the normal clock is adjusted from a 50% duty
cycle, so that the rising clock edge is one inverter delay later, to compensate
for the additional inversion to generate a pulse to Fpp (the supply voltage)
from the falling clock edge [12].

6.1.3.1 Clock Distribution in the Pentium 4

The 100MHz system reference clock of the Pentium 4 is a differential
low-swing clock, which goes to sense amplifier receivers to restore the
signal to full ground and supply voltage levels [11]. Low swing signals
reduce power consumption, as capacitances are not charged and discharged
from Vpp to ground, and they cause less electromagnetic interference noise
when they switch. As power consumption for the clock grid may be around
45% of the total power consumption [9], using low-swing clocking can
substantially reduce power consumption. The sense amplifiers are designed
to have high tolerance to process, voltage and temperature variation. The
sense amplifiers are followed by a high-gain stage to drive the output clock,
and this configuration reduces the impact of voltage supply noise [11].

A phase-lock loops generates the 2GHz core clock frequency from the
system reference clock of 100MHz. The 2GHz core frequency is distributed
across the chip to 47 domain buffers, with three sets of binary trees with 16
leaf nodes each [11]. Each domain buffer has a 5 bit programmable register
to remove skew from the clock signal in that domain, compensating for
clock skew caused by process variation. The skew in each domain is reduced
by using 46 phase detectors to compare with a reference domain [12]. Jitter
in the buffer clock signal, caused by supply voltage noise, is reduced using a
low-pass RC filter. The clock wires are shielded to reduce jitter caused by
signals from cross-coupling capacitance [11].

In the worst case after delay matching with the phase detectors, the cycle-
to-cycle jitter ¢ is 35ps, the long term jitter is 90ps, and the skew is 16ps.
These numbers correspond to 0.70, 1.8, and 0.32 FO4 delays respectively.
The clock skew and jitter together take about 1.0 FO4 delay per clock cycle.

6.1.3.2 Pulsed Latches in the Pentium 4

The pulsed clocks go to latches, which effectively store their inputs at a
hard clock edge like a master-slave flip-flop because of the short pulse
duration. Individually, latches take less area and are lower power than flip-
flops, thus replacing flip-flops by latches with a pulsed clock reduces area
and reduces power consumption [12]. Using latches in this manner also
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effectively halves the tcp delay, as a master-slave flip-flop comprises two
latches.

If the timing overhead is about 3.0 FO4 delays for the Pentium 4, and the
clock skew and clock jitter are about 1.0 FO4 delays together, the latches
with pulsed clocks have a register overhead of about 2.0 FO4 delays per
clock cycle.

6.1.4 Pulsed Flip-Flops are Faster than D-Type Flip-Flops

Pulse-triggered flip-flops such as the hybrid latch flip-flop (HLFF) [6]
and semi-dynamic flip-flop (SDFF), which is similar to the flip-flops used in
the Athlon, are substantially faster than normal master-slave latch flip-flops
which are used in ASICs. Table 1 shows the comparison of SDFF and HLFF
flip-flops with a transmission gate based master-slave latch flip-flop in
0.25um technology given by Klass et al. [10]. A summary of their results is
presented in Table 1. The SDFF has a clock-to-Q delay of about 2.1 FO4
delays, zero setup time, and hold time of 14 FO4 delays. The register
overhead for the SDFF can be further reduced to 1.3 to 0.8 FO4 delays by
combining combinational logic with its input stage. In comparison, the
master-slave flip-flop built with transmission gates (SFF) has clock-to-Q
delay of 3.3 FO4 delays.

o
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O I 0lo o D
Clock-to-Q Delay tcq (ps) 300 194 188]208 196 228
Setup Time tg, (ps) 0] 20 8 40|
Hold Time t;, (ps) 130
f);lay of separate gate and SDFF flip-flop (ps) 280 286 348
Effective SDFF Register Latency (ps) 116 98 68

Table 1. Comparison of master-slave latch flip-flop (SFF) with high speed
pulse-triggered flip-flops such as the hybrid latch flip-flop (HLFF)
and semi-dynamic flip-flop (SDFF) in 0.25um technology [10].
Integrating combinational logic with the SDFF reduces the overall
delay, and thus reduces the register overhead. Setup times for the
SDFF combined with combinational logic are simply calculated
from the latency.
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6.2 ASICs

Many standard cell ASICs use only rising edge flip-flops for sequential
logic, though register banks may use latches to achieved higher density and
lower power consumption. A major reason for not using latches has been
lack of tool support, though latches are supported by EDA tools now.
Chapter 7 describes some of the issues that have limited use of latches in
ASIC designs, and an approach to converting flip-flop based designs to use
latches.

Timing characteristics of the Tensilica Base Xtensa microprocessor
configuration are discussed in detail in Chapter 7. From the Tensilica
numbers, typical timing parameters for a high speed low-threshold voltage
ASIC standard cell library are:

4 FO4 delays clock skew and edge jitter

4 FO4 delays clock-to-Q delay for flip-flops

4 FO4 delays D-to-Q propagation delay for latches

2 FO4 delays flip-flop setup time

0 FO4 delays latch setup time

1 FO4 delay hold time for latches

0 FO4 delays hold time for D-type flip-flops

The flip-flop and latch delays are for a large fanout load. Flip-flop
propagation delays are typically 3 to 4 FO4 delays for standard cell libraries.

Lexra reports worst-case duty cycle jitter of £10% of T [S], which is
about +3 FO4 delays. Standard cell ASICs usually have automatically
generated clock trees, with poor jitter and skew compared to custom.

s & & & o 0 @

6.2.1 Imbalanced ASIC Pipelines and Slack Passing

The STMicroelectronics iCORE, discussed in Chapter 16, is an ASIC
design with well balanced pipeline stages. Figure 4 in Chapter 16 shows the
worst case delay for each pipeline stage. The design uses flip-flops, so there
will be some penalty for the small imbalance between stages. Suppose slack
passing was possible in this design, whether by using latches or by cycle
stealing. Comparing Figure 1 and Figure 4 in Chapter 16, we determine that
the critical sequential loop is IF1, IF2, ID1, ID2, OF1 back to IF1 through
the branch target repair loop. This loop has an average delay of about 90%
of the slowest pipeline stage (ID1), which has the worst stage delay and
limits the clock period. Thus slack passing would give at most a 10%
reduction in the clock period.

Converting the Tensilica Xtensa flip-flops to latches improved the speed
by up to 20% (see Chapter 7). Between 5% and 10% of this speed increase
was from reducing the effect of setup time and clock skew on the clock
period. The remainder is slack passing balancing pipeline stages. The slack
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passing in the latch-based design gave up to a 10% improvement in clock
speed.

ASICs with poorly balanced pipeline stages would benefit more from
slack passing, if retiming cannot better balance the pipeline stages. From the
iCORE and Xtensa examples, we estimate about a 10% improvement in
clock period by slack passing for ASICs.

6.2.2 Deficiencies of Latches in Standard Cell Libraries

Both flip-flops and latches are available in standard cell libraries, though
often there is a greater range of flip-flops. Scan flip-flops for testing are
available in any standard cell library, but scan latches [16] are available in
only a few libraries currently [7]. Scan latches are required for verification
of latch-based designs. There are often more drive strengths for flip-flops,
and there are sometimes a wider range of flip-flops integrating simple
combinational logic functions.

Flip-flops are composed of a master-slave latch pair, thus latches should
have a smaller delay than flip-flops. However, standard cell latches often
have additional buffering, which makes them slower. For example, latches
may have input buffers to isolate the input of the latch from actively driven
feedback nodes within the latch [6]. This guard-banding improves the
robustness of the library. The cell driving the latch input would have to
provide large drive strength to drive both a long wire and fight with the
internal driver of the active node to change the node’s value. However, faster
variants, without the buffering, can improve performance on critical paths.
For further discussion of problems with buffered combinational cells, see
Section 3.4 of Chapter 16.

High speed flip-flops that are often used in custom processors are not
typically available in standard cell libraries. High speed latches, such as the
dynamic level-sensitive pass-transistor latch, are not included in standard
cell libraries for ASICs, because of the difficulty of ensuring that noise does
not affect the dynamically stored charge. Custom designs have also used
latches and flip-flops that incorporate combinational logic to reduce the
register delay (see Section 6.1.1 for an example). Some standard cell
libraries are now including latches and flip-flops that have combinational
logic.

6.3 Comparison of ASIC and Custom Timing Overhead

Table 2 compares ASIC and custom timing overhead per clock cycle.
Custom designs achieve about 3 FO4 delays per clock cycle. In comparison
ASICs have a timing overhead of about 10 FO4 delays per clock cycle.
These values assume that the pipelines are well-balanced. fpp for poor
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latches is for libraries with insufficient latch drive strengths, and latches with
too much guard-banding.

To reduce the timing overhead, fast custom designs have used latches, or
pulse-triggered flip-flops incorporating logic with the flip-flop, or latches
with a pulsed clock. Pulse-triggered flip-flops have about zero setup time,
but have longer hold times, like latches. The longer hold times of latches and
pulse-triggered flip-flops require careful timing analysis with CAD tools,
and buffer insertion where necessary, to avoid short paths violating the hold
time. ASICs can use pulse-triggered flip-flops if they are characterized for
the standard cell flow (e.g. if a standard cell library includes these high
speed flip-flops) — this was done in the SP4140 (see Chapter 15). High speed
pulsed flip-flops are not generally available in standard cell libraries. D-type
flip-flops can’t include combinational logic with the first stage of the flip-
flop to reduce the register overhead, whereas pulsed flip-flops can [14].

ASICs | Custom
g £
§ S | =
5|3 | a5
[ =) = = [T
o g =4 c B
FO4 delays s ol &>
Clock-to-Q Delay fcq 40| 4.0 20 20 21
D-to-Q Latch Propagation Delay tpq 40 20| 1.3
Flip-Flop Setup Time t, 2.0/ 2.0/ 0.0, 0.0] 0.0
Latch Setup Time t, 0.0/ 0.0 0.0
Flip-Flop Hold Time t, 0.0, 0.0 ' 14
Latch Hold Time t,, 1.0 1.0
Edge Jitter t; 0.13| 0.70
Clock Skew t g | 0.70| 0.32
Clock Skew and Edge Jitter tg +; 4.03 4.0 0.83; 1.0
Duty Cycle Jitter f 5,1y 3.0 3.0] 0.46
Timing Overhead per Cycle with Flip-Flops 10.0} 10.0] 2.8 3.0
Timing Overhead per Cycle with Latches 9.0/ 5.0] 2.6

Table 2. Comparison of ASIC and custom timing overheads, assuming
balanced pipeline stages. Alpha and Pentium 4 setup times were
estimated from known setup times for latches and pulse-triggered
flip-flops. Other values used are discussed in 6.1 and 6.2. The
clock-to-Q delay for the Pentium 4 is the estimated delay of the
latches with a pulsed clock. Multi-cycle jitter of 1.0 FO4 delays is
assumed for ASICs. Blanks are left where information is not
readily available.
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If the clock skew and setup time are small, latches with pulsed clocks, or
pulsed flip-flops incorporating logic into the input stage, have the smallest
timing overhead. If the skew is very small, using level-sensitive latches
(with a normal clock) may not be as good, because generally 2£pg jaiches Will
be greater than the #¢p of a single pulsed latch or flip-flop. Current clock tree
synthesis tools are not able to reduce the clock skew sufficiently, but designs
with small clock skew from manual clock tree layout should carefully
compare using pulsed flip-flops as well as latches.

If the clock skew and setup time are larger, latches can substantially
reduce the timing overhead, by as much as 50% for the numbers in Table 2.
Latches significantly reduce the impact of the clock skew and setup time
over multi-cycle paths.

Heo et al. carefully compare choices of latches and flip-flops to increase
performance and reduce a chip’s power consumption. They conclude that
different choices for registers should be considered for the variety of
activation patterns and slacks within the circuit [6].

A typical ASIC might have 60 FO4 delays per pipeline stage (see Table 2
in Chapter 2 for delays per pipeline stage of embedded ASIC processors). A
difference of 7 FO4 delays, gained by custom quality timing overhead,
increases the clock frequency by a factor of about 1.1x for a slow ASIC.

The timing overhead of a typical ASIC with flip-flops is 10 FO4 delays
(see Table 2), and about an additional 10% for unbalanced pipeline stages.
The total timing overhead is about 30% of the clock period for an ASIC with
clock period of 40 to 60 FO4 delays (35% for a clock period of 40 FO4
delays, 27% for a clock period of 60 FO4 delays). In contrast, the custom
timing overhead is only 2.8 FO4 delays for the Alpha 21264, 20% of the
clock period of 13.3 FO4 delays.

A very fast ASIC such as the Texas Instruments SP4140 disk drive read
channel has about 20 FO4 delays per stage. The SP4140 achieved a clock
frequency of 550MHz in a 0.18um effective channel length process using
custom techniques: high speed pulsed flip-flops, and manual clock tree
design (see Chapter 15 for more details). The clock skew of 60ps was about
(0.7 FO4 delays, and the pulsed flip-flops would have delay of around 2 FO4
delays. In total about 3 FO4 delays of timing overhead. If the SP4140 was
limited to typical ASIC D-type flip-flops and clock tree synthesis, the
additional 7 FO4 delays of timing overhead would increase the clock period
by a factor of 1.35x, reducing the clock frequency to 410MHz.

Custom designs may be a further 1.Ix faster by using slack passing,
compared to ASICs that can’t do slack passing to balance pipeline stages. If
the SP4140 had unbalanced pipeline stages without slack passing, the
unabalanced pipeline stages might increase the clock period by 10% (of 20
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FO4 delays), which is 2 FO4 delays. Combining this with the impact of
reduced timing overhead, gives an overall factor of 1.45x.

Chapter 7 examines an automated approach to changing flip-flop based
gate netlists to use latches, in a standard cell ASIC flow, achieving a 10% to
20% speed improvement. It also details the problems that have impeded use
of latches in ASIC flows and solutions to these problems.

The Texas Instruments SP4140 disk drive read channel uses modified
sense-amplifier flip-flops based on a pulse-triggered design. It also uses
latches on the critical paths where there is not tight sequential recursive
feedback. This is discussed in detail in Sections 4 and 5 of Chapter 15.

Comparing the absolute differences in clock skews, there is about a 10%
increase in speed of designs using flip-flops with custom quality clock tree
distribution to reduce clock skew and jitter. Clock tree synthesis tools are
improving. Chapter 8 discusses new approaches in detail.

The combinational delay of each pipeline stage can also be reduced by a
variety of different techniques. The next Chapter explores the differences
between the combinational delay in standard cell ASIC and custom
methodologies.
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1. INTRODUCTION

The quality of a design is greatly influenced by the characteristics of its
constituent pieces. In both ASIC and custom chips, the organization of the
logic, the choice of circuit styles, and the composition and layout of the cell
libraries all affect the ultimate performance, density, energy efficiency and
implementation effort. In Chapter 2, the impact of pipelining was discussed.
In this chapter, we turn our attention to the impact of circuit styles,
differences between datapath and random logic cell libraries, and variations
between “standard” libraries. We identify key differences between the logic,
circuits, libraries and layout of custom chips and ASICs. Then the impact of
these differences is quantified.

This chapter is organized into seven sections. Section 2 defines a set of
technology independent metrics useful in comparing ASIC and custom
designs across processes. These metrics are applied to an example set of
technologies and “flagship” designs. The third section analyzes the
performance differences between custom chips and ASICs due to logic style,
circuit design, libraries, and layout. The fourth section explores the causes of
the area and density differences between custom and ASIC chips. The fifth
section discusses the impact of circuit styles on energy efficiency. Section 6
discusses future trends and the impact of technology scaling. The final
section summarizes the key points.
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2. TECHNOLOGY INDEPENDENT METRICS

The quality of a design can be evaluated in many different ways. We
focus on four criteria: performance, area efficiency, energy, and design
effort. With these metrics, we can quantify the differences between the
quality of custom and ASIC cells, and the design effort required to create
them.

2.1 Performance — Fanout-of-4 Inverter Delay

As discussed previously in Chapter 2, Section 1.1, we adopt the fanout-
of-4 inverter (FO4) delay, proposed by Horowitz et al. [29], as the
technology independent performance metric. It is useful to have a common
metric to enable the comparison of different designs. It can be challenging to
sort and grade the performance of successive generations of fabrication
processes from the same foundry and across different foundries. The
capability of a process for digital systems is a function of four basic
characteristics: the effective channel length (L), the oxide thickness (Zo),
the nominal operating voltage, and the metal pitch rules. The first three
parameters affect gate delay and energy, while the last affects achievable
density. Foundries continuously tune their processes and optimize both the
transistors (front-end-of-line — FEOL) and the metal pitch rules (back-end-
of-line — BEOL) separately and concurrently. FEOL improvements usually
lead BEOL updates. Therefore, within the lifetime of a major process
generation, it is possible to have up to three successive improvements in
transistors and two different sets of metal pitches. For example, in the
0.25um process generation, a foundry might start with 0.25um Ly transistors
and older 0.35um generation metal rules, progress to 0.25um metal rules and
then provide two successive transistor shrinks to 0.18um Lggand 0.13um L
Designs benefit from significant improvements in both speed and density by
migrating to each updated process point. A detailed discussion of the effects
of process variations and operation conditions is provided in Chapter 5.

Designers can make quick initial estimates of achievable performance
and design quality using the fanout-of-4 inverter delay metric. A rule of
thumb can be used to approximate the FO4 delay. An FO4 delay is
approximately half the process L.y when picoseconds are substituted for
nanometers. If, L, equals 0.5um (500nm) the corresponding FO4 delay is
250ps. Similarly, the FO4 delay for an Lgzof 0.13um is approximately 65ps.
This estimate assumes operation at a process, voltage and temperature (PVT)
point of typical n-channel MOSFET transistors, typical p-channel MOSFET
transistors, 90% of the supply voltage Vpp, and 100°C. This PVT point is
also referred to as TTLH (typical n-channel MOSFET, typical p-channel
MOSFET, low voltage, high temperature).


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=119

High-Speed Logic, Circuits, Libraries and Layout 103

T

Figure 1. SRAM bit-cell 0.5um and 0.18um.

2.2 Area Efficiency - leT Cost

Efficient VLSI layout results from balancing the transistor density and
the routing resource usage. Micron based distance and area metrics do not
scale with technology. Historically, A (one half the minimum device length)
has been used as a normalized size metric [42]. However, beginning with
0.5um technology, the drawn (Laaw) and effective (Leg) transistor lengths
have continued to diverge with each process generation. Also, the density
and the performance of designs are increasingly limited by interconnect.
Thus, the intermediate metal pitch more clearly reflects the constraints in
modern design. We propose using the intermediate metal (M2) pitch (%) as
the technology independent measure of size and distance.

While the absolute size of gates shrinks with each successive
improvement in technology, the x* area for gates remains relatively constant
over a wide range of process generations. For example, as shown in Figure
1, a six transistor SRAM bit cell in 0.5um CMOS, with ¥ equal to 1.8um, is
approximately S8um’. The same SRAM bit requires only 5.7um’ in a
0.18um process, with x equal to 0.56um. Note, in both cases, the ram bit
requires 18y’

Design y*/transistor | 1,000 gates,*’mm2
SRAM (array only) 3.0 285
SRAM (full) 33-6.0 143 - 260
full custom 6.0 - 8.0 107 - 143
ASIC (with regions) 11.0 - 16.0 50 - 70
ASIC (standard) 16.0 -25.0 34 - 50

Table 1. Transistor cost and equivalent gates/mm’ for a typical 0.18um
process.
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Using this size metric, we introduce transistor cost (with units of ¥*IT)
as a technology independent VLSI density metric. Table 1 presents typical
values of transistor cost and the resulting realizable gates/mm’ in a 0.18um
technology for a range of design styles. In this context, a “gate” is a static
CMOS 2-input NAND. Also, as this is a cost metric, a denser design has a
lower transistor cost.

2.3 Energy —Epip Engnas Einy

The energy required to switch a gate can be modeled as C¥py’, where C
is the gate’s capacitance. The dynamic power dissipation Pgyamic 1S then
calculated as this energy multiplied by the operating frequency f and an
activity factor e

(1) Prfynrrmic = CVDDZQJ‘

We select three different gates as energy references: Epi, Enanas Einv- The
E,; metric is the minimum energy necessary to write a 1 or a O into the
SRAM bit-cell. Thus, it is a gauge of the minimum energy required to
preserve state and serves as a reference point for flip-flops, latches, registers
and memories. The E,g metric is the minimum energy required to
modify/transform state and thus is a reference point for combinational logic.
The E;,, metric is defined as the energy required for switching a minimally
sized inverter driving an FO4 load and is proportional to the energy needed
to transfer a bit of state. It is useful in benchmarking the costs of moving
data across blocks.

24 Measuring Design Effort —¢,,z./Wk

In 1998, an industry study examining predominantly ASIC flows, [13]
reported a factor-of-14 difference in design productivity across 21 chip
projects from 14 companies. However, the results of this study relied on
estimating a statistical normalization factor to compensate for the high
variation in complexity between the individual chips and projects. Through
our own experiences in three successive semi-custom chip projects
[17][18][37], we have only seen a 50% productivity difference within the
same methodology between excellent designers and average designers.
Based on our experiences in these projects, we have derived the unique
transistors per week (tunigue/Wk) metric. Average designers can produce 22
tuique/Wk, while excellent designers can produce 33 #,/Week. This metric
was derived historically from the design of large custom blocks. In contrast
to the full chip results in [13], the tumigue/Wk metric is most useful for module,
block, and cell creation. Our definition of a “unique transistor” includes
circuit design, schematic entry, timing and functional simulation, layout,
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backend verification, and integration overhead. Assuming the basic gate is a
2-input NAND composed of four unique transistors, our estimate for
excellent and average designers corresponds to a productivity of eight gates
and five gates per week respectively. Our results are comparable to the 2.7
gates/day reported in 1987 [49]. This indicates that very little progress has
been made in improving the productivity of custom VLSI designers in the
intervening 15 years.

Applying our metric to both a basic 2-input NAND gate and an 8-KB
SRAM block yields the following: a superior designer can create and install
a new 2-input NAND cell in under five hours, while the average designer
takes over seven hours. On the larger example, consisting of 333 unique
transistors organized as 22 distinct reusable cells, the superior designer takes
10 weeks from concept to verified layout while the average designer takes
17 weeks. In both cases the basic six transistor SRAM bit-cell was already
provided as a building block. Note that a supplemental set of metrics needs
to be applied to properly estimate global chip assembly effort and integration
complexity.

2.5 Survey of Semiconductor Processes from 1995-2002

The continuous innovations in process technology fuel the growth of
innovations in information technology. From 1995 through 2002, drawn
transistor lengths shrunk from 0.5um to 0.13um and effective device lengths
shrunk from 0.5um to 0.06um. Correspondingly, processor clock frequencies
increased from 180MHz (HP PA-8000) to 2.2GHz (Intel Pentium 4). While
most vendors present their process generations in nice quantum steps, within
each major generation there can be multiple sub-generations. Table 2
summarizes the key features for a set of representative processes [7][10][23]
[25][35][57][58][59][60][61][64].

The table shows six major process generations. The second column lists
the advertised maximum number of gates per chip provided by an ASIC
vendor. The common definition of gate is the four transistor 2-input static
CMOS NAND gate. The next two columns list the FO4 delays in the
process. The next two columns show the size of the average SRAM bit-cell
for the process. The final five columns provide the absolute values for five
technology independent metrics — FO4 delay, ')(2 SRAM bit area, Epi Ei
E,2ne. The predicted and simulated FO4 delays show strong correlation.
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Table 2. Reference performance across processes.

Table 2 also presents the achievable system clock frequency assuming a
logic depth of 20 fanout-of-4 delays per cycle. It is a useful reference for the
following comparison between flagship products in each process generation.

2.6 Applying Metrics to Flagship Designs

The previous subsection provided a snapshot of the potential for each
process generation. Table 3 compares high performance custom chips
[4][15][22][27][44] and ASICs [12][14][40][48][50][51][63] fabricated in
similar processes.

Several trends are discernable in Table 3. First, the data confirms the
benefit of custom techniques in the design of high-end microprocessors.
Also, it confirms that custom designs can meet or even exceed the reference
clock rate in Table 2 and the maximum available gate capacity offered by
ASIC vendors in Table 2. Recent microprocessors have been designed with
fewer than 15 FO4 delays per cycle. The combination of lower x*/T,
(leading to higher density) and large on-chip SRAMs (used for L1 through
L3 caches) enables custom chips to exploit the large number of available
transistors effectively. Also, the maximum size of custom chips is less
constrained compared to ASICs. Custom designs are not required to fit into
generic die images and sizes. Second, many “flagship” ASICs are not
microprocessors. Instead, they tend to be graphics and communication chips
whose primary purpose is to move high bandwidth data. Third, high quality
ASIC designs vary in their ability to approach the gate counts advertised by
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foundries. Since many of these chips are not microprocessors, they
incorporate fewer large SRAM arrays. The large number of transistors in the
Sony PS2 chip is a notable exception. However, the Sony chip is an extreme
design point in 0.18um, as most of its 280-million transistors are contained
in embedded DRAM arrays.

With the exception of the Sony PS2 chip, the ASICs make far less use of
the maximum chip area. The ASICs presented in Table 3 have much larger
areas than the embedded ASIC processors presented in Table 1 of Chapter 1.

2.7 Summary of Metrics

In this section we have introduced four main technology independent
metrics. The fanout-of-4 inverter (FO4) delay is a metric for performance,
where an FO4 delay is estimated by converting half the effective channel
length from nanometers to picoseconds. The transistor cost measures area
efficiency, with a lower bound of 3 derived from SRAM bit-cells. Epy, Epana,
Ei,, are a set of reference points proportional to the energy required to store,
transform and move one bit of data. tu,,fq,,/wk is a measure of designer
productivity, with superior designers capable of creating 33 fuigue/WK in our
experience.

E s |2 | € g | €
= g H e IS s b P
Blal 2 |E 3§l HAHIE
HH R FEEEIEE P EE1
KL EEEHE K g I
- IS Ss IgelZzsl<lg Z gelz el <
0.5040.28 | HP PAB00O 180 3.8] 338] 0.35]IBM PPC AS A10 77 4.7]213
0.3540.25]Intel Pentium II 300 7.5] 2094 0.35)Infineon 57 24) 97
0.2540.14|HP PA8500 500] 120.0]469]0.24|nVidia GeForce256 120 23.0#
0.18] Lucent 2000 63.0}221
0.18]0.15|Sun Ultra-111 600 23.0] 242} 0.16|Broadcom BCM5632 125 70.0] 240
.10]Alpha 21264 1200} 152.01397}0.16|Sony PS2 150] 287.0)462
0.10)Intel McKinley | 1000} 221.0]464]0.13|nVidia GeForce2 2000 25.04270
0.13|{Broadcom BCM3351] 200f] 25.0
0.1540.10{IBM Z900 1100] 34.00 177§ 0.11|nVidia GeForce4 3500 63.0
0.11|Fujitsu FRV-8way 533] 10.4] 61
0.1340.06]Intel Pentium 4 | 2200] 54.0] 145] 0.06|Broadcom BCM5424 125 16.0

Table 3. Flagship custom and ASIC designs. The Sony PS2 had embedded
DRAM, and thus a very large number of transistors on the chip.
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3. PERFORMANCE PENALTIES IN ASIC DESIGNS
FROM LOGIC STYLE, LOGIC DESIGN, CELL
DESIGN, AND LAYOUT

In this section, we focus primarily on the impact of the circuit styles used
to build custom chips and ASICs, and quantify the resulting variation in
combinational logic delay (fcoms and fromr comb.average) Detween the two styles.
Our analysis is applied in turn to four different implementation styles, two
custom, one semi-custom, and the ASIC approach. Figure 2 provides an
overview of example circuit styles in each category. The full-custom styles
are single-rail and differential domino logic, and differential static logic. The
semi-custom style employs structured single-ended static logic. The ASIC
style employs single-ended static CMOS logic.

Domino circuits are clocked logic elements. All domino circuits are
initialized (pre-charged) to a known logic state by a clocking signal
(precharge) before the function f is evaluated. They require monotonic
inputs. After initialization, they generate monotonic outputs. The single-
ended domino logic family is incomplete, since it can not perform logical
inversions. Differential domino logic families provide both the true and
complement outputs but require additional transistors to implement the
complementary function. Differential static circuits, as exemplified by the
DCVSL, do not need to be pre-charged. Also, their cross-coupled outputs
improve noise immunity by providing a built-in latch. However, overcoming
the hysteresis of this latch incurs a delay penalty and can reduce
performance. Differential domino and differential static logic also offer the
advantage of implicit inversion. Finally, while both these styles employ extra
transistors to implement the complementary logic function, no parasitic p-
channel MOSFETs are required.

Standard static CMOS is a robust logic style with good noise immunity.
Also, both the synthesis and functional testing of static CMOS logic is well
understood. Static CMOS gates employ p-channel MOSFET pull-up and n-
channel MOSFET pull-down trees to evaluate the function f. The
performance of wide NOR functions in standard CMOS logic is slow, as
long p-channel MOSFET pull-up chains are required. The performance
difference between standard static CMOS and custom circuit styles derives
from the restriction of logic depth imposed by the need for PMOS pull-up
trees and the substantial additional parasitic loading imposed by the PMOS
trees.
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Figure 2. An overview of four logic styles implementing the function f. The

output Yor Q evaluates to true (Fpp) if fevaluates to true (i.e. the
network implementing f conducts). (a) shows differential domino
logic. (b) shows domino logic, which is more compact, but needs
a logical inversion. Both domino logic styles need a keeper or
restoring logic to ensure that they are not subject to noise on the
floating precharged node. The circuit in (c) is differential cascode
voltage switch logic (DCVSL). (d) and (e) show static CMOS
logic, where (e) shows a library with three drive strengths (1X,
2X, and 4X), and (d) shows a single cell that has been custom
sized for a specific design, with a 1X pull-up network and 4X
pull-down network.

One of the most obvious differences between custom and ASIC designs
is the speed, as indicated by cycle time and corresponding clock frequency.
To frame the analysis ofthe causes of this difference, it is useful to start with
basic equations for the cycle time derived in Chapter 3 for both flip-flop
based designs (Tipiops) and latch based designs (Tiarches)-
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@) Tpipopops = MaX{ep +1, Hl oy +1y +1}

(3 ) T:"afches = 2f,t)\Q + tmml comb,average +1 J

(4) ttomf comb,average 2tt‘on:ﬁ,avemge

where Zeomsaverage 1 the average logic delay per phase with active high and
active low latches partitioning combinational logic.

The cycle time is composed of three parts: the register overhead, either
tep + ts for flip-flops or 2tp for latches; the timing margin, ty + t; for flip-
flop-based designs or just ¢ for latch-based designs; and the combinational
logic delay within each cycle, either a fixed f.,m for flip-flop-based designs
OF @ lioal comb,average 10T latch-based designs (as time borrowing is possible
between cycles). In the remainder of this section we explore the difference in
combinational logic delay between implementation styles. We also expand
on the analysis of register overhead and timing margin from Chapter 3. In
Chapter 3, the difference in timing overhead between custom chips and
ASICs was found to be about 6 FO4 delays for flip-flop-based ASICs
(assuming balanced pipeline stages), and 2-4 FO4 delays for latch-based
ASICs. Also in Chapter 3, the difference in typical timing margins between
the two styles was found to be 3 FO4 delays. In Section 3, we discuss how
these three components of cycle time grow in each implementation style.

3.1 Comparing Custom and ASIC Implementations of the
Same Logic

A custom differential domino design is the reference point for our analysis
of logic delay. The high performance microprocessors in the last five
technology generations have employed custom techniques, single-phase
clock, and latched based timing to achieve cycle times equal to or less than
20 FO4 delays. We now further divide the 20 FO4 delays amongst the three
categories: register overhead, timing margin, and logic delay.

Historically, high performance designs have allocated between 8%-15%
of their cycle time to the latching elements (3 FO4 delays) [3][27]. Previous
work [53] confirms this for several of the commonly employed latches.
Clock skew and jitter account for 5-10% of the cycle time, which correspond
to 1 FO4 delay. This leaves 16 FO4 delays for the logic within each stage. In
summary, for custom domino logic, register overhead equals 3 FO4 delays,
timing margin equals 1 FO4 delay and logic equals to 16 FO4 delays. This
results in a cycle time of 20 FO4 delays.

Using this starting point we now examine other implementations. While
accounting for the impact on the timing overhead, this chapter focuses on the


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=127

High-Speed Logic, Circuits, Libraries and Layout 111

performance difference between custom and ASIC combinational logic. A
primary limitation is the choice of logic style, which we examine first.
Additionally, the quality of the cells composing the logic and the quality of
the layout affect the speed.

3.1.1 Different Logic Styles from Dynamic to Static Logic

Custom differential static circuit techniques [6] such as DCVSL, DSL,
and CNTL are high speed alternatives to domino logic. Like domino logic,
custom differential static techniques allow the compression of the number of
required logic stages by facilitating the deep and dense logic structures.
Also, they minimize the effect of the parasitic p-channel MOSFETSs, and
remove the overhead of inverters, as both true and complement versions of
the signal are always available. Domino logic is, however, generally 30% to
40% faster than differential static logic styles such as DCVSL due to the
elimination of the fight to overpower the cross coupled p-channel
MOSFETs. To illustrate this, five circuit-implementations [30] of the 1-bit
full adder function are compared in Table 4. The single ended static CMOS
version is over a factor of two slower than the domino version. The fastest
static design, a hybrid DCVSL circuit (HDCVSL), is still 30% slower. This
data correlates well with the results reported in [1][2][66].

Accounting for the 30% to 40% slow down for implementing the same
logic function in DVCSL expands the original 16 FO4 delays to 21 FO4
delays. The latches available in this technique are the same as in the previous
so there is no growth in register overhead. The timing margin is also the
same as the first case and equals 1 FO4 delay. In summary, our model for
custom differential static logic yields register overhead equal to 3 FO4
delays, timing margin equal to 1 FO4 delay, and logic delay equal to 21 FO4
delays. This results in a cycle time of 25 FO4 delays (an increase of 25% due
exclusively to the “fight” in the DCVSL latch).

Circuit Style |Delay (FO4s)|
Domino Logic 2.2
Hybrid DCVSL 3.0
DCVSL 4.0
CPL 46
Static 4.8

Table 4. Relative performance of a 1-bit full adder for five circuit styles.
CPL is complementary pass-transistor logic.
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Semi-custom  single-ended  static  techniques include detailed
floorplanning, detailed placement regions, matched drivers and loads,
manual clock tuning, and the creation of design specific cells as needed.
Despite the semi-custom approach to placement, routing and circuits, all
three timing parameters degrade when the transition is made from custom
differential static to single-ended static. Semi-custom static approaches do
not achieve the same timing margins as custom designs, so this parameter
increases by 1 FO4 delay. In addition, structured static approaches use more
conservative latches requiring 2 or more FO4 delays each. Finally, singled-
ended static requires the complementary pull up p-channel MOSFET tree for
logic, and thus, does not allow the efficient compression of logic stages
through the use of only deep and wide n-channel MOSFET pull down trees.
Also, it does not provide the “free” inversion of logic. Taken together these
can result in 25% degradation in performance of the logic, resulting in an
additional 5 FO4 delays. In summary, our timing model for semi-custom
single-ended static logic yields register overhead equal to 2x2.0 FO4 delays,
timing margin equal to 2 FO4 delays and logic delay equal to 26 FO4 delays.
This gives a cycle time of 32 FO4 delays.

3.1.2 The Additional Effects of Logic Design, Cell Design and Layout

A large gap still remains between what is achievable with structured static
single-ended logic and what occurs in practice with most ASIC designs. The
cycle times of most ASIC designs are between 40 to 65 FO4 delays (e.g. see
Chapter 2, Table 2). This discrepancy of up to about 33 FO4 delays from
semi-custom static is the result of several factors.

ASIC designs use flip-flops instead of latches. Flip-flops are commonly
implemented as back-to-back latches and are an additional 2-3 FO4 delays
slower than the pair of latches used in custom and semi-custom designs.
Flip-flops do not allow slack passing, costing up to another 4 FO4 delays as
the clock period is limited by the delay of the worst pipeline stage —
suffering a penalty for an unbalanced pipeline. The time-borrowing and
slack passing allowed by latches gives typically a 10% (4 FO4 delays)
further improvement in delay (see Chapter 3, Section 6.2.1).

The larger device sizes, higher fan-out, parasitic loading due to added
scan devices, and the inability to fold-in logic all contribute to the slower
registers. Also, ASIC designs have much coarser control over clock routing,
which is reflected by an additional 2 FO4 delay penalty for timing margin.

The remaining 25 FO4 delays comes from differences in the design and
layout of the combinational logic. The logic design may not be implemented
optimally for speed. For example, faster carry-select logic might not be used
to speed up addition, because of the additional area needed [62]. The
structure of the design may not be exploited in the placement and routing
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(e.g. poor layout of bit-sliced logic), which increases the area and parasitic
wire capacitance. Mismatched cell drive strengths and loads increases the
delay and power consumption. Inaccurate wire load models can cause
incorrect sizing and too many or too few buffers before a load. Additional
levels of logic may be required to implement complex functions due to the
lack of custom cells.

3.1.3 Summary of the Comparison

Table 5 summarizes the approximate clock periods for different logic and
design styles, breaking this down into the components of the clock period.

Dynamic logic functions used in the IBM 1.0 GHz design are 50% to
100% faster than static CMOS combinational logic with the same
functionality [47][Kevin Nowka, personal communication]. Thus for a
complete design, custom domino combinational logic is about a factor of
1.5x faster than semi-custom static combinational logic — the factor for
differences in logic style. Taking into account the timing overhead, this is a
factor of up to 1.4x the clock period.

Cell design and layout issues account for the remaining 2x difference
between the delay of combinational logic in semi-custom static and
mediocre static ASIC implementations.

Logic Style, Logic Design, | Total Critical] Register | Timing | Slack | Combinational
Cell DesignI and Lazout Path Delax Overhead | Margin | Passin Logic Dela
|Custom Domino 20 3 1 16
Custom Static (DCVSL) 25 3 1 21
Semi-Custom Static 32 -+ 2 26
ASIC Static (Good) 40 6 4 4 26
ASIC Static (Poor) 65 6 4 4 51

Table 5. Summary of the timing margin, register overhead, and
combinational logic delay for the implementation styles discussed
above.
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Technologies (um)
0.80 0.50 0.35 0.25 0.18 0.13
Fast |Slow]Fast | Slow]Fast | Slow]Fast |Slow|Fast |Slow]Fast |Slow
1 FO4 (ps) 250] 400} 120] 250) 110 175§ 70| 125 50F 90} 30] 65

Clock Rates (MHz)
Custom Domino 200] 125§ 417] 200} 455] 286] 714] 400§1000f 556]1667| 769
Custom Static 154] 96} 321| 154] 350] 220} 549| 308] 769| 427]1282| 592
Semi-Custom Static | 118] 74] 245] 118 267] 168) 420] 235§ 588| 327] 980]| 452
ASIC Static (Good) | 100] 63] 208] 100§ 227| 143] 357 200} 500§ 278§ 833| 385
ASIC Static (Poor) 67 42]139] 67)152] 95) 238| 133} 333| 185] 556] 256

Table 6. Corresponding expected performance ranges for different
implementation styles that were listed in Table 5.

Table 6 summarizes the resulting calculated performance of the chips
designed with each of the four styles. The data demonstrates two key points.
The performance variations within a process generation and across
implementation styles are both substantial. Aggressive circuit techniques can
compensate for process differences and, similarly, aggressive process
choices can compensate for implementation choices

The differences in performance between custom domino (20 FO4 delays)
and static CMOS ASIC (40-65 FO4 delays) implementations are
summarized in Section 3.7. The timing overhead (register overhead, timing
margin, and capability for slack passing) accounts for about 10 FO4 delays.
Circuit style accounts for 10 FO4 delays and exploitation of design structure
accounts for the remaining 25 FO4 delays, which results in the factor of 2
range in the combinational logic delay.

A process generation step can significantly increase the effectiveness of a
particular design style by reducing cycle time (typically by about 30%). This
corresponds to a 10-15 FO4 delay reduction for static single-ended
implementations. For example, an average ASIC design fabricated in a third
generation 0.13um technology (0.06um L.g) could perform comparably to a
full-custom domino design with a 0.18um L.y (i.e. a first generation 0.18um
process, a second generation ().25um process or a third generation 0.35um
(0.22um L.y technology. However, the poorer ASIC density, due to the
factor of 3x worse Y*/T transistor cost, results in a larger 0.13um die size
than a 0.25um custom design. This is despite the factor of two density
advantage of the 0.18um metal pitch rules.
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3.2 Comparison of Dynamic and Static 64-Bit Adders

Table 4 compared full adder cells, and showed that domino logic was
more than factor of 2x faster than static logic for a single bit full adder cell.
However, a larger circuit should be considered to have a more accurate
comparison between dynamic and static logic.

We will compare dynamic domino logic and static logic style
implementations of a high speed adder. We present the high-speed carry-
lookahead style used in many adders, and the Ling adder variant of the
carry-lookahead. The static and dynamic circuits were both Ling adders.

3.2.1 Logic Design of a 64 Bit Adder
Summing two numbers A and B of 64 bits, the " output bit Sum; is:
(5) Sum;=4,®B,®C,,
where C;; is the carry from the (i-1) bit. The i carry is given by
6) C;=4B;+4C,_,+BC,

The critical path through the adder is the carry chain [62]. Carry-
lookahead adders speed up the calculation by compressing the logic. The
carry is calculated from local generate g; and propagate p; signals [20]:

() & =45,

(8) p=4+B;

g; determines if a carry is generated at the i bit from the i bits of A and
B. The propagate term p; determines if a carry from the previous bit will
propagate. This gives grouped generate and propagate signals [20]:

%) G, =g +p6,
(10) B =p/F,
The sum is given by
(11) Sum, = p, @G,
For four bits, Equations (9) and (10) can be expanded to

(12) G = g5+ p3(8, + Po(81 + P18&0))

(13) Py =p3p,0\Po
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With these four stages of lookahead, the carry for the fourth bit (subscript

3) is [45]

(14) C; =Gy + PG,

where Cj, is the input carry to this set of four bits of the adder, and bit 3 is
the most significant bit. It is common for adders to be implemented with four
bit (radix 4) carry-lookahead blocks, by grouping generate and propagate
signals into larger blocks [45]:

(15) G50 = Gisyy + Ps12(Gp1g + P1g( G + PryGiy))

(16) Piso = PsynPisPraPao

(17) Ci5 =G5 + Ps,oCiy

(18) G0 = Geaug + Fo3as (Garaz + Pi732 (Gapys + Pi116Ciso )
(19) Fo = PausPrrsa PrracPiso

(20) Cgy =Gy + Fe3oCiy

The other Gjis; and P57 signals are generated in the same manner as in
Equations (15) and (16). This approach results in a delay on the order of
logsk for a k-bit adder. A 64 bit adder with four bit carry lookahead requires
logs64 = 3 levels of generates (Guay, Gjrisy, and Geaio).

A more compact version of the carry-lookahead adder is the Ling adder
[41]. The same local generate and propagate signals are used, but instead the
sum of two “global” generates, H;, is calculated:

2l) H;=G;+G,,=g;+pH;,

The logic to compute H; is more compact, e.g. Hj is given by
(22) Hyo=g,+8,+p,(8 +P1&)

However, calculating the sum is more complicated [20]:

(23) Sum;=p,®H; +g;p; \H,
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Figure 3. (a) Radix-4 domino logic Ling adder cells. (b) Radix-2 static logic
Ling adder cells. (c) Radix-2 static logic carry-lookahead adder
cells, which are slower than (b). Relative widths of transistors are
shown. In these diagrams, the static CMOS logic is sized so that
pull up and pull down drive strengths are the same, but the fastest
static implementation skews the drive strengths.

The H and P signals can be grouped in a similar manner to the carry
lookahead adder in Equations (15) to (20). The circuitry to implement H,
and P; in a domino logic style is shown in Figure 3(a). This implements the
functions:

(24) H,, = asby +a,b, +(a, +by)ab, +(a, +b))ayb,)
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(25) Py =(as +by)(a, +b,)a, +b)(a, +b,)

It is not possible to implement the same circuitry efficiently in static
logic, because of the large pull-up network. Instead, the static logic design
uses a radix-2 encoding. Figure 3(b) shows the radix-2 static logic for:

(26) H,, =a,b +ayb,

(27) By =(a; +b)a, +by)

Figure 3(c) shows the static implementation of the traditional carry-
lookahead generate. Compared to H, in Equation (26), G, is

(28) Gy =ab, +(a, +b)ayb,

3.2.2 Comparison of Adder Logic Designs and Logic Styles

The input capacitance for A and B inputs are the same. For the static logic
Ling adder in Figure 3(b), the A4, inputs drive a load of 24 units. In the
static logic carry-lookahead adder in Figure 3(c), the 4, inputs drive a load
of 32 units. The Ling adder implementation in Figure 3(b) loads the inputs
less, and the cell calculating H is smaller.

For the domino logic Ling adder in Figure 3(a), the 45, inputs drive a
load of 34.7 units of transistor width. The domino is radix-4 and calculates
Pso and Hi,, whereas the static logic only calculates Hyy and Pyq. To
calculate Hio and Psy, requires calculation of Hi, and Ps; with cells
identical to those in Figure 3(b), and then Hj, and Py, need to be calculated.
Thus the inputs A3, to the static logic Ling adder drive a total load of 48
units of transistor width, and there needs to be an additional level of logic to
calculate Hs and Ps from Hy, Py, Hi.» and Ps,.

The typical P:N ratio used in static logic is 2:1. The load presented by the
logic in Figure 3(b) can be reduced by reducing the widths of transistors in
the gate and skewing the drive strength of the cell. Skewing the drive
strengths improved the speed by 25%, by allowing the input capacitance of
the cells to be reduced. The cells with skewed drive strength are also smaller
and have lower power consumption. The drive strengths ratios used in the
fastest radix-2 Ling adder implementation were:

e 1:1 for the first logic level (half the PMOS widths), generating H

and P .

e 2:0.5 for the second logic level (half the NMOS widths) that

calculates the Hj.3; and Pji3; terms.

e Then alternating 1:1 and 2:0.5 for the remaining logic levels.

These skewed ratios reduce the load of 24 units to 16 units for 1:1, and to 20
units for the 2:0.5 level. The logic is skewed to optimize a pulse of the carry
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of 1 transition through the logic. There were a total of log,64 = 6 levels of
generate and propagate calculation.

The domino and static logic adders were implemented in 0.18um with
Kogge-Stone carry trees [39]. The Kogge-Stone tree generates the carry
signals from blocks generating the grouped H and P signals. The sum is
calculated after the carry tree with a sum select block. The 64 bit radix-4
Ling adder implemented with domino logic has a delay of about 9.5 FO4
delays. The domino gates include keepers to avoid leakage draining the
stored charge and inverters at the outputs. The timing analysis accounts for
wire capacitance and resistance.

In comparison, the radix-2 Ling adder with static logic circuitry has a
delay of 11.5 FO4 delays, when the pull-up and pull-down drive strengths
are skewed optimally. These calculations assume the domino logic and static
logic adders were driving the same load. The domino logic implementation
is about 20% faster. Note that the static implementation uses pulsed static
logic, where the inputs must return to zero before the next calculation.
Pulsed static logic is not used in traditional ASIC designs.

There are several significant points in this comparison. Firstly, the choice
of logic style changes which logic design is best: radix-4 for domino and
radix-2 for static logic. This is because domino logic can implement more
complex logic in a compact cell, with less loading of the inputs, which
reduces the number of logic levels. Secondly, cells with skewed drive
strength can substantially (25% in this case) speed up a design, but cells with
skewed drive strength are not typically available in a standard cell library.
Thirdly, the logic design affects the speed, area, and power. For example, a
carry look-ahead adder would have larger cells than the Ling adder, and
these cells are slower, with the larger input capacitance increasing the power
consumption.

3.3 A Comparison of Skew Tolerant Domino Logic with
Synthesized Static Logic

A comparison between custom domino logic and synthesized static logic
implementations of a 32-bit execution unit in 0.18um showed that the
custom domino logic was at least 2.1x faster [34]. The execution unit
included a register file, adder, shifter, Boolean operations, and multiplier.
Both the domino and static logic were placed and routed using Physical
Compiler and Silicon Ensemble.

The skew tolerant domino logic used a four phase clocking scheme
with semi-custom clock trees. This allows time borrowing to balance the
pipeline stages. The skew tolerant domino logic style is less affected by
clock skew, so the additional skew from only using automatically generated
clock trees was not a substantial penalty [Razak Hossain, personal
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communication]. The static logic used flip-flops, so no slack passing was
possible in the static implementation. The four phase clocking scheme with
domino logic substantially reduced the impact of clock skew and setup time
on the timing overhead. Overall, the clocking scheme for the domino logic
contributed a factor of 1.2x of the improvement for the custom logic [34].
The remaining factor of 1.8x between the implementations is the
difference between using domino logic or static logic, and custom-designed
logic or synthesized logic. We have estimated that domino logic can be as
much as 1.5x faster than static combinational logic, or about a factor of 1.4x
considering the combinational logic and timing overhead. Thus custom
sizing, manual choices of the cells, and custom logic design contributed
about a factor of 1.3x (1.8/1.4) to the performance difference. The majority
of this factor of 1.3x was due to the logic design of the modules in the
execution unit. The logic was hand-designed for the domino implementation,
whereas the static logic was synthesized from RTL [Razak Hossain, personal
communication]. There is no difference due to layout, as both
implementations were place-and-routed in the same manner.

3.4 Logic Design

Poor logic design can severely penalize a design. A ripple carry adder
would be much slower than a carry-lookahead adder. We are trying to
quantify how much faster good logic design for a module would be
compared to a typical synthesized ASIC design.

In Sections 3.2 and 3.3 above we have discussed the impact of logic
design, along with the choice of logic style and cells used. The execution
unit discussed in Section 3.3 gained a factor of about 1.3x by custom
crafting of the logic design. In Chapter 12, Section 4.4, the wrong path in a
24 bit adder was optimized in its initial version. When this was fixed, the
adder speed improved by 25%.

It has been shown that synthesizing arithmetic circuits with carry-save
adder logic design optimizations can increase the speed by up to 30% [56].
This optimization was automated.

These comparisons suggest that good logic design may improve the
performance by 20% to 30%. Thus we attribute a factor of up to 1.3x
between a typical ASIC and a high performance design. Automated
approaches have been used to improve logic design, so a good ASIC should
be able to avoid this speed penalty (1.0x for custom vs. an ASIC using logic
design optimization techniques).
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3.5 The Performance Impact of Cell Libraries

While custom designs and ASIC designs are both built from libraries of
components, key differences exist in the composition of these libraries that
ultimately affect design quality. Custom libraries possess eight main
advantages. The cells are designed for specific and limited applications. The
cells encompass greater functionality and can consist of hundreds or even
thousands of transistors. Custom cells can employ a wide range of logic
styles including domino, DCVSL, and CPL. Few restrictions are placed on
the layout templates for each cell. The cell heights are taller, generally
between 12y and 18y. allowing more access to the ports within a cell and
allowing more routing to pass through the cell. The drive strengths of cells
are designed to match their intended loads. Individual transistor sizes can be
tuned to maximize performance. Also, the P:N ratios for gates can be
individually tuned to accelerate preferential edge transitions. As already
discussed each of these features directly impacts performance, area, energy
and effort.

ASIC designers have attempted to close the gap with custom chips by
adding an increasing number of “custom” features to their cell libraries and
their implementation flows. New libraries are increasingly similar to custom
libraries as the number of different drive strengths, the range of additional
functionality, the use of device tapering, and P:N ratio tuning [46] become
increasingly prevalent. However, ASIC libraries still have not adopted
aggressive circuit techniques due to the limited support in synthesis tools
and possible restrictions in the available functional test coverage.

3.5.1 Performance of Static CMOS Standard Cell Libraries

One element of the performance degradation of ASIC designs, relative to
custom, is due to the limits of the ability of ASIC libraries to approximate
custom designs in their transistor-level design and in their transistor sizing.
ASIC cells typically include design guard banding, such as buffering flip-
flops, which introduce overhead. More fundamentally, the discrete transistor
sizes of a library only approximate the continuous transistor sizing of a
custom design. With a rich library of sizes, the performance impact of
discrete sizes may be 2% to 7% or less [26][28].

Many ASICs standard cell libraries do not have enough drive strengths
for each gate, and sometimes only one polarity of a gate is available (e.g. 4-
input NAND, but no 4-input AND cell). While buffers will help drive loads,
a gate with more drive strength is more compact than using a lower drive
strength gate and a buffer to drive a load. More compact cells are faster,
because they reduce wire lengths. A cell library with only two drive
strengths may be 25% slower than an ASIC library with a rich selection of
drive strengths and buffer sizes, as well as dual polarities for functions (gates
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with and without negated output) [52]. A richer library also reduces circuit
area [38].

Transistors can be down-sized to reduce power consumption on paths
that are not critical. On critical paths, the transistors of gates should be sized
optimally to meet speed requirements. By reducing the size of transistors in
gates that are not on the critical path, the load on other gates is reduced.
Thus the speed is increased as well, because some gates on the critical path
have to drive less load capacitance. Sizing the transistors optimally can make
a speed difference of 20% or more [21].

If late arriving signals are closer to the gate output, the speed increases as
less capacitance needs to be (dis)charged. In liquid cells, transistors can be
rearranged within the gate to place late arriving signals closer to the gate
output. Resynthesis using liquid cells can move transistors to maximize the
adjacent drains and sources for diffusion sharing [32], reducing the size of
cells. Iterative transistor resizing and resynthesis can improve speeds by
20% [24]. In the future, tools for wire sizing along with transistor sizing may
be available. While buffers can be inserted and gate drive strengths increased
to drive larger wires, wire sizing can give a 5% speed improvement [11].

The performance of ASIC libraries for the same process varies. In our
experience, designs synthesized with different high speed libraries for the
same process may vary in speed by up to 10%. These libraries were process-
specific, and not optimized for the designs.

Another library impact on performance is using different cells to
implement logic with the same library. For example, scan flip-flops are
needed for verifying fabricated chips. Scan flip-flops are slower than D-type
flip-flops, because of the additional logic needed to set the value of the flip-
flop when testing.

Sometimes some library cells need to be excluded from synthesis (by
setting a “set_dont_use” attribute), because they are slower. Synthesis tools
may choose to use slower cells, because they are lower power or smaller
area, but it turns out that they slow down the critical path.

Synthesis tools will choose the largest drive strength of a cell to drive a
large fanout load. In the layout, the wire loads may be more than predicted
by the wire load models. The load is larger, but it is not possible to further
increase the drive strength of the cell. Buffer insertion may be difficult post-
layout. It may be better to synthesize without making the largest drive
strength of the cell available, and buffers will be inserted to help drive the
capacitance. Then the largest drive strength cell can be used in layout if it
turns out that the load is larger. This is advantageous, as the cell with larger
drive strength will have a similar footprint to the cell it replaces, and the
layout will not be perturbed.
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3.5.2 Design-Specific Libraries

Many designs have logic functions that can be better implemented with a
cell that is not available in the standard cell library. For example, the latch-
based Xtensa results would gain further improvement compared to flip-flop
net lists, if a drive strength X8 latch was added to the library (see discussion
in Section 4.1 of Chapter 7). The flip-flop net lists could use drive strength
X8 flip-flops for registers with large fanout, but there was no equivalent X8
latch available. As discussed in Section 3.2.2, the static implementation of
the 64-bit adder was 25% faster by using cells with skewed drive strengths.

The STMicroelectronics iCORE gained a 20% speed improvement by
using a library created specifically for this design. This was in comparison to
a large generic standard cell library, which had 600 cells. The design-
specific library took about 25 man-months to create — see Section 3.4 of
Chapter 16 for more details of their optimizations.

After layout, it is also possible to improve the speed of a design by
changing the cells while maintaining the same footprint. A prototype flow
implemented by Cadabra was able to increase the speed of a bus controller
by 13.5%, and the power was reduced by 18%. This optimization created
new cells based on the real loads seen in situ in the layout, with accurate
knowledge of the parasitics. Cells with skewed drive strengths were created,
optimizing the falling or rising transition time as needed. In total, 300 new
cells were generated, adding more drive strengths to the original library.
Chapter 9 discusses this in more detail.

Zenasis Technologies has developed a tool that generates complex static
CMOS cells to speed up a design. They report a 10% to 20% speed
improvement for moderate sized blocks of industrial circuits. Chapter 10
examines their flow and results.

3.5.3 Summary of the Impact of Cell Design and Wire Sizing

Optimizing wire sizes is not available in current ASIC synthesis tools.
Wire sizing contributes a factor of 1.05x. Creating design specific libraries
or including cells optimized for the design can give up to x1.25 speed
improvement. Creating new cells and characterizing these does take time,
and this is not part of the typical automated ASIC flow.

Together, wire sizing and design specific cells or libraries contribute a
factor of 1.30x between custom static logic and logic implemented using
gates from a generic standard cell library. In addition, the speed of high
performance libraries for the same process varies by 10%, so overall there
can be a factor of 145x between custom and generic standard cell
implementations.
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Graph of Capacitance versus Number of Fanouts
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Figure 4. This graph shows wire load models. The standard wire load model
is a default wire load model that comes with the standard cell
library. The 50% wire load models show the capacitance for
which 50% of all wires have less load — the 50" “percentile” wire
load model for the respective designs of 25K and 80K gates. Also
shown is the 80™ percentile wire load model for the 25K gate
design.

3.6 Better Performance with Better Layout

A typical ASIC flow does synthesis and place-and-route separately.
Synthesis needs to take into account the expected fanout loads of gates, so
that the gates can be sized correctly and buffers inserted, where necessary, to
drive large loads. The simplest approach in an ASIC flow is to use wire load
models to estimate the load for a given fanout. Figure 4 shows some wire
load models.

3.6.1 Wire Load Models

The typical load capacitance expected is specified by the wire load
model. Standard cell libraries come with a “standard” wire load model, but it
is recommended that a wire load model is constructed for the specific
design. Once the design has been place-and-routed, capacitances can be
extracted from the layout, and wire load models can be constructed. Then the
design can be synthesized with the design-specific wire load models, which
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should improve the results after place-and-route. Wire load models for a
design are specified by a percentile — that percentage of gates with a certain
fanout have load less than the capacitance given by the wire load model. A
larger percentile is more conservative, with a larger capacitance for a given
fanout.

Figure 4 shows the wire load models for two designs. The first design is a
small embedded processor of 25,000 gates. The 80,000 gate design is a
larger processor with a similar architecture. The standard wire load model is
also shown. The standard wire load model seriously underestimates the
typical load seen in both designs. While the two designs have similar wire
load models, the wire load models are different.

Synthesizing with a very conservative wire load model (e.g. 90%) results
in oversized gates and too many buffers. The size of the design increases and
the performance is worse. The additional capacitance of the larger gates
increases the power consumption and slows down the gates attempting to
drive the fanout. The wire lengths increase because the design is larger,
which also increases the loading. It is also bad to underestimate the wire
loads, as then the gates are too small, and it is difficult to fix this in the
layout step of the ASIC flow.

Typically, the correct wire load model to use is a wire load model
characterized from the layout of the design, with a percentile around 50% to
60%. The best percentile to use depends on the design, and some
experimentation is required.

+ Post-Placement
— Synthesis Estimate
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Nets Sorted by Fanout and Post-Layout Capacitance

Figure 5. Error in wire load estimation of a 2,000 gate design in 0.5um.
(Figure courtesy of Hema Kapadia and Mark Horowitz [36].)
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Using a characterized wire load model gives a worse clock period after
synthesis, because of the larger fanout capacitances, but the layout results
improve because the gates are better sized to drive the loads. Use of the
characterized wire load model reduced the clock period by 12% to 14% for
designs we examined, in an ASIC flow with Design Compiler for synthesis
and Silicon Ensemble for place-and-route.

Using the same wire load model for long nets with large fanout (e.g.
global inter-block wires) is not a good approach. Figure 5 shows the
inaccuracy of a wire load model for a 2,000 gate design in 0.5um technology
[36]. Unfortunately, the typical ASIC flow methodology uses one wire load
model and does not model these nets with larger fanout correctly. Possible
solutions are partitioning the design hierarchically with separate wire load
models for intra-block and inter-block wires, or performing resynthesis and
sizing optimization while doing the floorplan and global routing. Partitioning
the design into small blocks can increase the area somewhat, as optimization
of gates that connect between blocks may not be allowed. Thus it is not
advantageous to partition the design into very small blocks of gates. [36].

In the deeper submicron, the load presented by inter-module wires is
increasing relative to the load of gates. The wires are taller to reduce their
resistance, but this increases cross-talk capacitance. Inductance IR drops and
transmission line effects also need to be considered [33]. In earlier
generations, wires were only a small portion of the load, and inaccuracies of
wire load models could be tolerated, but this is no longer the case.

T
E g g
& b=t - E’ Partition Size E
s 2 ° s (Thousands of Gates) =
- E - = - - =
2 | 22 |400 200/ 100 50 25| =
5 E& 2
= O Z = |Clock Frequency (MHz) o
025 10 295| 315 328| 342| 357) 21%
018 20| 424] 449, 471 498| S18| 22%
0.13 40| 565/ 590 620! 650| 67 19%

Table 7. ASIC clock frequencies for different partition sizes. Clock
frequencies were estimated using BACPAC [55]. Parameters
typical of ASICs specified were 40% of the transistors were
memory, Rent’s rule exponent of 0.65 and logic depth of 30. All
other parameters were the default for the technology generation.
The speed increase is how much faster the design with 25K gate
partitions is compared to a design with 400K gate partitioning.
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3.6.2 Floorplanning and Global Routing

Better floorplanning can further improve the speed after final placement.
Partitioning breaks up the design into smaller blocks, and more accurate wire
load models can be developed for each block.

Sylvester et al. proposed a model for the impact of partitioning on
interconnect delay and the clock period [54]. Using this model, we compared
partitioning designs into partitions of between 25,000 gates and 400,000
gates. Larger ASICs were modeled in more advanced technology
generations, to represent increasing integration of system-on-chip designs.
The corresponding chip sizes were around lem?. From Table 7, a design
partitioned into blocks of 25K gates is about 20% faster than a chip with
400K gate partitions. Partitioning the design into smaller blocks reduces the
number of inter-block wires and the use of limited global routing resources
[54]. From this model, we estimate that partitioning a design carefully may
give up to a 25% improvement in speed.

After synthesis, Synopsys’ Physical Compiler tool performs resizing and
some resynthesis as the design is floorplanned and globally routed. After
synthesis and before detailed routing and cell placement, using Physical
Compiler can improve the speed by 15% compared to the same design with
the best choice of characterized wire load model. It can also compensate for
a poor choice of wire load models.

Floorplanning also needs to take into account noise. Long wires running
side by side have large cross-coupling capacitance. Low swing signaling will
reduce the amount of noise generated by a signal transition on the wire, and
shielding wires can reduce the impact of noise. Chapter 6 discusses the First
Encounter tool, which does floorplanning and takes into account crosstalk.
“Twisted pair” wiring can be used to substantially reduce inductive coupling
noise [65].

Even with the latest partitioning, floorplanning, and layout tools, ASIC
designs still have problems maintaining the RTL-specified hierarchy and
timing convergence. IP vendors that sell configurable synthesizable designs
cannot manually floorplan each configuration. The synthesizable 266MHz
Lexra L.X4380 could not use traditional place-and-route tools, because the
tools sub-optimally shifted logic between the boundary of modules. Lexra
eventually developed an in-house methodology that calculates the cycle time
dependency between blocks to constrain the allowable configurations, then
builds a floorplan based on this. Lexra requires several iterations for the
floorplan to converge [31]. Similar methodologies are used by custom
designs to determine the optimal layout. It is hoped that future EDA
floorplanning tools will better automate layout of carefully partitioned
designs.
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Cause Penalty (FO4 delays)

Timing Overhead (10 FO4 delays) R
High performance registers vs. D-type flip-flops 3
| Timingmargn 3
Slack passing 4
Logic Style (10 FO4 delays, e.g. domino logic) _ 10}

Tapering, sizing, PNratios |
Logic compression (more complex cells)
| Structure (25 FO4 delays)

_Partitioning design intoregions {7
Managing wires, accuracy of wire load models
. Global wires o : 6
Local wires 2
_LibraryCels
_ Good vs. mediocre standard celllibrary | 4
Design specific functions 6

Table 8. Summary of ASIC static CMOS maximum performance penalties
compared to custom domino logic.

Overall, we attribute a factor of up to 1.4x between the traditional ASIC
flow using wire load models, and a custom flow. This can contribute 15 FO4
delays to the delay of combinational logic in a typical ASIC. Small ASIC
designs can avoid this penalty by using more accurate wire load models, and
tools that perform partitioning, floorplanning, and resizing well. Larger
ASICs may need some manual intervention to improve results.

3.7 Summary of the Performance Differences between
ASICs and Custom Chips

Typical high performance microprocessors have a cycle time at or below
20 FO4 delays. Typical ASIC designs have cycle times between 40 and 65
FO4 delays for the same microarchitecture. Table 8 summarizes the causes
for this gap, and the most that they typically contribute to the delay. About
20 FO4 delays can be due to the differences in the quality of register
elements and clock distribution (10 FO4 delays) and the choice of logic style
for the circuit (10 FO4 delays). Exploiting the inherent design structure, with
the use of regions and good wire management, accounts for up to 15 FO4
delays. Another 10 FO4 delays can be attributed to the use of a good
standard cell library and design-specific cells. In comparison, process
variations within a generation and across generations can have a significant
impact. Changing to the next process generation reduces the delay by about
10-15 FO4 delays. Starting with an ASIC design, exploiting design structure
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is roughly equivalent to gaining a process generation. Adding custom circuit
techniques and high performance register elements is equivalent to gaining
another generation.

4. COMPARISON OF ASIC AND CUSTOM CELL
AREAS

Area overhead occurs when datapath functions are mapped to standard
cells. This growth in area has been quantified [9] for typical sized cells
(between 100%” and 400%%) and is equal to 10%-25% due to the alignment of
all cell interface geometries to the global grid; 0.5%-1.0% per extra
protection diode contact and between 20%-40% due to both the differences
in P:N ratios used; and the differences in the absolute number of p-channel
MOSFETs within traditional standard cells as compared with datapath cells.
The basis of this data is a comparative study of a 91-cell static CMOS
standard cell library and 82-cell static CMOS datapath library. As the circuit
style in both cases was static CMOS, these results of a 1.3x to 1.5x area
penalty and corresponding increase in %’/T cost form a lower bound on the
actual penalty. Datapath cells employing only NMOS pass gates, or domino
logic styles will have even greater density gains over the static CMOS logic
in the baseline standard cell set due to the further elimination of parasitic p-
channel MOSFETs, and compression of logic depth. Datapath cells
implemented in either differential domino or DCVSL styles also benefit
from reducing the number of inverters required.

4.1 The Costs of Grid Alignment and Reduced
Encompassed Functionality

Standard cells designed for a traditional ASIC flow rely on automated place
and route (P&R) tools to position cells and make the final signal
connections. To operate efficiently, automated P&R tools typically require
input and output ports for each cell to be aligned to the routing grid. In
addition, place and route tools require that all edge geometries be “on-grid”.
Both these requirements exist to reduce the complexity of the placement and
routing problem by abstracting each cell’s geometry and restricting the
number of valid locations seen by the tool. This compatibility requirement
results in an inherent handicap in layout density. Figure 6 shows the
reduction in area that could be achieved by abutting two cells.
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a) b)

Figure 6. By abutting the two cells in (a), their combined area (b) is
reduced.

The left most cell in Figure 6 is constructed to be compatible with the
place and route tools and thus is aligned to the grid and must maintain a
valid design-rule clearance (typically half the minimum spacing rule for the
relevant geometry) along the edge of interest. The rightmost cell
demonstrates the potential density improvement when cell geometry can
exist up to the edge of the cell.

The depicted situation represents only abutment in the x-direction, the
actual potential for lost usable area extends also in the y-direction.
Ultimately, the maximum cost is one routing track (¥) in each direction.
Small cells are more heavily penalized. For example, the penalty for a cell
with a fixed area of 64 ranges from 23% to 29%, as cell height is varied
from 8y to 16x. In contrast, given a fixed cell area of 144y? the penalty
varies between 16% and 17% as the height is changed from 8y to 16y%. The
percentage of lost usable area is equal to the increase in x*/T cost. Each cell
boundary adds inefficiency. Finally, the requirement to be on-grid
contributes to area growth especially when several simple standard cells are
grouped to implement a more complex datapath function. In Figure 7, three
different register elements [9][37] are shown. In each case the same circuit
netlist was implemented first in a custom methodology and then with grid-
alignment constraints for compatibility with P&R. The cell height in all
cases was 14y. The difference in area and transistor cost varied from 11% to
25%.


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=147

High-Speed Logic, Circuits, Libraries and Layout 131

Register R/W Ports Register Bit Pipeline Latch

Custom Grid Aligned Custom Grid Aligned Custom Grid Aligned

Figure 7. Examples of grid aligned and custom cell layouts.

4.2 The Impact of Extra PMOS Devices and Differing P:N

Sizes and Ratios

In total, P:N ratio differences, transistor sizing differences increase both

cell area and X¥T transistor cost by 25%-50%. The circuits employed in
most traditional static CMOS standard cells are designed with a P:N ratio of
between 1.5:1 and 2:1, for either optimum speed or balanced rise and fall
times respectively. The structure of the typical standard cell layout template
reflects this as the N-well occupies slightly more than half the cell area. This
distribution of N-transistor and P-transistor areas is a handicap when
traditional standard cells are used to implement custom functions.
Specifically, there are two main penalties:

I

Mapping N-dominated datapaths into the balanced standard cell
circuit style results in area inefficiency. The partition of cell area in
balanced CMOS standard cells restricts the size and number of NMOS
transistors that can be implemented. The smaller useful area for NMOS
transistors further increases both the xsz transistor cost of each cell and
the total number of cells needed to emulate a custom function. The
included P-transistors further increase effective transistor cost and
decrease layout efficiency.

Mapping N-dominated datapaths into the balanced standard cell
circuit style results in a degradation in timing. The extra PMOS
transistors present additional parasitic loading. Datapath cells can vary
P:N ratios to “prefer” one transition over another. Datapath cells can also
take advantage of tapering device sizes to further tune performance.
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Library # Cells | Average # Transistors/Cell | Wp:Wn

Static CMOS Standard Cell 68 ) 85| 1.50:1
without inverters and buffers 54 9.8] 1.80:1
Static CMOS Datapath 66 9.0] 1.04:1
without inverters and buffers 52 11.0] 0.93:1

Table 9. P:N Ratios for standard cells and datapath cells.

Technology| Foundry A (fJ)| Foundry B (fJ)| Foundry C (fJ)| Custom (fJ)
0.25um 66 60 25 12.7

Table 10. Switching energies for a min-sized 2-input NAND in different
foundries.

Static datapath cells attempt to either eliminate PMOS parasitic devices
or minimize their size. As a result, it is common to have both the per-cell
P:N ratio and the total p-channel MOSFET width (Wp) to total n-channel
MOSFET width (Wn) ratio equal to less than 1:1. Table 9 shows the Wp:Wn
ratios from the survey of a static CMOS standard cell library and a static
CMOS datapath library. The average number of transistors per cell in the
datapath library is higher reflecting the aggregation of more complex
functions and the opportunity for logic depth compression.

In addition, the average size of transistors in standard cells is greater than
that of custom cells implementing the same functionality. Since the specific
application environment for custom cells is determined a priori, they are
generally smaller and exactly matched to the actual in situ load. No
foreknowledge, however, is available for standard cells. The transistor-sizes
for the minimum allowable standard cell gates are generally larger than the
design rule minimums set by the underlying technology. A survey of the
energy per min-sized 2-input NAND gates for a set of contemporary 0.25um
processes and related standard cell libraries shows that a factor of 2 to 5
difference is typical. This factor of 2 to 5 beyond the actual technology
minimum can degrade performance by increasing input loading and
increasing energy dissipation, as shown in Table 10.

4.3 Cell Bit Height — Partitioning Global and Local
Resources

In an effort to increase area efficiency, semiconductor foundries provide
“high density” cell libraries. These libraries are designed to increase the
reportable gates/mm’ metric. This metric is based on the number of 2-input
NAND gates that can be fabricated and not on the number that can be
usefully connected. The cell width of a minimum sized 2-input NAND is
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technology independent and is fixed at either 3.5y or 4y based on the
configuration of power distribution to the cell. Thus, to maximize the
gates/mm’ metric, the cell height for the library must be minimized,
resulting in 7y and 8y cell libraries. While the result is an admirable
gates/mm’ value (114Kgates/mm’ in 0.18um), this metric proves to have
little real value as designs typically achieve less than 40% of this maximum.
The short cell height greatly reduces the usable inter-cell routing resources
and thus has an adverse impact on the block and global assembly. Typically,
datapath cells have a cell height of 12x to 16y enabling more inter-cell
routing per required port connection and allowing more functionality to be
collected within the cell. Both of these features reduce the absolute number
of required inter-cell connections.

4.4 Extraneous Diode and Substrate Contacts

Standard cells must operate in arbitrary placements and can be driven by
unpredictable driving circuits over undetermined distance and through
unspecified metal layers. Thus, they must incur the additional overhead of
both internal diode contacts on inputs and full well and substrate ties to
ensure functionality. In comparison, datapath cells are optimized for a
specific placement and a specific set of input drivers, output loads and
detailed routing paths. Also, unlike standard cells, the power distribution and
required well and substrate ties are usually included in stitch cells that
amortize the overhead over 8 to 16 cells.

For standard cells, the requirement of diode contacts on silicon gates
contributes a small additional inefficiency to the layout density. Diode
contacts are required on each silicon gate that is connected to metal routing
beyond a certain length threshold and which is not already driven by a
transistor source or drain. Traditional standard cells encompass less
functionality than datapath cells. More diode contacts are required as the
additional input/output ports are exposed at the cell interfaces. If instead,
cells encompassed greater functionality, these ports would be subsumed in
intra-cell connections. Also, in the custom case, the designer knows exactly
which outputs are already driven from the source or drains of transistors, and
can be used directly to connect to the gate of another, implicitly forming the
required diode. Traditionally, automatic place and route tools, due to the
greater number of interfaces required by simpler logic cells and design
complexity, have not been able to do this. Avant!’s place and route tools do
support diode insertion [5], and standard cell libraries that don’t include
diodes in each cell can take advantage of this, reducing the cell area.
However, not including diodes in each cell causes the library to be
incompatible with other placement tools that do not have diode insertion.
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The absolute penalty due to extra diode contacts depends on the specific
design rules of the selected process. However, it isminimally 1%’ of routing
resource and 1.2y of additional device area per contact. The actual impact
can be greater as the additional metal resource requirements can also
increase routing congestion. Well and substrate ties have similar impact as
the generally require 2%’ of routing resource per and 2.5%* of device for
each.

4.5 Summary of Standard Cell Overheads

We have examined a range of area penalties within standard cells.
Applying these penalties to an example 200y’ standard cell results in the
following costs: 40% for p-channel MOSFETSs and P:N ratios and sizes, 15%
for grid alignment, 10% for poor intermediate routing utilization from too
narrow cell height, and 1-2% for extraneous diode contacts and
well/substrate ties. The cumulative result is a 55% less dense cell (i.e. 1.8x
size growth) and a corresponding 80% growth in %*/T cost. Further costs can
accrue as it may take several 200%’ standard cells to replicate the
functionality of the original custom circuit.

5.  ENERGY TRADEOFFS BETWEEN ASIC CELLS
AND CUSTOM CELLS

“High performance design is low power design” — Mark Horowitz

This statement captures the essence of the benefits of efficient custom
circuit styles in minimizing energy dissipation. The energy-delay-product
(E7) ofa circuit is a useful metric for efficiency. We use four equations from
[16] to define delay (7), energy (E), energy delay product (E7) and dynamic
power (Pgynamic). The delay is a function of the load (Cieaq), the power supply
voltage (Vpp) and the device current (/pss). The device current (/pgs) is a
function of the transistor transconductance (f), the supply voltage and the
threshold voltage (Vry). The exponent, «, is equal to 2 for low field
transistors and approaches 1.25 in modern n-channel MOSFETs. The
transistor transconductance is proportional to the transistor width divided by
the transistor length, W/L. The dynamic power dissipation (Pgymamic) 1S equal
to the energy multiplied by the toggling frequency (fogere)-

(29) T o C.’oad VDD — C.‘oaa"VDD -
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Assuming @ equal to 2, when the value of Vpp is large compared to Vg,
the -2V7u/Vpp term in (6) dominates and the energy-delay-product decreases
linearly with decreases in Vpp. The reduction in operating voltage yields a
quadratic reduction in energy and power with only a linear decrease in
performance. However, as ¥pp becomes comparable to ¥4, the increase in
delay cancels the decrease in energy and negates the benefits of reducing
Vpp. Energy dissipation is still decreasing beneficially, but the energy-delay-
product is not. When ¥pp is equal to 7y, the E7 approaches infinity as the
delay increases rapidly. Linear reductions in the capacitive load cause linear
reductions in delay and quadratic reductions in the energy-delay-product.
When « is less than 2, the improvement of energy-delay-product with
reduced Vpp is sub-linear and E7 becomes larger more slowly as Vpp
approaches .

A lower energy-delay-product enables operation at higher speeds with
the same energy, or the same speed with lower energy. Dynamic circuit
techniques can produce designs with £7 more than a factor of two smaller
than those of standard static CMOS circuits [1][2]. Dobberpuhl et al.
[19] [43] further demonstrated that many of the same high-performance
dynamic circuit techniques used in the first Alpha 21064 microprocessor
could be used to also to achieve energy efficiency in the SA-110 Strong-Arm
MICrOprocessor.

As described in Section 3, ASIC designs are between a factor of 2 to 3
slower than custom designs. Much of the difference is due to oversized
transistors and inefficient routing, which increases Cioes. Bums et al. [8]
reported a 50% reduction in power, with no loss in performance, after
automatically customizing standard cells to match drive strengths with actual
loads.

5.1 Circuit Efficiency Leads to Lower Energy Dissipation —
An Example

Reducing parasitic capacitance enables a design to run faster and reduces
the energy required for each switching event. The ability to run faster
enables the reduction in operating voltage to gain the pp’ energy and power
savings. We illustrate this principle by examining the static and domino-
style circuit implementations of a simple logic function: Y = ABCDEF + G
in a 0.18um technology at a PVT of TTLH (100°C, 1.65V). The schematics
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for both circuit implementations are shown in Figure 8. The static version of
this function is implemented in 24 transistors organized as four gates: 2-
input AND, 4-input AND, AOI21 and 4X INV. The resulting circuit requires
3.85 FO4 delays and 95nW of power. Importantly, none of the transistors
can be minimum size to achieve this speed. In contrast, of the 22 transistors
in the footless domino circuit (derived from [6]), 8 are minimum sized. Also,
while the static CMOS circuit requires 12 p-channel MOSFETS, the domino
circuit uses only 9. More importantly, the total Wp for the static gates is
19.8um, while the domino gate has total Wp of 5.3um, representing less than
one-third the parasitic loading. At maximum performance, the domino
circuit requires 2.3 FO4 delays and dissipates 222nW (1.7x faster for 2.3
times the power). Reducing the operating voltage of the domino circuit to
1.23V allows the gate to operate with the same 95nW of power as the static
design while providing an 8% increase in speed. Alternately, reducing Vpp
further to 1.19V results in an 11% reduction in power, while operating at the
same speed. The drawback of the domino circuit is that it is more subject to
noise.

r1[‘ I—-il:' ri['
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Figure 8. Two Implementations of ¥ = (ABCDEF) + G. (a) shows the
footless domino implementation without a keeper. The static
CMOS implementation is in (b), with a 4-input AND and 2-input
AND, followed by an AOI21 then an inverter.
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Delay and Energy versus Different Inverter Sizes
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Figure 9. Delay and energy for increasing inverter sizes with a fixed load.

5.2 Energy Efficiency versus Performance

Each circuit has an energy efficient operating point that is a function of

its structure, timing, supply voltage and capacitive loading. Custom circuit
techniques that minimize parasitic loading increase the maximum efficient-
circuit-speed. When this efficient-circuit-speed is insufficient and additional
performance is required, circuit designers can choose to trade energy
efficiency for speed.
Designers choose performance over efficiency when they attempt to reduce
delay by simply increasing the drive strength of gates. Figure 9 shows the
delay versus energy curve for an inverter in a 0.35um process. While a factor
of four increase in drive creates a factor of 2.5 decrease in delay, it requires a
factor of four increase in energy dissipation. At the extreme, a factor of 32
increase in drive, with a corresponding factor of 32 increase in energy
dissipation only reduces delay by a factor of 4.

5.3 Summary of ASIC and Custom Circuit Energy
Differences

The most effective method to reduce both energy and power dissipation
is lowering the operating voltage. High-performance custom circuit
techniques such as domino and DVCS can have energy-delay-products that
are half the value of standard static CMOS logic [2] despite higher relative
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power requirements. By eliminating inefficient PMOS devices, these custom
techniques reduce delay by a greater factor than the corresponding increase
in power requirements. Operating these custom circuits at reduced voltages
can take advantage of this difference and result in a factor of two
improvement for both energy and power over well-optimized static CMOS
logic. Due to the mismatch of drivers and loads and the additional routing,
the power efficiency of static logic commonly found in ASIC chips can be
worse by a further factor of two [8]. In total, ASIC logic may consume 4x
the power and has a quarter of the energy efficiency of custom logic.

6. FUTURE TRENDS

The continuation of technology scaling will pose additional challenges in
circuit design and library creation. There are four primary trends. First, the
combination of aggressive operating voltage scaling and limited threshold
voltage scaling will cause increased leakage current and leakage power. The
resulting decrease in the Vpp/Vyy ratio limits transistor stack heights within
circuits and reduces the effectiveness of pass-gate logic. Second,
interconnect delay will increasingly handicap long wires. Third, the
increasing complexity of designs further restricts the ability of designers to
customize. Finally, the layout requirements to facilitate Optical-Proximity-
Correction (OPC) and Phase-Shift-Masks (PSM) will complicate the design
of library components.

Standard static CMOS logic scales well with technology. In contrast, the
reduction in the Vpp/Vry ratio reduces the benefits of some custom circuit
techniques. The performance of pass gate logic styles deteriorates as the
difference between Vpp and Vg shrinks. Limits in the number of transistors
in a stack reduce the allowable depth of the n-channel MOSFET logic trees
in domino and DCVSL circuit styles, potentially reducing the amount of
logic compression. While some of the advantages of custom circuit
techniques will be diminished, they will nevertheless maintain both a
performance and area advantage over standard static CMOS. In addition,
new logic families such as Current Mode Logic (CML) [1] have been
proposed that are energy efficient and possess good performance and result
in a low energy-delay product. In the near future, ASIC libraries will still be
implemented in static CMOS due to its robustness, scaling properties, and
the existing infrastructure for synthesis and functional testing. With higher
leakage in future process generations, domino logic will require “keepers”
(or wider keepers) to avoid leakage draining the stored charge. Custom
designers will increasingly migrate to DCVSL and CML styles as reductions
in transistor stack height increasingly penalize domino styles for requiring an
additional pre-charge p-channel MOSFET and keeper.
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The combination of the importance of interconnect delay, the increasing
difficulty to manually customize designs, and the added complexity of OPC
and PSM will require ASIC design flows to increasingly adopt custom
techniques, and custom design flows to increasingly adopt design
automation. High-quality libraries will continue to grow in importance as
designers struggle to deal with increasing chip complexity. The differences
between ASIC libraries and custom libraries will continue to shrink.
Compared with libraries for prior technology generations, current libraries
have a larger total number of gates, a wider range of drive strengths,
increased functionality, and increased specialization of cells. In addition,
some libraries [46] have added automatic device tapering, cell creation,
sizing, tunable P:N ratios and the ability to selectively insert low Vry
devices to further increase performance. Continuing advances in CAD tools
will shrink the difference between ASIC design flows and custom design
flows. As a result and in parallel, the quality gap between ASIC and custom
design will shrink as well.

6.1 The Future of Domino Logic

Figure 2(b) shows the basic structure of a domino logic gate with a
keeper. The keeper maintains charge at the precharge node if the output is 1,
which stops leakage current draining the stored charge. In future process
generations, the leakage current will increase as the supply voltage and
threshold voltage are scaled down to reduce the power consumption. The
threshold voltage needs to be reduced as the supply voltage is scaled down,
in order to minimize the increase in the delay 7, which can be seen from
Equation (29).

The leakage current is exponentially dependent on the threshold voltage,
so leakage will become a significant issue. Greater leakage current requires
that the keepers be larger to combat the drain of the stored charge. In turn,
the pull down network must be larger, providing more current, when the gate
actually needs to be pulled down to zero. Thus the transistor widths for the
keeper and pull down network must increase in size, penalizing domino
logic.

7. SUMMARY

In this chapter, we have provided an overview of the differences in
performance, density, and energy efficiency between the cells and building
blocks used in custom chips and those used in ASICs. We introduced a set of
technology independent metrics to help designers compare design quality
between chips and across fabrication processes. Calibrating design
performance in fanout-of-4 inverter delay enables a quick estimate of
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relative performance. Examining the %*/T transistor provides immediate
insight into relative layout efficiency. Comparing the per-bit energy
requirement for a circuit to Epj, Enang, and Einy is a measure of relative energy
efficiency. Focusing on the number of unique transistors in a design and the
tunique/Wk productivity provides a more accurate model of required effort.

We have provided a set of benchmarks to enable designers to gauge the
relative quality of their designs. The reference custom domino design
achieves a cycle time of 20 FO4 delays and has transistor costs between 6-
8%*/T. In contrast, a high quality ASIC achieves a cycle time of 40 FO4
delays and has transistor costs between 11-16x*/T. Finally, an average ASIC
design has a cycle time of 60 FO4 delays and a transistor cost of between
16-25%%/T. The energy efficiency of the custom designs can be twice that of
high quality ASIC designs and over four times that of average ASICs.

The four key differences between the performance of custom designs and
ASICs are, with approximate maximal contributions of FO4 delays: the
quality of the register elements (3 FO4 delays); the attention and
customization of the clock distribution network (3 FO4 delays); circuit logic
style (9 FO4 delays); floorplanning and accurate wire load models (15 FO4
delays); and logic design and cell design (10 FO4 delays).

There is typically a factor of 3 difference in area between custom designs
and ASICs. The four main causes of the poor relative density in ASIC chips
are the need for p-channel MOSFETs and sub-optimal P:N ratios (40%); the
requirement for grid alignment (15%); and the additional congestion caused
by the short cell heights used in standard libraries (10%). Finally, the
remaining factor of 1.6 is attributable to the logic compression gained from
employing dedicated custom complex functions instead of collections of
simple cells.

It is harder to exactly quantify the differences in energy efficiency and
effort. However, the sources of both are clear. The energy efficiency contrast
between the two styles is caused by the additional p-channel MOSFETs
required in the static CMOS logic used throughout ASIC cell libraries. The
energy-delay-product can be 2x smaller for custom circuits compared to
optimized standard static CMOS designs. The additional effort required to
create a custom chip is the result the significantly larger number of required
unique transistors.

As technology scales and design complexity grows, designers need more
methods to sift through the large number options in technology, logic,
circuit, and library elements to achieve their goals. It will be increasingly
important to provide designers with the tools to identify key design
structures and create specialized library components. Ultimately, the quality
of each design depends on the creativity of the designers and their ability to
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versus the fastest chips produced in another (see Section 4). Even a single
semiconductor company may have several different versions of the same
process technology.

Much performance variation can also be attributed to random process
variation around the nominal point. The highest clock frequency chips
produced in a fabrication plant may be 20% to 40% faster than the slowest
chips produced. (This estimate was based on the spread between fast and
slow process conditions reported in [1] and communications with Costas
Spanos, Chenming Hu and Michael Orshansky at UC Berkeley.)

Process variation can be caused by a number of factors discussed in
Section 2. The behavior of the circuitry also depends on the operating
conditions. Based on the variation in performance of chips produced within a
process technology and a set of operating conditions, a foundry releases
models for worst-case, typical, and high-speed performance. The models
used by designers determine the achievable circuit performance, and it is
important to understand the limitations and conservatism of these models.
There are multiple sources for performance variation of IC designs arising
from processing-related issues. Section 1 provides an introduction to the
process and operating conditions for which chips are designed. The cost for
better operating conditions is discussed. The speed variation of ASICs due to
process and operating conditions is examined.

Section 2 discusses statistical process variation and its impact on chip
performance, Section 3 looks at the impact of continuous process
improvements on the achievable chip speed, and Section 4 compares
different process implementations of the same technology generation. The
differences between custom and ASIC chips due to process and operating
conditions is summarized in Section 5. Section 6 concludes with how ASICs
can improve performance compared to worst case process and worst case
operating conditions.

1. PROCESS AND OPERATING CONDITIONS

Standard cell libraries for a given foundry are characterized for several
different process and operating conditions. The operating conditions are
defined by the nominal supply voltage and operating temperature. The
process conditions correspond to the speed of chips fabricated based on
models provided by the foundry: slow (worst case), typical, and fast.

ASICs synthesized for slow process conditions will give a high yield at
the post-layout clock frequency. There will be less chips of a higher clock
frequency corresponding to fast process conditions. ASIC vendors are
ultimately paid for packaged parts that work at the required speed, so ASIC
designers must design for process conditions that will ensure a high yield.
Thus ASIC designers typically assume worst case process conditions.
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If faster chips can be sold at a premium, it is advantageous to speed bin
chips. Chips are tested at several clock frequencies and then speed binned
into groups of chips that have the same valid operating frequency. Through
speed-binning, chips can be sold at clock frequencies corresponding to fast,
typical and slow process conditions.

The specification for the operating conditions varies. Slow operating
conditions are at a lower supply voltage and higher temperature, typically
100°C or 125°C. Sometimes 90% of the nominal supply voltage Vppis used
for the worst case supply voltage. Note that 90% of ¥pp may be observed in
normal operation due to variations in supply voltage (e.g. due to ground
bounce) [Andrew Chang, personal communication]. Similarly, 100°C to
125°C are commonly used as worst case operating temperatures for some
embedded applications [9]. Thus slow operating conditions may be quite
realistic and not pessimistic — it depends on the application. Typical
operating conditions are often specified at the nominal supply voltage and
room temperature (25°C). Fast operating conditions are at a higher supply
voltage and below room temperature.

Whether operating conditions are optimistic or pessimistic depends on
the actual range of conditions within which the chips will be used.

The conditions for worst-case power consumption are different to worst
case speed conditions (worst case process and worst case operating
conditions). The worst-case dynamic power consumption is at the highest
operating clock frequency (e.g. at fast process, high supply voltage and low
temperature conditions). The worst-case leakage power is at higher
temperature and higher supply voltage.

1.1 A Higher Supply Voltage Increases Drive Strength

Chapter 4, Section 5, has a more detailed discussion of the energy
dissipated by gates. We present the essential information here to discuss the
supply voltage operating condition.

Consider the impact of supply voltage on the drive current. The
saturation drive current Ipg4ris given by [49]

4 a
1 IDSAT :TB(VDD —Vm)

where W is the effective channel width and L is the effective channel length
of an equivalent inverter. Vpp is the supply voltage to the gate, and Fpy is the
threshold voltage of the transistors. B and a are empirically determined
constants, where a is between 1 and 2 depending on the technology. The
constant B is determined by transistor characteristics [44]:

(2) Becpe,lt,
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where g is the carrier mobility, which is determined by the temperature,
electric field strength, and impurity concentration. The electric permittivity
&, 1s the permittivity of the gate oxide, and ¢, is the thickness of the gate
oxide. Reducing the gate oxide thickness is one method of increasing the
speed of a process, because it increases the drive strength. Increasing the
gate oxide’s electrical permittivity can also increase the speed. Intel
increased &, by 10% in their 0.13um (60nm effective gate length) process
[61].

A larger drive current (dis)charges load capacitances faster, increasing
the speed. From (1), the drive current can be increased by increasing the
width of transistors, the supply voltage, or reducing the threshold voltage.
The speed can also be increased by reducing the load capacitance (e.g. using
smaller gates off the critical path).

Gates with wider transistors and higher drive strength are provided in a
standard cell library, and are utilized in synthesis and layout to reduce the
delay on critical paths (Section 3.5 of Chapter 4 discusses standard cell
libraries). While increasing the drive strength reduces the delay, the power
consumption increases substantially — preceding gates must also have their
size increased to drive the increased capacitance of the wider transistors.
Section 5 of Chapter 4 discusses the additional energy consumption.

Increasing the supply voltage increases the drive current and the dynamic
power dissipation. The dynamic power dissipation P jynemic 0f discharging and
charging a capacitance C, switching at frequency fi,egre. is [44]

(3) Rfyunmir = CVDID f;oggfe

where the switching frequency is for a cycle of the capacitance’s voltage
from Vpp to ground then back to Vpp.

When static CMOS gates switch, there is also dynamic power
consumption due to short-circuit current. When the gate switches, there is a
period of time when both the pull-up and pull-down networks are conducting
and there is current from the supply to ground through the gate. Short-circuit
current is not significant if the input rise (fall) time is close to the output fall
(rise) time [14], and is less than 10% of the dynamic power consumption if
the input and output transition times are similar in a well-designed process
technology [16]. Therefore the dynamic power is dominated by the
capacitance charging and discharging power consumption for a well-
designed circuit.

Higher supply voltage increases the drive current, speeding up the circuit,
at the expense of increased dynamic power consumption. The increase in
drive current with supply voltage is at best quadratic. The increase in speed
with voltage is roughly linear or worse, because the charge stored on a
capacitance Cis CVpp. For typical high-speed operating conditions (not low
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voltage for low power) in 0.13um and 0.18um, the dependence of the circuit
speed on voltage is approximately linear [23][60][65]. From (3), the increase
in power consumption is quadratic.

The transistor threshold voltage can also be decreased, but there is static
power consumption due to the subthreshold leakage current I,; which
depends exponentially on the threshold voltage [57]:

@) I, =kx107m " w

where k is the reverse saturation current [67], and Vg is the subthreshold
slope in mV/decade. It is common for high-speed designs to take advantage
of low threshold voltage on critical paths. The exponential dependence of
leakage current on threshold voltage limits reduction in the threshold
voltage, and static power dissipation is becoming of increasing concern [57].

The transistor threshold voltages are controlled by the threshold-adjust
implants in processing. Generally ASIC designers have only a few choices
of standard cell library threshold voltage (e.g. a designated low threshold
voltage library corresponding to high speed and high leakage, and a
designated slower library with higher threshold and lower leakage). By
modifying the threshold adjust implantation in the process, custom designers
can optimize the transistor threshold voltages for the design [57]. The
maximum supply voltage for a process is specified to ensure device
reliability, primarily, to prevent breakdown of the dielectric. Still, ASIC
designers can choose a fairly wide range of supply voltages for a given
standard cell library, to trade off performance versus power.

1.2 A Higher Temperature Reduces Circuit Speed

A higher operating temperature increases wire resistance. It also changes
the transistor threshold voltage and decreases the carrier mobility, increasing
the resistance of transistors and decreasing the drive current [15]. Thus
higher temperatures reduce circuit speed.

The theoretical limit for the subthreshold slope Vg is

(1) V,, =1log,10xkT /q = 60 mv/decade at room temperature

where k is Boltzmann’s constant, T is the temperature, and ¢ is the charge of
an electron. In general, the subthreshold slope is proportional to the
temperature. Thus increasing the temperature also increases static power
consumption, because the leakage increases as the subthreshold slope is
proportional to the temperature [44]. The leakage current can increase by a
factor of a hundred as the temperature increases from 25°C to 125°C [22].
While the chip temperature may be lower than worst case operating
conditions, 125°C is a conservative estimate for modeling standard cell
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library delays, which allows for spot temperatures that are higher than the
average temperature on the chip.

Operating temperature is limited by the ambient temperature and
available cooling methods [9]. The ambient temperature near a car engine is
165°C. Many embedded applications are limited by low cost or battery
lifetime (if portable) and cannot afford to use cooling devices, operating at
up to 125°C with passive cooling. A higher power chip will have higher
operating temperature, as more heat is dissipated.

1.3 Custom versus ASIC Operating Conditions

It is difficult to infer the impact of increasing supply voltage on the speed
of PC processors. The faster processors will be able to run at the clock speed
of the lower speed bins with lower supply voltage, but some of the chips in
the lower speed bins will need a higher supply voltage to operate correctly.
For example, when process variation causes transistors to be slower, and
hence the design operates at lower clock frequency for the same supply
voltage. Increasing the supply voltage is a standard technique used when
over-clocking chips [68]. However, a higher supply voltage increases the
power consumption, and this reduces the battery lifetime.

Temperature is the other important operating condition. Increasing the
temperature of an integrated circuit requires increasing the capability of the
package to withstand and dissipate heat. With an ambient room temperature
(nominally 25°C) and appropriate fans and heat sinks, AMD chips have run
at operating temperatures in the range of 65°C to 95°C [38], and Intel chips
have run at 55°C to 100°C [39]. More exotic cooling devices can be used to
lower the temperature and improve performance. KryoTech sells systems
with Freon-based refrigeration, and has shown speed improvements in K6,
K6-2, Athlon, Pentium Pro, Pentium II and Alpha 21164 chips by 25% to
43%, by cooling to —<40°C and increasing the core supply voltage [5][20][33]
[53].

Table 1 lists a variety of devices for cooling PC processors. Peltier
thermoelectric conductors conduct heat better from the chip, but there can be
condensation. The Peltier thermoelectric conductors consume a substantial
amount of power, and the hot side of the conductor is much hotter than when
using water as a coolant [48]. Water and Freon coolants can dissipate
substantially more heat than air-based cooling approaches, but are very
expensive, requiring pumps and a method of cooling the recirculated
coolant. Water is cooled via radiators exchanging heat with the surrounding
air. Freon is cooled by the same technique as used in refrigerators,
expanding the Freon from a liquid to a gas to cool it. Condensation causes
device failure, and solutions to avoid condensation are expensive, thus
cheaper water and Freon cooling methods operate at room temperature.
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|heatsink and fan $10 to $50] air 1to4 25140 to 80)
Peltier thermoelectric conductor, $50t0$100| air [50to80| 25| 0to 10
heatsink and fan
|recirculated water cooling $150 to $230] water 15 25 40]
freon vapor phase cooling atroom{ ¢35 5400] freon 140 25| 30
temperature
freon vapor phase cooling 1,000 to $2,000] freon 160 -50 -40

Table 1. Costs and temperature ranges of some available cooling devices
for Intel and AMD processors [6][42][45][47][48][53][54][56][59]
[62][70]. The power consumption of the water cooler was
estimated based on the radiator and pump components.

Exotic cooling techniques, such as Freon refrigeration, have regularly
been used only in very expensive mainframes, such as the Cray [17]. The
performance improvement does not generally justify the cost for use of
refrigeration even in high-performance CPUs, as a 40% speed improvement
is out-paced by improvements in modern processor speeds within a year. If
the refrigerated processor can be upgraded without replacing the
refrigeration system, then the cost of purchasing the refrigeration system can
be amortized over a longer time period. However, Peltier devices and
refrigeration systems also have high power consumption, which must be
factored into the cost.

Both heat sinks and fans significantly increase the overall system cost by
around $10 to $50 in the current market. This cost increase will only be
acceptable to a few ASIC designs, as many ASICs sell for as little as several
dollars. Cost-conscious ASIC designs will be limited to plastic packaging,
with only passive power dissipation, dissipating around 2 W for hand-held
appliances [9].

The packaging can also affect the speed. In the 1GHz Alpha
microprocessor, using flip chip packaging instead of wire bond allowed
about a 10% increase in clock frequency [10]. Wire bond packaging
connects pins to the perimeter of the die, whereas flip chip packaging
mounts pins over the surface of the chip. Wire bond packaging was worse
because the Alpha can draw more than 40A of current, which results in a
detrimental IR (voltage) drop in wire bonds delivering current to the center
of the chip [10].
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Frequency | Voltage | Max. Power Pin
(MHz) ) W) Count
Mobile Celeron 1133 1.45 23.8|478 pins
Ultra Low Voltage Mobile Celeron 650 1.10 7.01479 balls

Table 2. Characteristics of two Intel Celeron microprocessors. Both chips
have dimensions of 11.2mm by 7.2mm, an area of 80mm?’, and use
micro-FCPGA packages [39].

The next example illustrates the speed reduction imposed by power
limitations of ASIC packaging.

1.4 Performance Penalty Imposed by the Tight Power
Constraints of ASIC Designs (contributed by Michael
Orshansky)

A factor that limits the maximum clock frequency achievable in ASIC
designs is a lack of cheap packaging solutions comparable in their
performance to the packages used for the high-end custom designs. For
example, the mobile Intel Celeron processors utilize the advanced socketable
micro-FCPGA and surface mount micro-FCPGA packages. These packages
have a very high thermal conductivity and are capable of effectively cooling
the chip. This permits a significantly higher level of power dissipation than
the cheaper packages available to ASIC designers. The situation is further
aggravated by the external cooling solutions available to more expensive
custom chips. These solutions are too costly for ASICs, and further limit the
choice of packaging solutions, and therefore, maximum power levels.

It is instructive to estimate how much performance penalty is imposed
onto the ASIC chips by the requirement of lower power consumption levels,
compared to the custom chips. To estimate the power-related performance
loss, we calculated at what speed the fastest custom processor would run, if
it had to conform to the power limitations typically encountered by the ASIC
designs using typical commercial packaging solutions.

Specifically, we looked at Intel’s Tualatin Pentium III microprocessors,
manufactured in the advanced 0.13um process. Some of the Tualatin chips
are sold as low power Celeron chips [27]. Table 2 lists the lowest power
Celerons at low and high clock frequencies.

We then identified the best packages with the roughly comparable area
and pin count properties available from the packaging solutions leader
Amkor, as shown in Table 3. The maximum power that can be dissipated by
these packages is estimated assuming an ambient temperature of 45°C,
which is a typical civilian specification for the maximum ambient
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temperature. The maximum chip temperature is 100°C [39]. Then the
maximum power dissipation is given by

(5)  Prax = (Tdup —Tamp)/! Oun

For the TEPBGA, the maximum power consumption is about 4W. For
PBGA the maximum power consumption is 2.8W.

We now estimate the speed at which the 28 million transistor Celeron
would run, if it had to be placed in a cheap package, such as the packages
identified above. Using the numbers in Table 2, we construct a simple semi-
empirical model to predict the scaling of power and clock frequencies with
Vpop. We assume Vyy = 0.35V. We use the model to predict the values of
clock frequency and power for different values of Vpp.

The analysis shows (Table 4) that if placed in ASIC packaging, the
Celeron processor would be limited to a speed of about 600MHz at 4W
maximum dissipation, and 530MHz at 2.8W maximum power dissipation. In
comparison, the fastest Tualatin model runs at 1400MHz in 0.13um with
31W of power consumption [39]. This speed difference is a factor of 2.6x.
The factor is due to using cheaper ASIC packaging, and the absence of
additional external cooling (such as heat sinks and fans), which limit the
chip’s power dissipation.

Package Type | Ball Count | Die Size (mm’) | Thermal Resistivity (C/'W) | Power (W)

TEPBGA 452 10.2x10.2 14.5 4.0
PBGA 456 10.2x10.2 20.9 2.8

Table 3. Properties of typical ASIC packages [4]. The die area can be up to
104mm’, which fits the Celeron with a small change in aspect
ratio.

Vdd (V)| Frequency (MHz)| Power (VV)‘
1.45 1130 23.8
1.10 650 7.0)
0.94 600 4.0)
0.87 531 2.8
0.72 382 1.0)

Table 4. The values for the first two rows are known from Table 2. We
constructed a simple empirical model to project the scaling of
power and clock frequency with supply voltage Vpp to evaluate the
projected numbers.
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Tensilica Xtensa (Base)| 0.150] 0.25] 2.30] 125|worst |worst

0175|025} 2.30| _ 125|worst fiypical| 17%
0.250] 0.25| 2.50 25|typical |typical| 43%
Tensilica Xtensa (Base) | 0.200] 0.18| 1.60] 125|worst |worst

0.250] 0.18] 1.60| 125|worst |typical| 25%

0.320] 0.18] 1.80|  25|typical|typical| 28%

LexralX4380 1 0.360 0.131°1.20) 1251woest worst |
0.420[ 0.13|*1.20] 125{worst |typical| 17%
Lexra LX5280 0.180] 0.18] 1.62| 125|worst |worst
0.230{ 0.18] 1.62| 125|worst |typical| 28%
Lexra LX5280 0.266| 0.13] 0.90[ 125|worst |worst

0.330] 0.13] 0.90] 125|worst |typical] 24%

Table 5. Simulated ASIC clock frequency variation with process and
operating conditions as specified [8][34][35]. *The worst case
operating voltage of the LX4380 was not known, this is the
nominal voltage.

1.5 Comparison of ASIC Process and Operating Conditions

Table 5 lists the clock frequency for some high speed ASIC CPUs, for
different technologies, and different process and operating conditions. The
results reported for Lexra and Tensilica show 17% to 28% difference in
clock frequency comparing worst case and typical process conditions. For
typical process conditions of the Tensilica Xtensa Base configuration, the
difference between worst case operating conditions and typical operating
conditions is 28% and 43%.

Some HSPICE simulations show that fast process conditions can be up to
249 faster than slow process conditions. There is about an additional 10%
improvement when the temperature is decreased from 100°C to 25°C
[Andrew Chang, personal communication].

After testing at several different clock frequencies, chips can be speed
binned into groups of chips that have the same valid operating frequency.
The cost overhead for testing chips at different clock frequencies is
worthwhile if you can sell the faster chips at higher prices. Generally, ASIC
chips are sold for fairly low prices per chip. ASIC vendors typically can’t
afford the additional cost per chip of testing at different clock frequencies.
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three steps of the field
of view across the wafer
—}

optics focus the mask
wafer onto the field of view mask with four dice

Figure 1. A simplified diagram of the mask, field of view, and die. The field
of view is stepped across the wafer by stepper motors.

We can further quantify the difference between process conditions by
examining variation in clock frequencies from foundries for more expensive
custom processors.

2. CHIP SPEED VARIATION DUE TO STATISTICAL
PROCESS VARIATION

The semiconductor process cannot be perfectly controlled, which leads to
statistical variation of many process variables. Several types of process
variations can occur: line-to-line, batch-to-batch, wafer-to-wafer, die-to-die,
and infra-die (infra-chip).

To process a wafer, light is shone through a mask then focused by optics
onto the wafer to expose selected areas of photoresist, as shown in Figure 1.
Each die on a mask has the complete pattern of photoresist to be exposed
corresponding to an individual chip. Within the field of view through the
optics, the area of several die is exposed simultaneously. Steppers then move
to the next location to expose the wafer with the same mask. The sequence is
repeated to process the next layer [69].

Process variation can occur for multiple reasons, including non-uniform
ion implantation or photoresist exposure, or lack of uniformity in oxidation,
diffusion, or polishing. Variation between the production lines can occur
because of differences in masks, steppers, and the optics at each line. There
can be variations between each exposed field on a wafer, because of slight
changes in the distance between the wafer and the optics, due to the steppers
or the wafer not being perfectly flat. Varying illumination and lens
aberrations can lead to a large infra-field variation of effective channel
length and speed [72]. The infra-field variation can cause a 15% to 20%
difference in ring oscillator speeds across the field [40]. Optical proximity
effects will also cause identical patterns on the mask to be printed
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differently, because of optical interference from different neighboring
patterns [72]. Chapter 14 discusses the impact of process variation on circuit
performance in greater detail.

These process variations cause the delays of wires and gates within a
chip to vary, and chips are produced with a range of working speeds. As a
result, some chips may only operate correctly at slower speeds. We can
estimate the total variation in clock speed caused by these process factors, by
looking at the range of clock frequencies of custom processors.

Table 6 lists Intel and AMD x86 chips at the time of introduction of an
architecture or technology from 0.35um to 0.13um. The difference between
the slowest and fastest clock frequencies available at the time of introduction
is up to 47%. Disregarding the four bold cases where higher supply voltages
were used to achieve higher clock frequency, the difference between slowest
and faster frequencies is up to 38%.

|

EI.EE|. 8|
g | 2|0F Z|cF 5|88
S 3 2|83/ =2|g35 =z |25
$E |Slzgls|58 s|2¢
Intel 8 Elag& S|&E/S|E&
Pentium Il (Klamath) 1997/05/07| 0.35] 0.233] 2.80] 0.300/ 2.80] 29%
Pentium I1 (Deschutes) 1998/01/26] 0.25] 0.333 2.00] 0.333 2.00] 0%
Pentium 111 (Katmai) 1999/02/26| 0.25] 0.450_ 2.00| 0.500] 2.00| 11%
Pentium 111 (Coppermine) 1999/10/25] 0.18] 0.500(1.60] 0.7331.65| 47%
Pentium 111 (Tualatin) 2001/07/18] 0.13|_1.000] 1.48] 1.200] 1.48] 20%
Pentium 4 (Willame tte) 2000/11/20] 0.18] 1.300] 1.70] 1.500] 1.70] 15%
Pentium 4 (Northwood) 2002/01/07| 0.13|_ 1.600] 1.50] 2.200] 1.50] 38%

AMD |
K6 (Model 6) 1997/05/07, 0.35] 0.166:2.90] 0.233/3.20] 40%
K6 (Little Foot - Model 7) 1997/01/06] 0.25| 0.233] 2.20]_0.266] 2.20| 14%
K6-2 (Chompers - Model 8) 1998/05/28 0.25] 0.266| 2.20] 0.333] 2.20| 25%
K6-2 (Chompers - Model 8 CXT) | 1998/11/16] 0.25| 0.300] 2.20] 0.400 2.20] 33%
K6-3 (Sharptooth - Model 9) 1999/02/22] 0.25| 0.400] 2.40] 0.450] 2.40] 13%
Athlon (K7) 1999/07/09| 0.25] 0.500] 1.60| 0.650] 1.60| 30%
Athlon (K75) 1999/11/29] 0.18] 0.750] 1.60] 0.750! 1.60| 0%
Athlon (Thunderbird) 2000/06/05| 0.18] 0.750/1.70] 1.000(1.75| 33%
Athlon (Palomino) 2001/06/05] 0.18] 1.000] 1.75] 1.200] 1.75] 20%

Table 6. Clock frequencies of custom chips at the official introduction date
of a new model, in different technologies [27][28][38][39]. The
first version of each architecture is indicated in bold. If the core
voltages of slow and fast versions differ, those voltages are
indicated in bold.
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Table 7. Comparison of reported Intel and AMD gate lengths with the
International Technology Roadmap for Semiconductors [19][23]
[24][(43][51][50][52][60].

For marketing purposes, AMD and Intel will sometimes bin processors to
slower clock frequencies than necessary for correct operation, and these
chips are easily over clocked [68]. Hence the range of maximum operating
clock frequencies may be less. The variation also decreases as the process
matures, as factors causing sub-optimal performance are more tightly
controlled. The Pentium II (Deschutes) was sold at clock frequencies of
266MHz (25% slower!) and 300MHz to meet demand, after initially being
released at 333MHz [55]. The Athlon (K75) was initially available only at
750MHz [2], and was sold at a slower frequency later. The Pentium 4
(Northwood) 1.6A has been over-clocked from its nominal clock frequency
of 1.6 GHz to 2.2 GHz [26], which is expected given Intel’s claims of
0.13um circuits being up to 65% faster than in 0.18um [32].

Trying to remove any bias caused by speed binning to lower speeds than
necessary, we can look at the first processor introduced in each architecture,
listed in bold in Table 6 (the K6-2 and K6-3 may or may not be considered
sufficiently different from the K6 to include in this group, but the range is
not any larger by including these). Then disregarding the K6 (Model 6)
where a higher supply voltage was used to achieve higher clock frequency,
the difference between slowest and faster frequencies is up to 30%.

3.  CONTINUOUS PROCESS IMPROVEMENT

Top semiconductor manufacturers continuously improve the process
technology and the designs within a given process generation. The National
and International Technology Roadmaps for Semiconductors predicted
printed gate lengths for a given process technology, but Intel and AMD have
aggressively scaled gate lengths beyond this, as shown in Table 7. To
correspond with the effective gate lengths from aggressive scaling, the
roadmap has been updated to include the more aggressive scaling of the
effective gate length.
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Table 8. Intel’s process speed and drive current improvements with
reductions in gate width [11][12][23][60][65][71] . The 0.13um
processes will show further improvements beyond what is detailed
here as the technology matures. The 11% improvement reported in
0.18um was for the speed of a ring oscillator [23]

Table 8 details publications of Intel’s technology scaling within each
generation, beyond the initial gate length in the process [18]. In Intel’s
0.25um P856 process the dimensions were shrunk by 5%, and along with
other modifications, this gave a speed improvement of 18% in the Pentium II
[12]. There was also a 5% linear shrink in the P860 process and the effective
gate length was reduced from 70nm to 60nm [60].

AMD has released less information about its process technology. AMD’s
0.25um process had 0.16um effective gate length [24], and reportedly AMD
has been aggressively scaling drawn gate length from 0.12um to 0.10um in
its 0.18um process technology [19]. AMD has produced 0.18um Athlon
(Thunderbird) chips with aluminum interconnect at Fab 25 in Austin, and
faster copper interconnect at Fab 30 in Dresden [3]. Thus AMD also has
substantial variation within a process generation.

Table 9 illustrates the total range between slowest and fastest clock
frequencies of processors sold by Intel and AMD. There is up to 126%
difference between the slowest and fastest chips sold for a specific design
within the same process generation, but this is not indicative of only process
improvements. This difference is due to several reasons: some chips being
binned to slower clock frequencies; higher supply voltage; process
improvements, such as using lower threshold voltages to increase gate drive
strength, or reducing the effective gate length; and some of the improvement
is from changes in the design to improve critical paths.
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Intel elgs S| 85 f& S|A&
Pentium II (Klamath) 0.35] 0.233] 2.80] 1997/05/07, 0.300/ 2.80] 29%
Pentium II (Deschutes) 0.25] 0.333] 2.00{ 1998/08/24| 0.450, 2.00] 35%
Pentium I1I (Katmai) 0.25] 0.450! 2.00{ 1999/08/02! 0.600!2.05| 33%
Pentium 11 (Coppermine) 0.18] 0.500/1.60] 2001/07/30{ 1.130 1.80f 126%
Pentium 111 (Tualatin) 0.13| 1.000| 1.48] 2002/01/08| 1.400 1.45| 40%
Pentium 4 (Willame tte) 0.18] 1.300{ 1.70{ 2001/08/27| 2.000/1.75| 54%
Pentium 4 (Northwood) 0.13] 1.600{ 1.50] 2002/01/07{ 2.200 1.50f 38%
AMD ‘
K6 (Model 6) 0.35] 0.166/2.90] 1997/05/07| 0.233/3.20{ 40%
K6 (Little Foot - Model 7) 0.25] 0.233] 2.20] 1998/04/07] 0.300, 2.20] 29%
K6-2 (Chompers - Model 8) 0.25] 0.266| 2.20] 1998/08/27| 0.350| 2.20] 32%
K6-2 (Chompers - Model 8 CXT) | 0.25] 0.300/ 2.20] 2000/02/22] 0.550!2.30] 83%
K6-3 (Sharptooth - Model 9) 0.25] 0.400/ 2.40] 1999/02/22| 0.450 2.40] 13%
Athlon (K7) 0.25] 0.500! 1.60] 1999/10/04| 0.700! 1.60] 40%
Athlon (K75) 0.18] 0.750! 1.60] 2000/03/06| 1.000/1.80] 33%
Athlon (Thunderbird) 0.18] 0.750{ 1.70] 2001/06/06/ 1.400/1.75] 87%
Athlon (Palomino) 0.18] 1.000/ 1.75] 2002/01/07, 1.773] 1.75] 77%

Table 9. A comparison of the slowest clock frequencies of custom chip
models versus the fastest produced during their commercial
lifetime [27][28][38](39]. The 0.13um models will have further
speed improvements.

4. SPEED DIFFERENCES DUE TO ALTERNATIVE
PROCESS IMPLEMENTATIONS

In 0.18um, AMD used copper wiring whereas Intel used aluminum.
Aluminum has higher resistance than copper and performance is somewhat
worse as a result [25]. In 0.13um both companies’ processes use copper
interconnect. Intel’s 0.13um process is bulk CMOS with 0.06um gate length
and dielectric with relative permittivity of 3.6 [60]. AMD and Motorola in
conjunction have a 0.13um silicon-on-insulator process with 0.08um gate
length and dielectric with relative permittivity of less than 3.0 [43]. A
dielectric with smaller permittivity reduces the capacitance between wires,
and thus decreases crosstalk. According to IBM, silicon-on-insulator is 20%
to 25% faster, and it is also lower power [31]. Also, smaller gate lengths
reduce the resistance of a transistor. All these factors affect the speed and
differentiate foundries’ processes in the same process technology generation.
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P858.5 0.18] _0.10] 1.5] 0.40] 6]Al FSG (3.6) 10[ 10

P860 0.13] 0.06] 1.4] 027 6|Cu FSG (3.6) 6] 10
AMD

[AiP7  JO.13] 0.08] 1.2] [ o[Ct  Jowk(<3.0] [ 10
TSMC

CLOISLV_JO0.18] 0.13] 1.5] low | 6JAICu__ Jlowk 25 1

[CLOTSHS [ 0.15] 0.11] 1.5] low | 7|Cu Tow-k 1 17

|CLO13HS+ J0.13] 0.08] 1.2] low | 8|Cu FSG/low-k 10 15
[__UMC

L180 0.18 18 6[Al 4, Cu 2 27]_0.01

L150 MPU J0.15] 0.10] 1.5] 0.44] 7]AlS,Cu2 4] 7

L130 MPU | 0.13] 0.08] 1.2] 0.36] 8|Cu SILK (2.7) 11| <10

Table 10. A comparison of fastest custom processes from Intel and AMD,
with fastest ASIC foundry processes reported from TSMC, UMC
and IBM. Blanks appear where data was unavailable. [23][30][60]
[64][65][66][71]. HiP7 is a silicon-on-insulator process developed
by AMD and Motorola [43]; the other processes are bulk CMOS.

Table 10 illustrates process differences between ASIC and custom
foundries. A ring of inverters oscillating, with their output into the next
inverter, has been used to characterize the speed of most of these
technologies. However, the delay of a ring oscillator is independent of
device sizing and has negligible interconnect [58], so it is not a particular
good metric for comparing technologies. The difference between aluminum
and copper interconnect, and the choice of dielectric, will not be apparent
from the ring oscillator stage delay. Furthermore, the process conditions and
operating conditions affect the delay, but what the process and operating
conditions are is not stated.

Comparing Intel’s reported ring oscillator stage delays with TSMC and
UMC, Intel’s processes have been significantly faster. The custom foundries
in Table 10 have not reported intermediate 0.15um process generations,
whereas the ASIC foundries more regularly make technologies available to
customers — as another faster or lower power choice within a generation, or
as an intermediate process generation. Comparing contemporary ASIC and
custom processes in 1998, IBM’s CMOS7S 0.22um ASIC process and
Intel’s P856.5 0.25um custom process both had ring oscillator stage delays
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of 22ps [21]. There are ASIC foundries with processes of comparable speed
to fabrication plants used for custom chips.

Accurate comparisons are difficult because the ring oscillator delays
reported do not account for interconnect delay. We can infer that the fastest
processes used may be up to 20% to 40% faster than the fastest process
available from some ASIC foundries, by considering the differences due to
gate length, dielectric, silicon-on-insulator, and use of copper. Given the
variety of techniques being considered and developed for future high-speed
processes, we can expect to see a fairly wide range of performance.

Slower processes will generally be cheaper. ASIC foundries offer several
processes within a process generation: slower, low power applications; high
density processes; and high-speed alternatives.

4.1 The Effects of Process and Tuning (contributed by
Andrew Chang and William J. Dally)

Advances in process technology combined with additional tuning can
measurably increase the performance of a given design. Table 11
summarizes the benefit of a wide selection of the possible options. The listed
options are equally applicable to ASICs and custom chips, though they have
first appeared in custom designs, which can afford to use more expensive
processes. For the average ASIC (60 FO4 delays), a 10% improvement in
performance is equivalent to a 6 FO4 reduction in delay.

5.  PROCESS TECHNOLOGY FOR ASICS

The design rules for an ASIC process must be fixed for standard cell
library design. If there are process improvements, then the library must be
characterized again and possibly redesigned (if the design rules change) to
take advantage of these changes. If the old version of the library is used, then
potentially as much as a 20% possible improvement in speed is lost.

Technique Benefit | Reference/Notes
L o shrinks 10%]Hurd [29]
Low Vry devices 10%}Buchholtz[13]
SOl 5-25%]Anderson [7]

15% for static
5% for dynamic

>20% for pass gates
|Copper + low K dielectric <5%]Rohrer [46]
Tuning the design to the process 10%jHurd [29]
Bulk biasing 0-10%|Tschanz [63]
Yield improvement Standard deviation can be halved. Tschanz [63]

Table 11. Potential improvements due to process technology and tuning.
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Fabrication plants won’t offer ASIC customers the top chip speed off the
production line, as they cannot guarantee a sufficiently high yield for this to
be profitable. The fabrication plant guarantees that they can produce an
ASIC chip with a certain speed. This speed is limited by the worst speeds off
the production line, but chips capable of faster speeds are produced.

ASIC designers may not have access to the best fabrication plants in a
particular technology generation for production of their chips.

If a specific speed is required, then the chip needs to be designed to
operate at this clock frequency in worst case process conditions to ensure
sufficient yield. The clock frequency needed may be set by standards or
application requirements. Even if the fabricated ICs are faster than worst
case, there may be no additional benefit to running faster than the target
speed. Then the speed difference between typical process and worst case
process conditions is lost. Both ASIC and custom designs may be limited in
this manner.

5.1 Migrating ASIC Process Technology

To take advantage of process improvements, the library must be updated
with the new process rules. To mitigate the overhead of redesigning the
library, there are software tools that help migrate standard cell libraries.
ASIC foundries can regularly update their library for the latest improvement,
and release libraries for a new process sooner. The fastest processes
available from ASIC foundries are fairly comparable to their contemporary
custom counterparts.

Thus synthesizable ASIC designs should not lag custom designs because
of process improvements and differences in process technology, if the fastest
process available with standard cell libraries and regular updates is
affordable. This depends on how much the chip can be sold for. Often it is
more profitable to sell a slower chip that is produced in a substantially
cheaper process.

It is much easier to retarget a standard cell ASIC to a different library
when a new technology becomes available. To migrate to a different process
generation, custom designs require substantial work from a large team of
engineers as they cannot simply target the synthesis tools to a different
standard cell library.

In custom designs, individual transistors will need resizing and circuits
may need to be redesigned to account for the design rules, supply voltage,
current, and power not scaling linearly with the process shrink. However,
custom optimizations can take full advantage of a process, whereas standard
cell libraries may be more conservative.
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Figure 2. Diagram of speed improvement with better process and operating
conditions for a given process technology generation. An
approximate process yield curve is shaded at the bottom: typical
process conditions correspond to acceptable yield, maybe only
10% of processors are fast enough for the fastest speed bin; and a
few non-defective chips will only work correctly under the worst
case process conditions. The temperatures listed are the operating
temperature on the chip, not the ambient surrounding temperature.

5.2 Summary

Figure 2 gives an overview of the speed differences due to operating and
process conditions. Speeds at best case operating conditions can be a factor
of x1.6 faster than speeds at worst case operating conditions. The small
percentage of chips that are produced at fast process conditions may be a
factor of x1.4 faster than the speed of chips estimated for worst case process
conditions. Thus fast process and fast operating conditions can be more than
a factor of x2.2 faster than worst case process and worst case operating
conditions.

In addition to the speed variation of chips produced from a fabrication
plant, there are process technology improvements and differences between
foundries. There may be a 20% improvement within a process generation,
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and 20% to 40% difference between foundries. Overall due to process and
operating conditions, the fastest custom processor could be a factor of x3
faster than an ASIC produced in an older, slower process, for worst case
operating and process conditions.

This is pessimistic, as operating temperature does not contribute to the
clock frequency difference between custom and ASIC designs, if they are
designed for the same temperature. Comparing only process conditions, the
fastest custom processor could be a factor of x2 faster than an ASIC
produced in an older, slower process, for worst case process conditions.
Careful manual design can create custom designs that are lower power than
ASICs, and hence may be able to use a higher supply voltage to increase
performance compared to an ASIC at the same power consumption and
operating temperature.

Many embedded designs are used in a wide range of operating conditions
and are limited by the worst operating conditions for which they are
expected to operate correctly. Thus when compared to designs that are
optimized for a less pessimistic operating point, they will not perform as
well. An advantage of synthesizable designs is that they can be easily
optimized for different operating conditions, by redoing the synthesis and
layout — the price is fabricating different chips for different operating
conditions, which may be too costly.

Fabrication plants won’t offer ASIC customers the top chip speed off the
production line, as they cannot guarantee a sufficiently high yield for this to
be profitable. The fabrication plant guarantees that they can produce an
ASIC chip with a certain speed. This speed is limited by the worst speeds off
the production line, but chips capable of faster speeds are produced. Also,
ASIC designers may not have access to the best fabrication plants in a
particular technology generation for production of their chips.

6. POTENTIAL IMPROVEMENTS FOR ASICS

To improve ASIC performance, designers can test chips to see if
performance is better than worst case process conditions, and higher speed
are available at lower yields. ASIC designs are not limited by the worst
speeds off the production line.

Foundries generally require sign off at worst case process conditions, so
that they can guarantee a certain level of performance. However, produced
chips can be tested to verify correct operation at higher speeds in typical
process conditions. This may allow a 20% to 30% improvement in speed
over worst-case speeds (see Table 5). This requires discussion with the
semiconductor foundry and exploration of the yield curve for speeds of the
given design — this is considered further in Chapter 14. If there is a sufficient
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premium for faster chips, it can be worthwhile to test ASIC chips at two
clock frequencies and speed bin them.

If operating temperature and power consumption are not limited, then the
supply voltage can also be increased to speed up the chip. Otherwise, it may
not be possible to improve the chip’s performance by allowing it to operate
at a higher temperature, because cooling devices become increasingly
expensive.
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A design process requires four major steps:  planning,
synthesis/optimization, analysis and verification. For example, to meet a
timing target, a chip design has to be timing budgeted first, synthesized
using building blocks, analyzed by a delay calculator, and finally verified
against the timing constraints. In addition to timing, these four steps exist
extensively in the other chip design objectives such as area, routability,
clocking, power, and signal integrity. However, current physical
implementation tools addressing only local optimization are unable to
organize a global plan and predict the chip performance or design trade-off
in advance. As a result, the tools leave performance on the table or cannot
close the design.

This chapter describes a new physical design planning methodology:
physical prototyping, which improves the traditional physical
implementation approach by pulling in early design evaluation and
performance estimation using fast and correlated synthesis and analysis.

1. INTRODUCTION

To successfully design and implement future generations of high-
performance, multi-million gates, deep submicron (DSM) system-on-chip
(SoC) integrated circuits (ICs), the front-end logic design and back-end
physical design should be linked in a more collaborative manner. However,
current EDA point tools are typically geared for use exclusively by one
group or the other. Front-end logic designers resist engaging in physical
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design issues. Back-end physical designers in an ASIC flow rarely have
sufficient design perspective to make high-level micro-architectural changes.
The methodology relies on an iterative process between the front-end and
the back-end. Moreover, in an interconnect-dominated design, simply
iterating between existing tools can no longer ensure that the design process
will converge to a physical implementation that meets both schedule and
performance constraints. Performance constraints include timing, area,
signal integrity and power requirements. Schedule constraints mean the time
schedules demanded by the competitive time-to-market pressures. As a
result, designers either resort to overly pessimistic designs (with wider than
necessary guard banding), or suffer from the pain of many iterations between
synthesis and layout. Each back-end iteration currently takes several days in
order to discover if the chip can meet its constraints. Therefore, it is crucial
to establish a more efficient and faster way to check design feasibility and
allow trial-and-error analysis to a successful physical implementation.

On the other hand, given the size and complexity of today’s chips, it is
virtually inconceivable to flat-place and route all the layout objects. Thus a
hierarchical design method has to be applied to manage the design
complexity while preserving optimization quality comparable with the flat
design approach.

The problem with traditional floorplanning is its lack of accurate physical
information. One approach to address this drawback is a faster physical
implementation for better prediction of the performance given the area,
timing, routing resource constraints. Based on the fast physical
implementation, the circuit can be partitioned more effectively into a set of
macro blocks, each of which is either a set of standard cells or an IP block
(design reuse). In this chapter, we will introduce a new approach to
floorplanning and physical implementation, called physical prototyping
[2][5]. Physical prototyping is a fast implementation of physical design to
evaluate design trade-offs and create a realistic implementation plan.

2. FLOORPLANNING

Given a circuit netlist, traditional floorplanning tries to determine the
following design configurations for a chip.
Block location,
Block shape and orientation,
Pin assignment,
Block timing budget,
Power routing, and
. Clock tree.
The objectives are to meet the chip area, timing, power, and routing
resource constraints. All of these problems have been studied for more than

N
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a decade (see [18] for detailed discussion), but the results still leave room for
improvement due to the huge search space. For example, packing N
rectangular blocks in a chip may need to search (N!)*x2" possibilities based
on sequence-pair representation to find the optimum solution. This
complexity is one of the reasons why the ASIC approach cannot achieve the
same quality as a full-custom design. Many approaches have been reported
for floorplanning in the last few decades [15][18]. They can be classified
into three categories:

1. Constructive method: builds a floorplan based on a set of constraints.
A partial floorplan is gradually refined until a final floorplan is
obtained. Belonging to this class are cluster growth, partitioning,
min-cut, mathematical programming, and rectangular dualization.

2. Knowledge-based method: derives a floorplan by applying
generation rules in a floorplan knowledge database. Semi-custom
floorplan generation would fall into this class.

3. Stochastic method: starts from an initial floorplan. It goes through a
sequence of perturbations to search for an optimal floorplan. Typical
stochastic techniques are simulated annealing and genetic algorithms.
The stochastic approaches have been widely used for floorplanning.
The implementation of a stochastic scheme relies on a floorplan
representation, where a neighboring solution is generated and
examined by perturbing the representation (called a ‘move’). Many
researchers have explored this area [3][8][10][11][12][13][14]
[16][20].

Traditional floorplanners minimize the area of a bounding box, or use
min-area as one of the objectives. In many cases, floorplanning is confined
to a fixed-die size. It is suggested that a fixed-frame floorplan utilize zero
dead space. Zero dead space usually requires arbitrarily shaped blocks.
Rectangular or rectilinear shaped blocks are required to be non-overlapping.
Such rigidity inevitably leads to wasted die area and impaired routability.

Many existing floorplanners minimize total wire length. In deep
submicron design, interconnect delay and routability become more
unpredictable. Furthermore, other issues such as signal integrity need to be
addressed at an early floorplanning stage. Thus, minimizing total wire length
is no longer sufficient to meet the design requirements.
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3. PHYSICAL PROTOTYPING

3.1 Early Physical Effect Evaluation

Today’s advanced process technologies shrink the chip size dramatically,
but at the same time they also bring many tough design challenges. Complex
physical effects [1][19] on a chip such as coupling, inductance, [R-drop,
electromigration, and process variation [1] make it difficult to make accurate
estimates in the early stage of chip design. Conventional approaches to
physical design rely on a time-consuming and error-prone detailed
implementation to verify the feasibility of a design. Iterations are thus
required to fix any design or electrical rule violation after a full detailed
physical implementation. These physical effects, however, cannot be
considered in the conventional frond-end design due to the lack of
implementation details. Therefore, a fast implementation and analysis to
evaluate these effects is highly valuable for the frond-end design decisions.

It is getting more difficult in a full custom design to consider all of these
effects since any full chip simulation to catch the physical effects would be
impractical. As aresult, a full custom design is typically limited to a special
IP block. An ASIC design style with some full custom IP blocks using the
physical prototyping approach can easily address the performance issue and
reduce the lengthy design process.

3.2 Low Cost and Realistic “What-If’ Analysis

The basis of the new methodology is the creation of a physical prototype
of the design. This physical prototype is used to validate the physical
feasibility of the netlist to ensure a realizable implementation. The physical
prototyping method discussed in this chapter compresses the physical
feasibility check down to a few hours. Thus the long turn-around time
associated with the traditional back-end loop is avoided. Many
implementations of a chip can be evaluated and used to improve the top-
level architecture design efficiently. For example, the placement of power
pads, trunks and strips to reduce IR drop can be determined in a “what-if”
manner. Since all the instances inside each block are placed, the power
consumption calculation is more accurate and realistic. Similarly, the
creation of the prototype allows generation of realistic timing budgets for all
sections of the chip. As a result, a physical implementation with a
guaranteed design closure can be obtained without iterations. The physical
prototype also provides critical information such as the chip size and aspect
ratio.
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Figure 1. Design flow with physical prototyping.

3.3 A New Approach to Design Flow

Physical prototyping can be used early in a design cycle to guide the
partitioning of a whole chip. The proposed new design flow is shown in
Figure 1.

3.3.1 Quick Logic Synthesis

The first step in this design methodology is to perform a quick logic
synthesis of a netlist. The assumption at this stage is that the netlist is
functionally clean, but that the timing is not necessarily accurate. Simple
wire load models (WLM) can be used at this stage.

The gate-level netlist generated through this initial quick synthesis stage
and the timing constraints form the inputs to the physical prototyping stage.

3.3.2 Floorplanning

The creation of the physical prototype starts with the floorplanning of the
chip. This includes floorplanning tasks such as I/O placement, macro
placement and power topology. Given the increasing importance of design
reuse and the large number of macros being used, a combination of
interactive and automatic floorplanning is required. The best results are


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=190

174 Chapter 6

achieved by a manual placement of the major design elements driven by the
engineer’s knowledge of the chip architecture, followed by an automatic
placement of the remaining elements.

For the first pass at floorplanning, a netlist, physical libraries,
corresponding  synthesis libraries (.lib), top-level constraints, and a
technology file (process description) are created and then imported.
Interactive or constraint-driven placement of I/O pads is then used to meet
the chip’s specification. Placement guides or constraints are usually created
for the major modules and used to ‘guide’ the placement engine where to
roughly place the module cells.

3.3.3 Quick Physical Implementation

Next the remaining standard cells are placed using a timing-driven
algorithm. The placement includes a routing stage (‘“Trial Route’) that
ensures the elimination of major congestion issues. The design is then RC
extracted and timing analyzed, followed by In-Place Optimization (IPO) and
clock tree synthesis. All of the complex physical effects are then analyzed
and the performance objectives are verified. This prototype thus serves as a
design basis.

3.3.4 Realistic Planning using Physical Prototype

The prototype is used for the creation of a netlist plus physical and timing
design constraints for each block. The block-level constraints are used for
design refinement of each block through logic or physical synthesis. The
refined blocks can be assembled with other blocks to check timing and
physical closure. This process is repeated until the designers achieve their
design objectives. The results can be taken back through the backend design
flow. Any IPO should be done within the prototyping tool to finalize timing
closure.

Note that every cell is placed during the creation of a full-chip prototype,
and a trial routing that closely approximates the final routing is also
performed. This guarantees that the prototype is physically feasible. Because
the partitioning is based on a flat full-chip view (Figure 2), it benefits from
the optimization of a flat design while supporting hierarchical design
methodology. The advantage of the hierarchical approach is that a design is
decomposed into modules of manageable size, which are then refined in
parallel by multiple teams. Controlling the block size is the key to the
productivity of the design teams because back-end physical implementation
tools such as detailed place-and-route and verification tend to be capacity-
limited.
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Figure 2. Flat full-chip physical prototype

3.3.5 Timing Budget Generation and Refinement

The flow from the prototype to a final implementation needs to ensure
predictable design convergence at all stages of the design flow. During the
early phases of the design process, most of the elements of the design are
still ‘black boxes’ or RTL code. At this early stage, the initial timing budgets
created by the prototype are rough estimations. As more portions of the
design get completed, a larger fraction of the design netlist becomes
available in gate-level format. During this process, the full-chip physical
prototype is built on a daily basis and the timing budgets are continuously
refined based on the latest prototype. When the gate-level netlist is
completed, final optimized timing budgets are generated. The key to this
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implementation process is that the most accurate view of the design is
available at all stages through the quick generation of the prototype.

The faster turn-around time of the tool will help front-end engineers
effectively develop chip-level timing constraints by taking into account
physical design data. The prototyping tool will also generate hierarchical
timing and physical constraints for each block automatically from the chip-
level constraints. This is a labor-intensive and error-prone process if done
manually. The prototype’s fast turn-around time and strong correlation with
the back-end implementation simplify the above two tasks.

3.4 Shorter Turn-Around Time Implication

Physical prototyping must show its value by improving turn-around-time.
The prototyping system should provide an order-of-magnitude speed-up in
comparison to existing physical design tools. The turn-around time has
significant impact on designers’ productivity and design schedules. The turn-
around time from a netlist through placement, routing, RC extraction, delay
calculation and timing analysis within a day for a multi-million-gate design
is possible with today’s leading-edge prototyping tools such as First
Encounter [2].

Table 1 shows data on three designs of increasing complexity from a
networking company. The top section of the table shows the physical
prototyping runtime using First Encounter physical prototyping tool running
on a desktop workstation. All the times shown are the total times for the
iterations actually required (4, 6 and 8 for design A, B and C respectively.)
This demonstrates how the quick turn-around time of prototyping makes it
possible to optimize the design through multiple iterations without delaying
a design schedule. Timing reports are shown before and after In-Place
Optimization (IPO) indicating that the prototype is a key tool to achieve
timing closure; all or most timing problems are solved at this stage.

The bottom section of the table summarizes the back-end implementation
steps starting from the floorplan and placement produced by the prototyping
tool. The tool set includes Avant! Apollo router and Star-RCXT extractor,
Synopsys PrimeTime timing analyzer and Mentor Graphics Calibre physical
verification tool.

Comparison of the routing, extraction and timing analysis times between
the prototyping environment and the traditional back-end implementation
tools shows that the productivity gain with quick prototyping in the design
cycle is significant.
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Gate count

Design A

Prototyp ing Too

Design B

330K

114

73K

Components count 49K (+1 86K (+6 145K (+ 62
memory)| memories)| memories)|
Floorplan (initial creation + | 30min + 3min|  1.0hr + 5min|  1.5hr + 5min|

manual adjustment)
Placement 30min ( 1.0hr (timing 1.2hr (timing
timing driven) driven)| driven)|
Clock tree synthesis 20min| 30min| 40min)|
Trial route 2min| Srm'nl 10mjn]
Extraction lminl 2mi11| 3minl
Timing analysis 10min| 15min| 20min|
Timing report -10ns setup, -5.5ns setup, -1.%ns setup,
9ns transitionl 10ns transition| 17ns transition|
(clock 6.5ns) (clock 6.7ns) (clock 6.7ns)
IPO 1.0hr 1.5hr| 2.0hrs ~ 30min|
Timing report -2ns setup, 3ns| -1ns setup, 3ns|-1.2ns setup, 3ns
transition| transition transition|

Number of iterations

- - 4 -

2.5hr|

Apollo routing + antenna 5.0hr
(non timing driven)
Star-RCXT extraction 50min| 1.5hr] 1.8hr]
PrimeTime timing analysis 45min| 1.5hr 2.0hr
Timing results 0 violation,| no setup & hold,| no hold, -0.15ns
(clock 7.5ns) +0.67ns setup,| +0.21ns setup, setup
2.3ns| 2.7ns transition|
transition| (clock 7ns)
Calibre DRC 1.5hr 2.0hr! NA
Calibre antenna check 1.0hr 1.5hr] NA
Calibre LVS 1.0hr 1.5hr] NA

Table 1. Performance data for the First Encounter prototyping tool

3.5 Hierarchical Design Flow Implication

The effective use of hierarchy is crucial in the implementation of large
SoC designs. Hierarchical methodologies, however, can result in sub-
optimal results due to the lack of a global view. On the other hand, the flat
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approach is known to be effective for global optimization. To combine the
benefits of both approaches, hierarchical design should start with a global
view of the entire design. This global perspective enables designers to
experiment, using fast placement, with optimizations such as determining
the most desirable aspect ratio for each block and the optimum location of
the block relative to other blocks. Using fast routing and timing analysis,
designers can also get very realistic pin assignments and timing budgets for
each block before proceeding to the detailed design of the block. The
prototype tools provide a high-capacity environment to build a flat chip
model, from which the optimal physical hierarchy can be created. Figure 3
shows the hierarchical design flow used in First Encounter.

During the creation of the hierarchy, the aspect ratio, the pin assignment
and the timing budgets are generated for each design module. Again,
because they are based on the aforementioned physical prototype, the
elements created are guaranteed to result in physical feasibility of the chip in
the back-end. Optimal pin assignment is critical to reduce the complexity of
the routing between the modules. This directly translates to narrower
channel width, which results in smaller die size.

Black Box

Place-and-Routed
and Timing Analyzed

Placement

Figure 3. First Encounter hierarchical design flow.



http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=195

Physical Prototyping Plans for High Performance 179

N 2.8 million cells o
Design size .
11 million gate
Design import and flatten 5 minutes|
Placement 9 hours 52 minua
Trial route 1 hour 29 minutes]
Full-chip RC extraction, delay calculation and timingﬂalysis 30 minutesl
Maximum memory requirements 2.59 GByteq

Table 2. First Encounter capacity data

The allocation of the optimal timing budgets between the partitions is
also critical to guarantee the timing closure of the chip. Without the full-chip
prototype, the timing budgets are assigned arbitrarily to the modules. This
leads to the situation where some modules will be impossible to implement
while some other modules will have timing to spare. The result is an
unnecessary iteration on under-budgeted modules, which delays the tape-out
of the whole chip.

3.6 Larger Tool Capacity Implication

Traditional tools suffer from one major drawback: their internal data
representations are not compact enough, limiting the maximum design size
they can handle. Their processing speed is typically slow, making it
impossible to bridge the front-end and the back-end effectively. The new
tools need to offer lightweight efficiency to handle multi-million-gate
designs with ease.

Table 2 demonstrates how First Encounter goes from a netlist to a
timing-analyzed full-chip physical prototype for a multi-million-gate design
in under 12 hours on a desktop workstation with a SO00MHz processor. Due
to the efficient memory usage, the tool can be used even on low-end
computers while many of the traditional EDA tools require high-end servers.

3.7 Correlation of Timing, Routability, Power and Signal
Integrity Analysis

Correlation of the timing results (RC parasitics, delay and timing reports)
between a physical prototype and tape-out-quality back-end tools is critical.
The correlation can be verified by feeding a placement produced by a
prototyping tool into a back-end flow and comparing the final timing
information against the timing estimate at the prototyping. We have
confirmed a tight correlation between the two for First Encounter. For a
200MHz design using a 0.18-micron process, engineers at Infineon
concluded that the timing difference is only about 50-picosecond between
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the First Encounter prototyping tool and PrimeTime with Star-RCXT data
[6]. Further analysis confirmed that the critical paths identified by the two
are identical.

The physical prototype’s timing calculations are based on the placement
and trial routing produced by its fast engines. The trial route data
approximate detail routing very closely. Therefore the extracted RC
parasitics are also closely correlated [7][17].

Correlation between the prototype and the final tape-out version of the
chip is required for power and signal integrity analysis as well. The
prototype is used for power network planning, and noise prevention and
repair. The accurate power analysis performed at the prototyping stage
eliminates the need of the over-design of power and ground networks, which
is practiced commonly in the traditional design flow without prototyping.

4. TECHNIQUES IN PHYSICAL PROTOTYPING

4.1 Floorplan and Placement Techniques

In conventional placement, design modules may be confined to some
“fenced” regions. Such regions are required to be rectangular or, at most,
rectilinear. New techniques are now available that allow the clustering of
data in a flexibly-contoured “container”, a malleable region of any shape
enclosing all sub-modules or circuit cells in a functional block. Such clusters
are used hierarchically all the way from top to bottom, matching the logical
hierarchy. A functional block containing next-level sub-blocks will contain
the clusters for these sub-blocks. The user can zoom into (or out of) such a
hierarchical block, with the next-level clusters shown nested, in situ, inside
the parent block.

The Amoeba algorithm of First Encounter uses such an approach.
Amoeba takes a unified approach to floorplanning and placement. The
floorplan and the placement are simply different views of the same layout.
Using the same timing engine, both aim to optimize the same set of logical,
timing, and physical attributes such as wire lengths, die area, critical path
timing and signal integrity. An Amoeba display of a placement can in fact be
looked at as a “pseudo-floorplan” (see Figure 2).

Conventional approaches to timing driven layout typically rely on slack-
based, constraint-driven algorithms. These are “explicit” timing driven
methods, in that they depend on pre-specified timing constraints to direct the
layout operation. They essentially treat a design as if it is flat and, using the
constraints specified, try to find a solution to the extracted layout timing
graph. Such techniques have been shown to work reasonably well when the
designs are small. With any design of reasonable complexity, the algorithms
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do not perform well because the performance deteriorates very rapidly when
the algorithms are over-constrained. Not only are they very hard to use and
slow to run, they often achieve timing closure at the expense of layout
quality such as wire length, die size, routability and signal integrity.

In contrast, Amoeba takes an “implicit” approach to timing control.
Throughout the entire floorplanning and placement process it tries to exploit
the natural clustering characteristic that is intrinsic in a design’s logical
hierarchy. Thus, instead of depending exclusively on externally imposed
constraints, as traditional approaches would do, Amoeba naturally blends
logical hierarchy and physical locality in its core algorithmic formulation.
By exploiting the logical hierarchy, physical locality is achieved naturally, in
tandem with optimizing wire length, timing performance, chip die size, and
layout routability.

By maintaining the levels of logical hierarchy in the physical layout, the
physical implementation is more intuitive for the logic designers. This
makes it easier to ensure an effective communication between the logical
and physical teams. Lack of communication between these teams is a known
bottleneck in the traditional design flows.

Amoeba applies this hierarchical-locality-based approach to the unified
floorplanning and placement task. At any given level of a typical
hierarchical chip design, intra-module signals account for 95% or more of all
the signal nets, leaving fewer than 5% that make up the inter-module signals.
The physical locality implicitly leads to shorter wire lengths for these intra-
module signals and they also generally require smaller drivers. Exploiting
this characteristic allows Amoeba to focus on the inter-module signals,
which are greatly reduced in number and also tend to be more critical. This
is where Amoeba applies the timing driven strategies. Techniques such as
net-weighting, soft and hard planning guides, grouping/regrouping and re-
hierarchy, and hard placement fences are employed, interwoven with other
features like power/ground strips and obstructions.

By applying the physical locality and intra-/inter-module-signal
distribution hierarchically and incrementally, Amoeba only needs to deal
with a drastically reduced number of signal paths at any given stage of the
placement process. This not only greatly enhances its computational speed,
but also allows Amoeba to more thoroughly explore the possible solution
space to come up with an optimum solution, considering all the factors of
timing, area, and power consumption.

Another differentiating characteristic of Amoeba is in the “intelligent
fencing” strategy that it uses to place circuit cells. Conventional placement
approaches typically demand that cells in a design module be confined to a
“fenced” region that is either rectangular or rectilinear. These fences are
required to be non-overlapping. Such rigidity inevitably leads to wasted die
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area and greatly impaired routability. In adopting the intelligent fencing
strategy, Amoeba, in addition to its flexibly-contoured shapes, allows two
clusters to overlap when necessary. This generally leads to more efficient die
area usage, shorter wire lengths, and much higher routability.

Using the physical locality derived from the logical hierarchy and
applying timing-driven strategies, the results of Amoeba are highly
controllable and predictable. The integrity of the design can be maintained at
each iteration of the netlist by bounding the changes to a specific Amoeba
region. Traditionally place and route tools react unpredictably to relatively
minor changes in the design. The ability to bound changes is very important
to incorporate flows with the introduction of specially designed cells as
described in Chapters 9, 10, and 12. The generation of specially designed
cells is useless if the final layout is dramatically different from the layout for
which the cells were originally generated.

4.2 Pin Assignment Technique

The goal of pin assignment is to decide the exact pin locations on
macroblocks. The objective functions of pin assignment are typically wire
length and routing congestion minimization. Traditional pin assignment uses
analogical models to map pins to the available locations on a macro block.
However, many important factors are neglected if pin assignment is
performed without carrying out the actual routing step since interconnect is
hard to estimate. Thus, it is suggested that pin assignment be integrated with
global routing [4]. A global view of net information and routing resource
information is critical for pin assignment and routing.

First Encounter’s pin assignment is based on routing information given
by Trial Route. Routing congestion is taken into account accurately this way.
A pin refinement step is followed to align pins and reduce the number of
crossovers, thereby improving net delay and routing complexity. This is
done by building a channel graph to utilize the free space among macro
blocks. A channel graph is a more efficient representation than a grid graph
since there is no granularity issue in the former. As a result, pin refinement
runs very fast and improves timing and routability greatly.

4.3 Routing Technique

Unlike the final implementation, the routing technology (called Trial
Route) used in prototyping does not have to generate DRC-clean routing.
However, it has to be very efficient, fast, and consider all the detail physical
information, such as congestion, power/ground distribution, blockage, etc.
The routing result from Trial Route provides a reliable basis of timing
feasibility and routability analysis. Trial Route can also pass its results to a
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detailed router to make the final routing conform to layout design rules. The
routing pattern is thus preserved and the performance estimate in the
physical prototype is achievable with high correlation.

Typically, a commercial router uses a variant of the grid-based maze
routing algorithm, which is usually very time-consuming and becomes a
bottleneck for all of the physical design operations. In contrast, the algorithm
used in First Encounter is a River-Routing algorithm [9]. First, Trial Route
does global routing to plan routing resources and resolve all the congestion
problems and blockages. Then, it maps the track assignment problem into a
two-terminal river route problem to quickly obtain a reasonable track
assignment solution. Finally, it refines the routing by ripping up and
rerouting some of the nets to make the trial route result even more similar to
the final routing result.

4.4 Timing Correlation Technique

Well-correlated timing relies heavily on three aspects: RC extraction,
delay calculation and static timing analysis. A calibration procedure is
required to fine-tune the RC extraction and the delay calculation. Actually, a
simple constant scaling approach is very effective to centralize the error
distribution [17]. Centralization of each delay stage’s error distribution plays
an important role to reduce the total path delay error, because the delay
stages in a timing path may compensate each other. In addition, the speed
can be dramatically improved by adaptively choosing different algorithms
depending on the importance of each individual delay stage in the entire
timing path.

4.5 Power Planning Technique

In the DSM design, power/ground (P/G) network design is important to
prevent reliability failures due to IR drop and electromigration. Power
planning is typically performed before doing any other physical
implementation, since the placement and routing are all dependent on the
P/G network design. Any post-layout IR drop violation can cause another
iteration and lengthen the total design cycle.

A fully automatic power planning tool is almost infeasible, because the
solution of design space is quite huge. Most of prototyping tools provide
semi-automatic power planning capability as shown in Figure 4.
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Yes

Exceeds Maximum
Number of Iterations?

Meets Reliability
Constraints?

Exit Semi-Automatic Power Planning

Figure 4. The power planning flow.

Typically, the designer first has to estimate the requirement of the P/G
network design and place a proper number of power trunks and power rings
in the design. In addition, the width of each power trunk and ring are also
specified. Next, the design is placed, routed and clock tree synthesized for
the purpose of prototyping, which will be the input to the power planning
tool. Note that doing clock tree synthesis before power estimation is a
necessary step, since an inaccurate estimate of clock network can lead to
inaccurate chip power estimation and incorrect power planning.

Before doing a full-chip power analysis, RC parasitics extraction and
delay calculation are necessary to obtain the loading and input slew rates for
each gate. A full-chip power analysis can then be done with a static or
dynamic approach. Next, P/G bus analysis follows. If the P/G bus design
could not meet the reliability constraints, the power planning tool would
optimize P/G network to improve the P/G bus. Typically, the optimization
can only adjust the width of P/G trunks and rings. Since the P/G network is
huge, too sophisticated optimization algorithm can be very time-consuming.

After several iterations of optimization, if sometimes the power planning
tool still can not meet the constraints, then it will exit and feedback the
necessary information to the designers. The designers have to redesign their
power trunk and ring, and re-run the power planning again. The procedure
above can be repeated until the design constraints are met and the P/G
network design is converged.
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5. CONCLUSIONS

Unlike the traditional floorplanning approaches that are blind to the
underlying complex DSM physical effects, physical prototyping provides a
playground where any design trade-off and constraints can be constantly
monitored and verified. Moreover, this prototype can be refined using a
detail implementation tool without losing consistency of design quality.
Therefore, design closure can be achieved with high efficiency and
predictability.

Physical prototyping tools also help to find better partitioning into
manageable blocks, resulting in a hierarchical design methodology. Because
the partitioning is based on the physically feasible prototype, the block-level
timing budgets created are realistic and lead to a much easier task for
traditional logic synthesis. The prototyping tool thus can become the hub of
the design environment, covering partitioning, generation of block-level
constraints, top-level design closure, clock tree synthesis, and power grid
design.
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This chapter presents a novel algorithmic approach to replace flip-flops
by latches automatically in an ASIC gate-level net list of the Xtensa
microprocessor. The algorithm is implemented using scripts that transform a
gate-level flip-flop-based net list into an equivalent latch-based design. The
algorithm has been applied to several configurations of Xtensa embedded
processors in a state-of-the-art CAD tool flow. The experimental results
show that latch-based designs are 5% to 19% faster than corresponding flop-
based designs, for only a small increase in area.

1 INTRODUCTION

Level-sensitive latches are faster than edge-triggered flip-flops as they
provide some degree of immunity to clock skew and allow slack passing and
time borrowing between pipeline stages. However, latches are not
traditionally used in ASIC designs, despite it being possible to specify
latches in the RTL. Many designers are less familiar with latch-based design
methodology, and it is easier to ensure correct timing behavior in flip-flop
based designs. Latches are more commonly used in custom designs, but have
been identified as a design approach to increase the speed of ASICs, as
discussed in Chapter 3.
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Other than in register files, latches are seldom used in ASICs, because
synthesis tools have provided only limited support for latch-based designs.
There are no commercial synthesis tools supporting retiming of level
sensitive latches. Prior to the DC98 release of Design Compiler, time
borrowing was not handled correctly [12].

Ensuring correct timing behavior is more difficult than for designs using
flip-flops. To determine the critical path with latches, the sequential circuitry
must be analyzed to find critical loops that limit the clock period, because
slack may be passed between latch pipeline stages. EDA static timing
analysis tools do support this, but care is required to correctly determine the
clock period with a sequential path through latches. Reported slack on each
clock edge is not necessarily additive, as different paths can have worse
slack on different clock edges — it is the worst sequential path that limits the
clock period, not the sum of two portions of different paths! Increasing the
clock period increases the amount of slack that can be shared between
pipeline stages (as there is a larger window within which the latches are
transparent), thus the clock period is not necessarily limited by the negative
slack of the worst pipeline stage.

Latch-based designs are also more difficult to verify. One approach is to
make the latches opaque and treat two latch stages (with an active high latch
and active low latch) as combinational logic. As a latch’s output must be
valid at the clock edge causing it to go opaque, that can be used as a hard
clock edge boundary for formal verification tools. Unfortunately, ASIC
verification tools don’t support this methodology, and alternatives such as
gate-level simulation must be used for verification.

1.1 Motivation for Latch-Based Designs

Throughout this discussion, we will refer to rising edge D-type flip-flops,
and active-high and active-low D-type transparent latches. Falling edge flip-
flops behave in a similar manner with respect to the falling clock edge,
rather than the rising clock edge.

With flip-flops the minimum clock period, 7, is [7]

(l) Tﬂip-—ﬂops = rcomb + !sk + rj + ’CQ + 13"

where fcoms 1s the critical path delay through the combinational logic; #y is
the clock skew, the maximum difference in arrival of the same clock edge at
different portions of the chip; ¢ is the clock jitter, the difference between the
arrivals of consecutive clock edges from the expected time; fcp is the delay
from the rising clock edge arriving at the flip-flop to the output becoming
valid; and £, is the setup time, the length of time that the data must be stable
before the arrival of the clock edge.
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As discussed in detail in Chapter 3, Sections 1.3.4 and 1.3.5, with latches
the minimum clock period is

(2) T.‘a:ches = twmb + IDQ.L + l‘{JQ.H + rf

where f,,,, is the total critical path delay through the combinational logic
between active-low and active-high latches, and the active-high and active-
low latches. fog.t and fog# are the propagation delays, from the arrival at the
latch’s D input to the latch’s Q output, when the active low and active high
latches respectively are transparent, ¢ is the jitter between consecutive rising
(or falling) clock edges at the same point on the chip.

Equation (2) is valid if the latch input arrives when it is transparent, and
ty +t;+1, before the latch becomes opaque (i.e. before the required setup
time of the latch accounting for clock skew and clock jitter).

Comparing Equation (2) to equation (1), latches are less subject to clock
skew and the setup time and hence latch-based designs can have a smaller
clock period.

Note that latches are also subject to duty cycle jitter, variation in the
length of time that the clock pulse is high and low, which must be taken into
account. Flip-flops with a single-phase clocking scheme are not subject to
duty cycle jitter.

Latches allow extra time (slack) not used in computing the combinational
logic delay in one pipeline stage to be passed to the next stage when the
latch is transparent. With latches, a pipeline stage can borrow time from the
previous and next pipeline stages to finish computation. Hence a latch-based
design does not need to have the delay of pipeline stages as carefully
balanced, to minimize the clock period. Flip-flops present hard boundaries
between pipeline stages and if one stage computes in less time, this slack
cannot be passed onto other stages to allow longer computation times [7].

The Texas Instruments SP4140 disk drive read channel used latches to
reduce the timing overhead, helping to achieve high clock frequencies. The
RTL code for the SP4140 specified some modules to use latches [Borivoje
Nikoli¢, personal communication]. Chapter 15 describes the use of latches in
this design. However, many ASIC designs almost solely use flip-flops and
there has been no methodology for translation of these designs to latch-based
netlists. For example, Lexra’s LX4380 uses single-phase clocking with
edge-triggered flip-flops and latches are only used in the register file [10].

Retiming for flip-flop based designs [5] is available in commercial
synthesis tools. Previous research has examined retiming latch-based designs
[3][6][8][9]. However, there are no EDA tools that support latch retiming, or
migration from flip-flop based designs to latch-based designs. Replacing
flip-flops with latches has been proposed to reduce power, by replacing a
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flip-flop by two back-to-back level-clocked latches, fixing the position of the
latches on one clock phase and relocating latches on the second clock phase
[4]. Our research is novel in presenting an algorithmic approach to
generating a latch-based design from a design with flip-flops, using flip-flop
retiming to locate latches of both clock phases optimally, in an ASIC flow.

1.2 An Automated Approach

Given the number of ASIC designs using flip-flops, we wanted to create
an automated methodology for generating latch-based designs from flip-flop
based designs in an ASIC flow. We did this using synthesis tools and
additional scripts.

Our approach is essentially as follows:

e  Start with a flip-flop based design of clock period T

¢ Identify flip-flops to be replaced by latches
¢ Replace each of those flip-flops by two flip-flops

e Perform retiming to achieve a clock period of 7/2 — balancing the
delay of pipeline stages by moving the registers, preserving
functional behavior

¢ Replace the retimed flip-flops with latches at clock period T

¢ Resize gates to size the latches correctly and take advantage of the
additional time savings

In Section 2, theorems show the validity of using flip-flops at a clock
period of 772, to allow retiming with existing synthesis tools, and we discuss
how to handle input and output constraints correctly with the different
clocking regime. Section 3 further details the algorithm for replacing flip-
flops by latches, and Section 4 discusses the results of this approach. Then
Section 5 details our conclusions from this research.
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input outpup
constraint flip-flop setup flip-flop clock- constraint
C time ¢, to-Q delay tep d

combinational
logic A

Clock period T

input latch output
constraint propagation latch setup constraint
c delays fpq times £, d

Clock period T '

Figure 1. Equivalent circuitry using flip-flops and latches on a sequential
path, from o to B. L1 is an active-low latch, L2 is active-high. FF
is a rising edge flip-flop. Input o arrives after the rising clock
edge with delay ¢. The output B must arrive at least d before the
rising clock edge.

2. THEORY

2.1 Equivalence of latches and flip-flops

Theorem 1. A sequential path with a rising edge flip-flop and a sequential
path with an active low latch and an active high latch are equivalent.

Given the rising edge flip-flop based sequential logic, shown at the top of
Figure 1, it is possible to construct timing equivalent (with respect to the
clock edges) and functionally equivalent sequential logic with active low and
active high latches. Input « arrives delay ¢ after the clock’s rising edge, and
output 3 must arrive by d before the clock’s rising edge.
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Proof:

To ensure functional equivalence, the output 3 must be the same for the
latch-based circuit for all inputs a. Designate the functions performed by the
combinational logic as f4, f3, f1, f2, and f;, for combinational logic A, B, 1, 2
and 3 respectively. This requirement is that

G B=f3(f4(@) = f(/,(/i(@))

We can ensure this relation holds by preserving functional equivalence
when positioning the latches, using retiming of flip-flops which preserves
functional equivalence, as discussed later.

To ensure timing equivalence, we must satisfy relations (4) to (12)
below. Cmax is the largest input arrival time ¢, and Cpy is the smallest. dpay is
the largest output constraint d, which is effectively a setup constraint at the
output.

@ c

max

+t <T"t’u—r3k"t!»

combl,max

(5) e +t

>1, iy

combl,min

where the min and max subscripts denote the minimum and maximum
values of the input and output constraint delays, and minimum and
maximum delays of the combinational paths.
If the input to the active low latch arrives while it is transparent:
T

<7_Isu —ly —t;

©6) c,, +t f

max combl,max

+ ‘!DQ.L + Irc:(;mrbl‘rrm

If the input to the active low latch arrives while it is opaque:

r

comb2,max < 7 _{su - 'rsk -

T
(D S +icgu+! :

where Zcg, is the clock-to-Q propagation delay of the active low latch L1, if
the input arrives when it is opaque. Correspondingly, Zcg# is the clock-to-Q
propagation delay of the active high latch L2.

(8) tCQ,L + e‘r:am.r!:l,min > tﬁ + Isk
And if the inputs to both latches arrive while they are transparent:

cmax + '{cﬂmbl,mn + tDQ,L + Ir.':(.wnbz,n‘mt + IDQ,H + 'rcomb_". max
‘(ZT_rd.nm " —IJ-

©)

Or if the input to the active high latch arrives while it is transparent, and the
input to the active low latch arrived when it was opaque:
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(1 0) E + tCQ,L + tcomb?,n‘lax + tDQ.H + Itcowu‘ﬁi:i.n'ra:t

< ZT"td,max _t‘n‘. _t}r

Or if the input to the active high latch arrives while it is opaque:

(1) T+itegy +t

comb3, max

<2T—td,max _tsk _tj

(12) tepn +teombsmin > thp + i

where #,4 is the hold time at B. Constraints (4) to (12) ensure that all the hold

times and setup times are met.

Relations (5), (8), and (12) ensure hold times at latches L1 and L2, and
output B, respectively, are not violated. These equations can be satisfied by
adding buffers to the combinational logic to increase feombimin-

Relation (4) ensures the setup time is not violated at latch L1. Constraints
(6) and (7) require that the setup time is not violated at latch L2. Constraints
(9), (10), and (11) ensure the setup time is not violated at output B, as
specified by the output constraint 4.

The clock period T can be increased to ensure the setup time constraints
4), (6), (7), (9), (10), and (11) are not violated.

We need to check timing equivalence through the latches versus the flip-
flop. Counting from ¢ =0 when o arrives, the output B = fz(f,(@)) is
stable by t=2T in the flip-flop circuit. As the setup and hold time
constraints of the latches and output are not violated, we can conclude:

e The input to LI, fi(@) is stored at the rising clock edge at time r =T
The output of L1 cannot change again until time ¢ = 37/2 when active
low latch L1 becomes transparent on the falling clock edge.

e The next input @' cannot change the output f,(a) from L1 again until
t = 37/2 , as the hold time of L1 is not violated. Hence the output f(e)
of L1 to combinational logic 2 is stable between t = T and t = 37/2 .

e The output of L1, propagates through to L2, giving f,(f(a)) and is
stored at the falling clock edge at time ¢ = 37/2 . The output of L2 cannot
change again until time =27 when active high latch L2 becomes
transparent on the rising clock edge.

¢ The output of L1 cannot change the output f;(f;(«)) from L2 until after
t = 2T, as the hold time of L2 is not violated. Hence the output
f,(fi(a)) of L2 is stable between t = 37/2 and ¢ = 2T .

e Now as the setup and hold time constraints at B are not violated, the

output to Bis f3(fL(fi(@))) att = 2T, and then from functional

equivalence f = fp(f,(@)) = f,(f2(f,(2)).
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Thus the sequential logic with latches is functionally and timing
equivalent to the sequential logic with flip-flops.

In some cases, it can be difficult to place latches L1 and L2
appropriately. For example, using latches instead of flip-flops in a Viterbi
carry-select-add unit would require placing latches within the adder.
Furthermore, to take advantage of the early arrival of less significant bits of
the sum, the comparator needs to be modified — the slowest output of the
adder will be the most significant bit. An analog Viterbi detector was
implemented in this sort of fashion with latches, which enabled high speeds
to be achieved [2].

If there is single-cycle recursion, that is a sequential critical loop of one
cycle, then there is no possibility of slack passing, and impact of the setup
time and clock skew are not reduced. In such cases, high-speed flip-flops
give a smaller clock period than by using latches, as the delay of two latches
(2tpg) is more than the delay of the high-speed flip-flop (tcp). Section 4 of
Chapter 3 gives an example where latches are slower.

Corollary 1. A sequential path with n flip-flops is equivalent to a sequential
path with 2n latches (active low latches followed by active high latches).
Proof:

This follows directly from Theorem 1, where input o may come from a
rising edge flip-flop or active high latch, and output B may go to a rising
edge flip-flop or active low latch. Considering each segment with a rising
edge flip-flop separately, the flip-flop can be replaced by one active low
latch and one active high latch.

Placing latches for functional equivalence at the rising clock edge, with
the output of transparent low latches occurring in the same position as the
output of rising edge flip-flop based circuitry is not usually the optimal
placement for the latches. It is best if the latch inputs arrive during the
window while the latches are transparent — not at the start or end of this
window (which is when the clock edge arrives).

The latch positions can be retimed for better immunity to clock skew,
preserving functional equivalence at the circuit’s outputs.
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combinationa combinational
logic 1 logic 3

combinational
logic 3

Clock period T

Figure 2. Equivalent circuitry using flip-flops and latches. L1 is an active-
low latch, L2 is active-high. FF1 and FF2 are rising edge flip-
flops. Inputs and outputs of this sequential logic are stored at a
clock edge of the clock with period T.

Theorem 2. Replacing two 772 flip-flops by latches.

A pipeline with two sets of rising edge flip-flops clocked at period T/2 is
functionally and timing equivalent to a pipeline stage with a set of
transparent low latches followed by a set of transparent high latches
(providing setup and hold times are not violated), if the inputs and outputs
are clocked at clock period T'in the following manner.

The inputs to the logic before the first stage come from rising edge flip-
flops, or transparent high latches, clocked with period 7. The outputs of the
logic after the second stage go to rising edge flip-flops, or transparent low
latches, clocked with period 7.

This theorem holds in general for 2n pipeline stages of rising edge flip-
flops clocked at period 7/2 being replaced by 2n successive stages registered
by transparent low latches then transparent high latches alternately for each
stage, providing the inputs and outputs are clocked as described above.
Proof:

As the input a is from a transparent high latch or rising edge flip-flop
clocked at period 7, it only changes after every rising clock edge 7 and is
held constant at least while the T clock is low. As the output B goes to a
transparent low latch or rising edge flip-flop clocked at period 7, it is stored
at every rising clock edge T.

The flip-flops in Figure 2 are clocked at period 7/2. As the input & only
changes after the rising T clock edge, and is held constant while the clock is
low:

e The flip-flop FF1 will store the results of a propagating through

combinational logic 1 at the nextrising T'clock edge.
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e Then flip-flop FF2 stores the results of FF1 output Q propagating
through combinational logic 2 at the next falling 7 clock edge (when
there is a rising 7/2 clock edge).

e The output of FF2 propagated through combinational logic 3 is then
stored at the next rising T clock edge.

Compare this to what happens with the latches in Figure 2. As discussed
in the proof of Theorem 1, the inputs of the latches are valid at the clock
edge on which they go opaque, providing their hold times are not violated
and the data arrives before f, +1; +1,. Hence the latches store the input
when they become opaque. As the input a only changes after the rising T
clock edge, and is held constant while the clock is low:

e The active-low latch L1 will store the results of apropagating

through combinational logic 1 at the next rising T clock edge.

e Then active-high latch L2 stores the results of FF1 output Q
propagating through combinational logic 2 at the next falling T clock
edge.

e The output of L2 propagated through combinational logic 3 is then
stored at the next rising 7 clock edge.

This is equivalent timing behavior at the input o and output f3.

Lemma 1. Doubling flip-flops preserves correct function

Sequential circuitry with rising edge D flip-flops at period T after k clock
pulses, is functionally equivalent to sequential circuitry with each flip-flop
replaced by two connected rising edge D flip-flops at period T after 2k clock
pulses (ignoring hold time violations).
Proof:

By doubling the flip-flops, every second flip-flop just provides a delay of
one cycle after the first flip-flop. Hence the functional behavior does not
change, but computation takes twice the number of clock cycles.

Lemma 1 provides a mechanism for replacing flip-flops at clock period T
by two flip-flops at clock period 7. These flip-flops can then be retimed,
which preserves functional correctness [5], achieving a clock period close to
7/2. By Theorem 2, we can replace these flip-flops at clock period 7/2 by
latches at clock period 7, and the functionality is unchanged. Thus we have
provided an algorithmic approach to change from flip-flops to latches in the
manner proven by Theorem 1 — buffers can be inserted to fix hold time
violations and the clock period can be increased to fix setup time violations
at each step as needed. (These violations can be fixed in post-processing,
once we have generated a latch-based design from the flip-flop based
design.)
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(Tocove = £)/2 latch setup times £,

clkl, Clock period T clk2, Clock period T

Figure 3. Optimal latch positions with respect to the clock edges,
considering the setup time, with a 37.5% duty cycle for clkl and
clk2.

2.2 Handling Input and Output Constraints to Ensure
Optimal Latch Placement

For simplicity, we assume that the clock skew includes the jitter. This
simplifies Equation (2) to:

(13) Tiasches =teoms +1po.L +inoH

Section 3 of Chapter 3 discusses the optimal latch positions without this
simplication. More generally, the following approach could be used by
assuming a clock period of Tiaches' = Tiatches — &

To minimize the impact of clock skew and jitter, the optimal position for
latches is when the latch input arrives in the middle of the interval when the
latch is transparent (active), before the setup time ¢, of the flip-flop. With a
duty cycle of 7,,,./T, where the latch is active for duration Zgcve, the
optimal placement is when the latch input arrives (T,.ue —(fy, +24))/2
after the clock edge when it becomes transparent, and active high and active
low latches are spaced 7/2 apart (assuming equal setup times). This is shown
in Figure 3.
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Figure 4. A flip-flop pipelined sequential path with input constraint ¢ and
output constraint d.
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Figure 5. After replacing each flip-flop to be converted to latches with two
flip-flops and retiming the flip-flops to achieve a clock period of
T/2 with modified input constraints, these are the flip-flop
positions on the sequential path. Flip-flop FFj in Figure 4 has
been replaced by two flip-flops FFj,1 and FFj,2.

With n flip-flops separating pipe-line stages, there are n+1 flip-flop
pipeline stages at clock period T. Consider a particular sequential path
shown in Figure 4, with input constraint ¢ and output constraint d on the
path, and n flip-flops on the sequential path. The total sequential path delay
is (n+1)T.

Our approach is then to double the number of flip-flops and retime.
Retiming the 2n flip-flops optimally will split the path delay into (2n+l)
equal segments, so the delay of each segment is (n +1)7/(2n+1). However,
we have shown that this is not the optimal placement for the latches. When
retiming, what can we set the input and output constraints to, in order to
ensure that the placement of the doubled flip-flops after retiming
corresponds to the optimal latch positions?

Suppose we decrease the input and output constraints, when retiming, by
a total of 8, so that the total sequential path delay is reduced to (n+1)T -6 .
Retiming splits this into equal segments of length:

(n+1)T -5 T/2-6

T/2+
2n+1 2n+1

(14
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Figure 6. The latch positions from retiming the doubled flip-flops with
modified input and output constraints. Latch L1,1 is active low,
latches L1,2 and Ln,2 are active high. Flip-flop FFj in Figure 4
has been replaced by two latches active low latch Lj,1 and active
high latch Lj,2.

Equation (14) shows that active high and active low latches can be
spaced 7/2 apart, independent of the number of flip-flops n on the sequential
path,if § =T/2.

Suppose the setup, hold, and propagation times of the flip-flops and
latches are zero, and the duty cycle is 50%, thus the optimal latch positions
are at 7/4 after the edge at which they become transparent. Then when
retiming,6 =T/2 should be split equally between input constraints ¢ and
output constraints d, the constraints become respectively ¢'=c¢—-T/4 and
d'=d-T/4. After retiming shown in Figure 5, this gives optimal latch
positions shown in Figure 6.

More generally, the setup, hold, and propagation times for the flip-flops
and latches must be considered, along with the duty cycle. The apportioning
of § =T/2 to the input and output constraints can be adjusted to ensure that
the retimed positions of the flip-flops are the optimal latch positions.

For our purposes, we assigned ¢'=c-T/4 and d'=d-T/4. The
retiming software will position the 772 flip-flops so that the setup constraints
are not violated, which takes into account &, +t.

3. ALGORITHM

The user can identify critical paths or portions of the design where flip-
flops are to be replaced by latches. The retiming software tools available
may limit which flip-flops can be retimed. For example, the tool we used for
retiming cannot retime flip-flops with gated clocks. Hence, it can be
necessary to modify the design to enable flip-flops to be replaced by latches.
We used implementations that only had gated clocks for the register file, and
flip-flops with gated clocks were not be replaced by latches.

Having identified the region ©Q where flip-flops are to be replaced by
latches, the sequential inputs to € and sequential outputs of Q are treated as
inputs and outputs along with any primary inputs and primary outputs to Q.
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The input and output constraints to the region €2 can be characterized from
the complete design.

Then each flip-flop within region Q is replaced by two connected flip-
flops. We then wish to do retiming of Q to reduce the clock frequency from
T'to 772, which should be close to achievable with the doubled flip-flops, as
we have doubled the number of flip-flops on each sequential path in Q.

As combinational paths from inputs of € to outputs may be of path delay
T, they must be omitted from €2, otherwise they will limit retiming achieving
a clock period of 7/2. Similarly, the flip-flops that are not being replaced by
latches will have combinational path delays of up to 7, and thus these flip-
flops and paths have to be removed from region 2. An alternative solution
would be to specify two T/2 cycles for computation on these paths, but the
retiming tools available did not handle multi-cycle paths or different
clocking regimes (with clock period T for the flip-flops not being replaced,
and clock period T/2 for the doubled flip-flops) within the region for
retiming.

Input and output constraints were then modified according to the
discussion in Section 2.2, to ensure optimal placement of latches.
Unfortunately, the retiming software tools set negative input and output
constraints to zero and don’t handle multi-cycle paths, so there are no simple
mechanisms for accepting constraints ¢'=¢-T/4<0 and d'=d -T/4<0
(i.e. where the original input and output constraints are 7/4 or less). Instead,
T/4 was subtracted from the input and output constraints, and constraints of
less than zero were set to zero.

Additionally to avoid long paths from large input constraints or large
output constraints limiting retiming, the input and output constraints can be
reduced to some maximum value (e.g. T/2-t¢,) if they are too large, with
the hope that time borrowing allowed with latches will help meet these input
and output constraints. This was helpful when these constraints limited
retiming.

Then retiming was performed on the region €2 with the modified input
and output constraints, and a clock period of close to 7/2 is achieved. The
flip-flops in Qare then replaced by latches, by traversing breadth-first
sequentially from the inputs replacing flip-flops with active low latches first,
then alternately active high and active low latches, until all flip-flops are
replaced.

When a flip-flop was replaced by two flip-flops, but the positions of
these two flip-flops were not moved in retiming (because they are on
sequential paths with delay of T/2 between each segment), the original flip-
flop should be left in that position, rather than replacing it with two directly
connected “back-to-back™ latches (as two latch cells have somewhat larger
area and more delay than a single compact flip-flop cell).
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Experiments on the T1030 Base Xtensa showed about 1,000 cases of
pairs of the replacement flip-flops not being moved in retiming. Leaving
these as a single flip-flop helped reduce the area of the final latch-based
design, without penalizing performance. These results indicate about a third
of the T1030 Base Xtensa flip-flops were on paths of delay less than 772,
which indicates a good opportunity for slack passing. The other 2/3 of the
flip-flops were replaced by latches which were moved from this position by
retiming. Of course, slack passing depends on the early arrival of all the
fanins to the gates in the next pipeline stage — with transparent latches, the
critical path is considered over multiple clock cycles.

Having modified Q to a latch-based region from using flip-flops, the
design is then flattened, to include € with the other parts of the design that
remain unchanged, and compilation is performed to optimize the sizes of
gates in the latch-based design. Buffers are automatically inserted to fix hold
time violations.

The algorithm is illustrated for a simple example in Figure 7.

As the region € contains sequential loops, it is not possible to perform
functional equivalence checking, because the latches are moved with respect
to the original flip-flop positions. It would be viable to compare outputs of
the region for given input sequences. For the experiments reported in the
next section, we performed gate level simulations on the entire design to
check that the latch-based gate netlist was correct.
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(b) The identified region £, where flip-flops are to be replaced by latches. Input and output
constraints have been characterized in the context of the complete circuit.
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(g) Latch-based region Q in the context of the complete circuit.

Figure 7. This series illustrates the algorithmic approach to replace only the
flip-flop FF2. FF2 is replaced by active low latch L2,1 and active
high latch L2,2. Combinational logic is shown in light gray.
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4. RESULTS

Designs were mapped to the high performance, low threshold voltage
Artisan 0.13 um library. The ASIC flow tools used were Synopsys
DesignCompiler 2000.11-SP1 (Linux or SparcOSS) for synthesis; Synopsys
PhysicalCompiler 2000.11-SP1 (SparcOS5) for global routing and floor
planning; and Cadence Silicon Ensemble version 5.3.125 for detailed routing
and cell placement. Scripts for the algorithm were written in Perl and
DesignCompiler scripts. PhysicalCompiler took noticeably longer to floor
plan and route latch-based designs (about four times the run time required
for flip-flop-based versions), but the correlation between post-synthesis and
post-floor planning results was good for both latch and flip-flop versions of
designs.

For simplicity, we used a 50% duty cycle, with buffers inserted to fix
hold time violations. It was assumed that the clock skew of 0.2ns included
both the edge jitter and duty cycle jitter. The actual clock skews after clock
tree synthesis and layout were reported to be about 0.13ns for the latch-
based designs, which gives a 4% margin to account for jitter. From
discussion in Chapter 3 of duty cycle jitter, the duty cycle jitter may be
around 5% of the clock period for ASIC designs. Thus a 4% margin is a
slight underestimate of the total jitter, but providing the latch inputs arrive
during the appropriate time window when they are transparent, this will not
affect the latch results. Future experiments will model duty cycle jitter
separately.

The static timing analysis tools correctly handle latches; the static timing
analysis tools were PrimeTime with Synopsys tools [11], and Pearl with
Cadence [1]. These tools gave very similar critical path analyses, after back-
annotation of capacitances from final cell placement.

Flip-flop based designs in the typical ASIC flow with the above tools,
showed good correlation (within 10%) between synthesis, globally routed
with floor plan, and final placement results. However, while latch-based
designs showed speed improvements over the flip-flop versions at synthesis
and floor-planned stages, the final placement results were worse than the
flip-flop based designs. Given good correlation at this step on flip-flop based
designs, we suspect the discrepancy for latch-based designs is a performance
issue having to do with detailed routing and cell placement of latch-based
designs (not something for which the tools are optimally designed).

The flip-flop based designs used for latch replacement did not have gated
clocks (used to reduce power), as the synthesis tools did not support retiming
with gated clocks. It would be possible to perform latch replacement in an
isolated region where the only clock is a gated clock, by making the
synthesis tools treat the gated clock signal as a normal clock signal within
that region. A mix of different clock signals, or gated clocks, would not
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allow latch replacement, because of the limitations of the synthesis tools. It
is expected that future versions will allow gated clocks to be retimed,
resolving this issue.

The latch-based versions of designs passed all gate level simulation tests.
This checked that the latch-based netlists gave the right outputs for about
twenty sets of test input sequences. Functional verification to compare the
latch-based designs with the original flip-flop based designs was not
possible, because of the retiming needed to place latches in speed-optimal
positions — the position of latches and flip-flops does not correspond, and so
functional verification cannot be done with a direct comparison.

The flip-flop gate-level net lists were synthesized from RTL. These net
lists of up to 30,000 gates were converted to predominantly latch-based net
lists by the algorithm discussed. The run times on these gate-level net lists
for the algorithm were typically around 8 hours on Pentium IV 1.7 GHz
machines with the Linux operating system (for the T1030 and T1040 Xtensa
Base configurations), including retiming and compilation after retiming for
area recovery. After the algorithm generates the latch-based design,
compilation steps to optimize gate sizes can take several hours.

The synthesis command line instructions are quite slow for some netlist
manipulations. If Verilog net list manipulations were coded directly (e.g. in
C), instead of via scripts, the run time spent on net list manipulation (around
75% of the 8 hours for the Base configurations) would be reduced
substantially. The run times were fast enough to provide experimental proof
of the viability of this approach, and scripts greatly reduced the time taken to
write this prototype of the algorithm software.

The T1030 and T1040 Base Xtensa is a synthesizable 32-bit embedded
processor, with a single-issue five-stage pipeline [13]. Table 1 presents the
synthesis results for four different configurations, and Table 2 shows the
post floor-planning results for these designs. For our purposes, the primary
difference between the T1030 Base Xtensa and T1040 Base Xtensa
implementations was the path from the data tag memory to the cache: in
T1030 Base this path was combinational and hence not included in flip-flop
replacement; in T1040 Base this path has flip-flops on it, which can be
replaced by latches. The T1030 MACI16 configuration includes a 16-bit
multiply-accumulator with the T1030 Base Xtensa. Compared to the T1040
Base, the T1040 Base_no_loop_no_pif does not include the processor
interface and some of the external interface logic, and it does not include the
logic for zero-overhead loops.
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Number of Area % Area Clock % Speed
Design Flip- 3 Period
Gates Latches | (mm’) Increase Increase
Flong_ (ns)
Flip-flop T1030 Base Xtensa 24,241 2,780 1,288] 0.341 2.35
|Latch T1030 Base Xtensa 24,618 1,248 5,017) 0.332 -2.6% 2.20 6.8%
IF]ip-ﬂop T1040 Base Xtensa 24,711 2,837 1,288) 0.351 2.56
ILatch T1040 Base Xtensa 25,546 976 6,121] 0.351 0.0% 2.24 14.3%
———
lg"p flopT1040 17258 1,708 1,024] 0227 256
ase_no_loop no_pif
Latch T1040 . 18,185 517 4,048] 0.238 4.8% 2.28 12.3%
Base_no_loop_no_pif
IFlip-ﬂop T1030 MAC16 27,854 3,209 1,288) 0.400 2.40
ILatch T1030 MAC16 29,109 1,009 6,722 0.400 0.0% 2.28 5.3%

Table 1. Synthesis results for flip-flop and latch versions. These clock
frequencies are for the worst case process and worst case operating

COrmer.
Desien Area % Area Clock % Speed
¥ (mm’) Increase |Period (ns) Increase
Flip-flop T1030 Base Xtensa 0.367 2.58
Latch T1030 Base Xtensa 0.379 3.3% 2.34 10.3%
Flip-flop T1040 Base Xtensa 0.382 2.67
Latch T1040 Base Xtensa 0.402 5.2% 2.40 11.3%
Flip-flop T1040 Base_no_loop_no_pif] 0.246 2.60
Latch T1040 Base no loop no pif 0.272 10.6% 2.18 19.3%
Flip-flop T1030 MAC16 0.440 2.61
Latch T1030 MACI16 0.452 2.7% 2.46 6.1%

Table 2. Post-physical compiler results for the flip-flop and latch versions
from Table 1. These clock frequencies are for the worst case
process and worst case operating corner.

We believe that some post-synthesis cases have achieved area reduction
because of the area recovery performed after retiming. Area recovery also
limits the increase in the number of latches. The area recovery limits any
increase in size for the latch-based designs, and in some experiments has
reduced area slightly. Note that two latches are slightly larger than a flip-flop
in the standard cell library. However, as the latch-based designs have higher
gate count and more wires, the area does increase due to the additional
wiring after floorplanning and global routing with Physical Compiler. The
target clock period was 2.0 ns in all cases.
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4.1 Theoretical Limit to Latch-Based Speedup

From Equation (20) of Chapter 2, if the pipeline stages are very carefully
balanced (to within a gate delay), the clock period with flip-flops is bounded
by:

(15) io=sors = Lams +lst ¥ 1 +leg L

Tﬂip—ﬂop; = Leomp Tl + tJ' + rCQ +ig, + Igme

where #g, 18 the delay of a combinational gate. Then from Equations (1) and
(2), the reduction in clock period by using latches is bounded by

(16) Tﬂf;a—ﬂops - T:'nrdrex 2 tsk + tj + l‘CQ +ig, — ‘(DQ,L - '{DQ.H

Tﬂi;o-ﬂops - T;‘a."c»‘res s tsk + 'rj + ltCQ + tsu + {ga-'e - tDQ,L - tDQ.H

As stated earlier, Equation (2) assumes that the latches are placed so that
the latch inputs arrive while the latches are transparent and before the setup
constraint. Additionally, we must consider the impact of pipeline stages not
being balanced in the flip-flop based design. If the pipelines are not well
balanced, the reduction in delay by using latches is more than this, as latches
allow slack passing.

Typical values observed in this technology are 0.2 ns for the clock skew
(including clock jitter); 0.2 ns for the clock-to-Q delay of high-fanout flip-
flops; 0.1 ns for the flip-flop setup time; 0.2 ns for the D-to-Q propagation
delay of high-fanout latches; and 0.15 ns for a high-fanout combinational
gate. With these values, the improvement by using latches can be estimated
from (16). Note that the critical paths had high-fanout flip-flops and latches,
and thus these delays were used for analysis.

For a typical clock period of the Base Xtensa of about 2.6 ns, the bounds
in (16) give an expected percentage speed improvement of between 4% and
10%. The observed performance improvements of 5% to 19% are more than
this because of additional slack passing — the flip-flop pipeline stages are not
as well balanced as assumed in (15), and thus there is more gained by slack
passing.

Note that retiming was run on the flip-flop version of the T1030 Base
Xtensa, and there was no speed improvement. The pipeline stages with flip-
flops were as well-balanced as they could be for this design. The Xtensa
designers expect that the other designs are also well-balanced [Ricardo
Gonzalez, personal communication].

The T1040 Base_no_loop_no_pif wire load models over-estimate the
load, because of the removal of some of the logic (wire load models weren’t
separately characterized for each design). The latch-based designs can take
advantage of the additional slack after placement.
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Note that the largest drive strength of active-high (TLAT) and active-low
(TLATN) cells from the library used was X4, whereas X8 flip-flops were
available. In the latch-based designs, the latches on the critical paths have
high fanout, and are fairly slow (around 0.2ns delay) because of the limited
drive strength. If larger latch drive strengths were available in this
technology, the D-to-Q latch propagation delay should be reduced to around
0.1ns, which would improve some results by up to 4% (estimated from
Equation (16)).

5. CONCLUSION

We have overcome some of the limitations of existing ASIC tools for
handling latch-based designs, providing a theoretically valid and working
methodology for retiming latches by retiming flip-flops. We have
demonstrated a successful approach to replacing flip-flops on critical paths
by latches to speed up ASICs, providing actual speed improvements of 5%
to 20% on real commercial designs.

In this chapter we outlined some of the limitations on latch-based ASIC
designs. Hopefully, by showing that latches provide performance
improvement over traditional flip-flop ASICs with minimal area penalty,
future tools and standard cell libraries will provide more support for latch-
based designs.
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1. INTRODUCTION

It is no secret that controlling clock skew is crucial to meeting overall
design timing [6][7][14]. However, pursuing the traditional goal of
eliminating or reducing clock skew may not yield the best design timing.
Intelligently skewing clock arrivals can improve performance, achieve
timing closure, reduce power, increase reliability margin, and reduce
simultaneous switching noise—all by fixing just one signal. This technique
is commonly referred to as either “useful” or “intentional” clock skew [15].
Useful skew has been applied manually for many years in high performance
custom designs. Recently, a commercial tool has become available that can
exploit useful clock skew automatically and systematically to improve
timing within the standard ASIC design flow [4]. In this chapter we first
explore the traditional zero skew methodology and then introduce the
concept of useful skew followed by the description of an ASIC design
methodology employing useful clock skew. We then discuss clock and
combinational logic co-design and simultaneous clock skew optimization
and gate sizing.
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A B c
clock ’
i _ Reference i
i clockedge ; Global Effect. Clock
i i i Skew  Skew Period
(a) Perfect zero 0.0ns 0.0ns 00ns 00ns 0.0ns 6.0ns
(b) Attempt #1 -0.5ns 0.0ns 05ns 1.0ns 0.5ns 5.5ns
(c) Attempt #2 -0.9ns 0.0ns -09ns  0.9ns 09ns 6.9ns
(d) Useful skew 2.0ns 0.0ns 20ns 20ns 2.0ns 4.0ns

Figure 1. Skew is a local constraint. Figure (a) shows ideal zero skew
solution. Figures (b) and (c) show two different implementations
with different global skew values. Figure (d) is the optimum
useful skew schedule.

2. IS CLOCK SKEW REALLY GLOBAL?

The goal of clock design in the standard ASIC design flow is typically
either to bound or to minimize global clock skew. Global clock skew is the
largest skew value among all pairs of flip-flops within a clock domain,
which is simply the difference in arrival time between the earliest and latest
arriving clock signals. However the approach of minimizing global skew
may produce sub-optimal system timing. This happens because the logic
and clock design steps are completely separated—the logic designer focuses
on optimizing the critical paths while the clock designer attempts to control
global clock skew.

Figure 1 shows an example of two pipeline stages between three sets of
flip-flops. Suppose that the logic design has a critical path for each pipeline
stage of 2ns and 6ns. Thus, under the key assumption that the clock arrives
simultaneously at all flip-flops, the clock period must be at least 6ns. See
Figure 1(a).

Standard clock tree design practice completely ignores logic timing and
seeks to implement a tree that delivers acceptable global skew. For this
example, assume one potential clock tree can deliver relative arrival times of
-0.5ns, Ons, and 0.5ns with respect to the center flip-flop. We will call such a
set of arrival times a clock skew schedule. In this schedule the clock arrives
at the left flip-flop 0.5ns before the center flip-flop, and arrives at the right
flip-flop 0.5ns afterwards, yielding a global skew of 1.0ns (Figure 1(b)).
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Let’s consider another potential clock tree that allows the clock edge to
arrive at the left and right flip-flops 0.9ns before the center flip-flop (that is,
-0.9ns, 0.0ns, -0.9ns). Obviously, the schedule represents a global skew of
0.9ns. See Figure 1(c). The prevailing zero-skew clock design methodology
would prefer the second implementation to the first one, since 0.9ns is a
smaller skew than 1.0ns. Unfortunately this would be a mistake if the goal
were to improve overall design timing.

The mistake results from ignoring the logic and focusing solely on global
clock skew. Since there is no direct combinational logic path from the left
flip-flop to the right flip-flop, any skew between them is totally irrelevant.
Recall that the first solution, in Figure 1(b), had a global skew of 1.0ns
resulting from this pair of flip-flops (0.5 minus -0.5). If we amend our
interpretation of clock skew to consider only arrival time differences
between sequentially adjacent pairs of flip-flops, we find that the first
alternative has an effective skew of only 0.5ns, which makes it a better
alternative than the second solution, in Figure 1(c), with 0.9ns of skew. So,
clock tree synthesis that considers the presence or absence of logic paths can
produce better timing than one that seeks only to minimize the worst case
global skew.

The key observation above is that skew is not a global constraint, but
rather a set of local constraints between different pairs of flip-flops
connected through combinational logic. Looking beyond connectivity to the
actual delay numbers can, in fact, lead to an “optimum” clock skew
schedule. For this particular example, the optimum schedule is: 2ns, Ons,
2ns, which also happens to be a very bad solution in terms of the global
skew metric. The optimum clock skew schedule balances the delays of the
pipeline stages, allowing a clock period of 4ns. By adjusting clock skew, it
effectively transfers excess slack from the first pipeline stage to the second.
We will explain this “cycle stealing” or “useful skew” concept in the next
section.

3. PERMISSIBLE RANGE SKEW CONSTRAINTS

Current clock design methodology depends on the assumption that a
smaller skew means a better design: A chip with zero or minimal skew either
performs better or offers more robust timing. Moreover, most current clock
design tools seek to minimize skew through buffer insertion or clock routing.
The previous section illustrated that better overall timing can be achieved by
considering the relationship between logic and clock timing than is possible
by treating each separately. This section formalizes this idea through the
permissible skew range concept.

Let F; and F; be two flip-flops connected by combinational logic. D; and
D; are the logic arrival times and C; and C; are the clock arrival times to F;
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and F; respectively (see Figure 2(a)). When data travels from F; through
combinational logic to F; it may propagate through multiple paths, but its
delay is bounded, below and above, by dj, the shortest path delay from F; to
Fj and by Dj; the longest path delay. For a given clock frequency, in order for
the data to be latched properly, there are constraints between the propagation
delay from F; to Fj and the clock skew between C;and C;. These constraints
are commonly referred as the setup and hold constraints, and ensure that a
single active edge both launches and captures data. For the purposes of this
discussion we use the following simplifying assumptions: all clock domains
have a uniform clock period, 7, and all path are single-cycle.

The hold check ensures that data launched from F;does not arrive at F;
until after a library dependent hold time constraint ¢, (Figure 2(b)):

1 C+ déi 2C;+t,

C'- v \ /—-—-—-—-—-
D;- /f /
-+ d,} >
1 | '\ New data arrives at D;
(b) hold constraint
C‘: 74 \ /—-—-—-——
D; yd P
Dy t,
- —
G X~ RN )
JE— N

F; clocked on

Data arrives at Dj
next cycle

(c) setup constraint

Figure 2. (b) Shortest path constraint and (c) longest path constraint for the
clock skew of the circuit shown with flip-flops in (a).
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D : longest path delay
d : shortest path delay

-d+ 1, < skew < T-D+t,
permissible range cycle time violation

Figure 3. The permissible range for the clock skew between flip-flops.

The setup constraint ensures that data is able to propagate from Fj to Fj in
one clock cycle. Data launched from F; must arrive on the next edge at F;
before a library dependent setup time #;, (see Figure 2(c)).

2 C+D;=<C,+T-1t,

By combining the setup and hold constraints, we can derive both an
upper and lower bound for the clock skew between F; and F; We call this
two-sided constraint the permissible range (Figure 3):

3 t,-d;<C,-C,<T-D,-t,

4. WHY CLOCK SKEW MAY BE USEFUL

Looking at Figure 4, for example, in the case of zero skew, the circuit
operates correctly with a clock period of 9ns with a margin of only 0.5ns
from cycle time violations. Should some capacitive coupling, IR drop
effects, or process variation cause skew to vary slightly, there is only 1ns
between FF1 and FF2 to prevent race conditions.

On the other hand, if we use non-zero clock skew to move the skew
points further within their permissible ranges, we can achieve either of the
following benefits: if we reduce the clock period to 7ns, the circuit still
operates correctly but runs at a faster clock frequency, improving the
performance of the circuit. Alternatively, keeping the cycle time at 9ns
leaves a 2.5ns safety margin to guard against cycle time violations. In effect,
the original critical path (8.5ns) has changed to a non-critical one (6.5ns).
Increasing the skew to a positive value can raise the safety margin against
race conditions between FF1 and FF2 to 3ns, rendering a more robust timing
for the circuit.
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Max. 8.5ns

Max. 3.0ns Max. 8.5ns

Clock Period: 9.0ns

-Ins 6ns -Sns 0.5ns
i mE @
3ns 1.5ns

(b)

Figure 4. Useful skew creates wider safety margins.

This technique is also referred to as cycle stealing: it lowers the clock
period by transferring the hold time slack from the slow combinational logic
to the fast one and transferring the set up time slack from the fast
combinational logic to the slow one. Effectively, it shifts the slacks to
critical paths. See Figure 5.

Zero Skew Useful Skew

|
. . Timing Slacks
s — - R
hold _setup

hold  setup hold  setup hold  setup

Figure 5. Shifting timing slacks to critical paths.
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Figure 6. Useful skew can increase clock frequency.

The additional timing slack achieved through useful skew can be used to
increase chip performance or simplify timing closure.

Logic designers or the actual circuit owners want their chip to run faster.
In Figure 6 a useful skew schedule can reduce the clock period to 4ns, even
though the longest logic delay is 6ns.

On the other hand, ASIC vendors care mostly about timing closure. If
their customers finish logic design and hand over the net list for physical
design, they want to be able to close the timing without iterations. In this
example, let’s say after physical design this path is changed to 7ns. In a zero-
skew methodology this means their customer is then faced with a timing
violation. With useful skew, on the other hand, we can actually close the
timing even with this 7ns surprise from the physical design side (Figure 7).

7 ns

2 -2

Figure 7. Useful skew can speed up design closure.
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Y N B
4L A
zero skew useful skew

Figure 8. Useful skew can reduce peak current and simultaneous switching
noise.

In a zero-skew methodology the goal is for every flip-flop to switch at
the same time. The closer we get to realize this goal, the closer we get to two
other stumbling blocks: simultaneous switching noise and peak current. If
everything switches at exactly the same time, the current drawn from the
power supply at that instant may easily be so large that even with a very
small lead inductance, the di/dt switching noise can inadvertently cause the
chip to fail. The large peak current can also harm the chip—especially when
the chip contains sensitive circuits, such as analog functions. In contrast, in a
useful skew methodology, the instantaneous currents are typically lower
since all flip-flops do not switch simultaneously (Figure 8) [3][11].

5. USEFUL SKEW DESIGN METHODOLOGY

For custom design, it is no secret that designers make use of clock skew
to optimize the design. It has been used for mainframe design, such as the
IBM 360/91 [1], the Amdahl 580, the IBM 3033, and the IBM 370/168 [12],
and recently for high performance microprocessors, such as the IBM S/390
[13] and the DEC Alpha [2].

For the standard cell ASIC design flow, a clock tree synthesis tool,
ClockWise, is available to make use of clock skew automatically and
systematically [4]. This tool uses intentionally created local skew to improve
the timing on critical path.

The useful skew clock design methodology consists of five steps:
permissible range generation, initial skew scheduling, clock tree topology
synthesis, clock net routing, and clock timing verification [16].

Permissible range generation combines logic path delay information
with system-level timing constraints to derive a set of local skew constraints
between each pair of sequentially adjacent flip-flops. Note that this process
is very similar to standard static timing analysis method commonly used
during design.
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Initial skew scheduling uses the permissible ranges to determine whether
a feasible clocking schedule exists. If so, it computes a schedule consisting
of required arrival times to each register. Most circuits have a number of
feasible clock schedules. Initial skew scheduling selects one that produces
the biggest benefits—either the best performance or the most robust timing
(the fewest critical paths). Since that step chooses the best skew value from
the permissible range, it’s key to managing the skew.

Clock tree topology synthesis uses the clock schedule, the register
placement locations, technology information, and buffer descriptions to
determine a buffered clock tree topology that delivers the clock signal
according to the schedule. At minimum, clock tree topology synthesis should
deliver a tree that either meets the initial skew schedule, or comes as close as
possible. However, as mentioned above, there may be many schedules with
similar timing benefits, but some may be easier to synthesize than others
depending on physical factors, such as flip-flop placement. So, in general the
clock tree topology synthesis step is free to modify the schedule on the fly in
order to make it easier to realize and to control the trade-offs such as area vs.
timing [10].

Clock net routing takes the clock tree topology generated in the previous
step and implements the layout of the clock net. This step includes routing
each branch in the clock tree, connecting buffers and clock pins, and
delivering the skew according to the schedule.

Clock timing verification assesses the quality of the clock tree
implemented by the previous steps. It analyzes the clock tree by extracting
the parasitic resistances and capacitances, and calculating the delays and
skews, comparing those results with the target schedule to verify that the
system is free of race conditions and can operate correctly at the required
clock frequency. The verification feedback quantifies the tolerable variations
in clock arrival time. For 0.25um and deeper submicron technologies, clock
tree verification must also analyze coupling and IR drop effects and report
potential impact on the clock signal and the timing of the chip. Finally,
verification must indicate where any violations occur and how to fix them.

Useful skew is relatively new to many; however, industry IC design
leaders in networking and consumer electronics applications have proven in
silicon that the results are valuable. Clock generation for ASICs can be done
in a mater of hours, where otherwise it would have taken weeks.
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Standard Zero-Skew Flow

Figure 9. Conventional zero-skew design flow.

6. USEFUL SKEW CASE STUDY

The method for applying useful-skew to a physical design flow may vary
according to the specific needs of the flow and the designer. The following
description outlines one technique that has been applied and proven effective
for using ClockWise to augment the Cadence physical design flow. It uses a
two-phase approach that first applies zero skew and then useful skew. Note
that this approach is general and can be applied to other design flows as
well.

First the designer applies a standard zero-skew flow as illustrated in
Figure 9.

After static timing analysis, the designer should have a good
understanding of the design timing from both an ideal-clock and a
propagated clock analysis. From the ideal clock analysis, the designer gains
insight on performance limits based on traditional zero-skew methodology.
From the propagated clock analysis, the designer realizes the actual impact
of clock skew on critical path timing.

The designer is now ready to apply useful-skew to the design with the
flow in Figure 10.

Table 1 shows some performance characteristics of useful-skew for a
graphics chip design. This design uses the Artisan library and the 0.15
micron TSMC process. It has 283,000 cell instances and 322,000 nets.
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Useful-Skew Flow

Figure 10. Useful-skew design flow.

Generally, better quality of result can be realized when the user applies
the physical optimization step before applying useful-skew to the design.
Some path timing may have unusually large cell delay and interconnect
delay caused by nets with either high-fanouts or long wire lengths. These
timing violations can be easily solved with high-fanout net synthesis and/or
repeater insertion. Solving these transition-induced violations before
applying useful-skew to the design will generally provide better timing
results. The value of useful-skew is that it can continue to perform timing
optimization through cycle-stealing when physical optimization reaches its
performance limit.

The following are some general observations gained from applying
useful skew to a variety of designs. Designs with large numbers of pipelined
logic paths can greatly benefit from useful-skew as these designs typically
have greater flexibility for time. Designs where the difference between the
longest and shortest path between any two flip-flops is small gives useful-
skew more flexibility as there is generally greater hold-time margin.
Although the performance improvement due to useful-skew is largely a
design-dependent phenomenon the slack improvement is typically in the
range of 5% to 15% of the clock period.

Flip-Flops| Period (ns)| Slack (ns) | Buffers
Zero-Skew 16,770 5.5 -0.2] 1,036
Useful-Skew 16,770 5.5 0.3] 1,048

Table 1. The performance improvement by using useful-skew in a graphics
chip. The number of buffers increased slightly.
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Area

Figure 11. Trade-off in area and delay.

7. CLOCKAND LOGIC CO-DESIGN

For simplicity, in the conventional ASIC design methodology, we separate
the clock design from logic design. While clock designers ignore path timing
and strive only to minimize global clock skew, the logic designers assume
zero-skew clocking and focus on controlling long path delays. Gate sizing is
a commonly used technique for logic optimization. The general character of
the area-delay trade-off for gate sizing alone without clock skew
optimization is shown in Figure 11 [8]. For a loose delay constraint, the area
penalty is small, but for a tighter delay constraint, the area penalty becomes
very large. By applying clock skew optimization, we move timing slacks
form non-critical paths to critical paths, thus create a larger timing budget
and reduce the area penalty. While we achieve a big area saving from A to B
on the curve for the critical paths, we pay a small area penalty from C to D
for the non-critical paths. This illustrates the motivation of simultaneous
clock skew optimization and gate sizing and clock and logic co-design.

8.  SIMULTANEOUS CLOCK SKEW OPTIMIZATION
AND GATE SIZING

The clock skew optimization problem can be formulated as a linear
program problem [6]:
Minimize T
Subject to:
Cit+d; 2C; +1t,

Ci+D; <C;+T -1,

i

4)
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If we combine clock skew optimization with gate sizing, then d; and D
are a function of transistor sizes, wy, ws, ..., w, Each constraint in the
optimization problem is of the form:

(5) Posynomial(w,, w,, ..., w,)+ Convex(C,, C;, ..., C,) <K

Where K is a constant.

Since a posynomial function in x can be transformed into a convex
functionin z by mapping x to €, Substituting transistor width w; by e% in d;
and Dy, and leaving C; alone, the problem is a convex programming
problem, which can be solved easily [8].

The solution may be arrived in two steps. First, a convex programming
problem is solved where only long path constraints are considered and short
path constraints are ignored [5][8]. Next the short path violations are
reconciled by minimum padding [9]. For the first step, the following two
procedures are iterated until all long path constraints are satisfied for a given
clock period: a generalized PERT method is applied to detect violations of
the clocking constraints and the size of the most sensitive gate on critical
path is identified and sized: p-channel or n-channel width for the gate is
bumped up by a small amount depends on whether the gate is undergoing a
rise or fall transition. As the result, the arrival time at flip-flop outputs
calculated by PERT is the optimal skew to the flip-flops, or an optimal clock
schedule.

It has been reported that simultaneous clock skew optimization and gate
sizing achieves significantly better results compared with gate sizing alone
[8]. For example, the clock period of a 20-stage pipeline with 4043 gates has
been improved from 40.4ns to 14ns. While the area penalty for gate sizing
alone was 38%, the area penalty for simultaneous skew optimization and
gate sizing was 26.5%. There was not significant difference in computing
time. In most of the cases, simultaneous skew optimization and gate sizing
achieve the clock period achievable by gate sizing alone at about half of the
area penalty. In some cases, simultaneous skew optimization and gate sizing
achieve significantly lower clock period that gate sizing alone.

9. CONCLUSION

Few people will question that the clock is the single most critical signal
in System-on-a-Chip (SoC) design. This is the net which first encountered
the deep submicron challenges: interconnect delay, coupling noise, IR drop,
electro-migration, process variation, and on-chip inductance. It becomes
more and more difficult, if not impossible, to achieve “exact zero skew.”
Even if power and area are no object, and assuming the designers do a good
job and achieve almost zero skew, the large current drawn from the power
supply will introduce simultaneous switching noise, which may
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inadvertently cause the chip to fail—especially if it contains sensitive analog
and RF circuits. On the other hand, if we view clock skew as a manageable
resource, we can employ useful skew to achieve wider safety margins,
increase clock frequency, speed up design closure, and reduce peak current
and simultaneous switching noise. With increasingly design margins, logic
and clock can no longer be designed separately—simultaneous clock skew
optimization and gate sizing will become common practice in ASIC design
in the near future.
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Much effort is going into providing optimization capabilities for standard
cell-based design. While the industry is focusing mainly on enhancing
design tools, the standard cell libraries that are the foundation of most
designs do not get the same attention. Most designs are developed using
general-purpose libraries. In general, chip designers cannot afford the time
and human resources that custom design requires.

This chapter describes a Power and Performance Optimization (PPO)
flow that leverages cell creation for design optimization. This flow delivers
higher performance and reduces power consumption in cell-based designs

The PPO flow optimizes the transistor sizes of each cell instance in the
context of the design and automatically creates the optimized cell layout,
while maintaining the compatibility of the cell’s footprint. The optimized
cells may then be re-inserted using an ECO place-and-route flow.

1. INTRODUCTION

Today, many semiconductor products are dependent on a semi-custom
design methodology based on synthesis and place-and-route tools. Demand
for faster completion time makes this methodology very attractive.
Engineers can focus on describing the design, and the flow ensures
implementation of this design in silicon within a reasonable time.

In comparison, a full-custom design methodology is very expensive in
terms of resources. It takes a large team of engineers and a long time to
complete these designs. Full-custom design methodologies are still used
because they provide much higher performance, and designers have more
flexibility to tune performance versus power consumption. For example in
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the 0.18um process technology generation, microprocessor products (with a
full-custom methodology) have up to 2GHz operating frequency, while the
companion chipsets operate at around 350MHz.

Part of the reason for this “performance gap” is that full-custom
designers have the ability to optimize their designs at the transistor level.
They have access to custom macro cells, circuits using dynamic logic, etc.
On the other hand, ASIC designers implement optimizations at the gate level
or RTL level and, therefore, cannot reach such high performance.

To close the performance gap, much effort is going into providing
optimization capabilities for cell-based design. The industry is mainly
focusing on design tools to accelerate the timing convergence and increase
design performance. In order to improve cell-based designs, EDA companies
provide post-layout optimizations or implementation solutions that combine
synthesis and place-and-route techniques.

However, the standard cell libraries that form the foundation of most
designs do not always get the same attention. Most designs are developed
using general-purpose libraries. Because of the time to market pressure and
the lack of resources, semi-custom designers cannot afford the same level of
customization that custom design methods provide.

The Power and Performance Optimization (PPO) flow is a methodology
to improve cell-based design by optimizing the standard cells in the context
of the design.

2.  OPTIMIZED CELLS FOR BETTER POWER AND
PERFORMANCE

Figure 1 illustrates how an optimized cell can improve power and
performance. In this example, synthesis chose an inverter with 2X drive
strength to drive the net ouwt. If timing is not met after place-and-route
because the out load capacitance is larger than anticipated, in-place
optimization needs to increase the buffer size. The optimization tool would
then pick the next available cell in the library such as a 3X drive strength.
However, the ideal drive to meet the timing goal could be a 2.5X drive
strength cell that does not exist in the library. If the critical path is on the out
rising edge, then only the P transistor, driving a 0->1 transition, needs to
have a 2.5X drive strength, while the N transistor, driving a 1->0 transition,
may only need a 1.5X drive strength. Typical standard cell libraries don’t
have this fine granularity of drive strengths, and often don’t have cells with
skewed drive strengths. By sizing up the P transistor, the cell performance is
increased. Downsizing the N transistor not only reduces the power, but also
decreases the input capacitance of the cell, which increases the speed of the
critical in falling transition and further reduces power consumption.
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Figure 1. An example of an inverter driving a load capacitance, where the
inverter can be optimized to better drive the capacitance on the
critical rising output transition.

The principle demonstrated in Figure 1 can be applied to any cell in the
library. For instance, Figure 2 illustrates the optimization of complex cells
with several output nets. Conventional libraries have a limited set of drive
strengths for each function of the library. Complex cells with multiple
outputs have the same drive strength for both rising and falling transitions,
and for each output. In Figure 2, the adder cell has 2 output nets, Sum and
carry out (Cyy) which have the same 2X drive strength: the pull-up chains of
P-channel MOSFET transistors and the pull-down chains of N-channel
MOSFET transistors have a driving capability of 2 units. In the final design,
the net capacitances on Sum and C,, are usually different, and the timing
requirement for rising and falling transitions may be different. Therefore
Sum and C,,, may require different drive strengths and different rising and
falling drive strengths. As shown on the two adder variants of Figure 2,
variant (a) needs a stronger drive for net C,, than for the net Sum. On the
other hand, variant (b) requires a strong drive for the net Sum as well as for
the falling edge of Cour

Cou
E"" @ P=3.5X, N=2.5X
Cyp &“ B @ Sum
4 P=2X, N=2X P=1X, N=0.7X
Sum
B— 2X_ |—
P=2X, N=2X C Cou
in P=1X, N=2X
4
Sum
B ® P=2X, N=3X

Figure 2. Optimizing an adder: variant (a) has increased drive to net Coyy,
whereas (b) has been optimized to drive only the falling edges of
Sum and Co, more strongly.
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Figure 3. The Power and Performance Optimization flow, creating new
drive strengths of cells after place-and-route, and then replacing
cells in an incremental place-and-route (ECO) flow.

Developing and maintaining so many cell variants in a library is not
practical. Library development would be too time-consuming and synthesis
with a large library may be suboptimal. But limited drive strengths limit
performance of traditional design implementations. By dynamically
expanding the library using custom cells that are optimized for design
specific contexts, the limits of using a static library are overcome.

3. PPOFLOW

As shown in Figure 3, the PPO flow starts from a design implemented in
a standard cell ASIC flow. The design has been synthesized and place-and-
routed using an existing standard cell library with traditional gate-level tools.
The library may have been optimized for the specific synthesis and place-
and-route flow, but not for the design. Beyond the optimization provided by
gate-level design techniques, further power and performance improvements
can be achieved by optimizing the standard cells in the context of the design.
The design goes through one additional optimization phase at the transistor
level. The transistor-sizing tool automatically resizes the standard cell
transistors to find the combination that will best meet power and speed
goals. The tool provides a list of optimized cell netlists, and then the layout
of these optimized cells is created. Once the optimized cell layouts are
completed, the original design is updated through ECO place-and-route.
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Figure 4. Critical Path optimization by transistor up and down sizing

The aim with the Engineering Change Order (ECO) place-and-route flow
is to implement incremental changes in the layout without perturbing the
layout too much, to avoid problems with convergence. To do this, the
footprints of the new cells must be compatible with the footprint in the
original layout.

3.1 Transistor Sizing Tool

A transistor level optimization tool, such as Synopsys AMPS [4], resizes
the transistors of the cells depending on their context to meet or improve the
timing performance while reducing the power consumption. Transistor-level
sizing tools are often used in custom design, but have generally not been
used in the standard cell flow, because of the historical lack of adequate
standard cell generation tools.

Transistor level optimization tools read in the SPICE transistor netlists of
the standard cells, the design netlist, the design parasitic data and the timing
constraints. It analyzes the timing with its embedded transistor-level static
timing analysis tool and then resizes the transistor sizes. Transistor level
optimization tools do not usually change the circuit design, but upsize and
downsize the transistors to find the best cell depending on its context.

Figure 4 illustrates how a transistor-sizing tool creates the right cell for
its context. The highlighted critical path goes through the falling edge (N
transistor) of the inverter. Up-sizing the N transistor to provide a drive
strength of 1.5X on the falling edge can increase the speed of the signal
going through this inverter. At the same time, the P transistor can be
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downsized to 0.5X because it does not belong to the critical path.
Downsizing the P transistor also reduces the gate capacitance viewed by the
gate driving the signal through the inverter, increasing the speed and
reducing the power.

The transistor-sizing tool automatically defines the optimal transistor
sizes. It adjusts the P/N ratio of the pull up and pull down transistor chains
based on the context of each cell. It takes into account the post-layout wire
capacitance, input slopes and the criticality of power and timing of these
transistors (e.g. whether or not they belong to the critical path). The
minimum and maximum P/N ratio is also constrained in order to preserve
the cell integrity, as explained in Section 3.4.

Multiple instances of the same cell may result in different optimized
versions. The transistor level optimization tool must consider the netlist
hierarchy. For instance, Synopsys AMPS’ hierarchy management maintains
the original netlist hierarchy [5], and thus keeps the notion of individual
cells. This is required to enable the cell to re-enter the gate level design flow.

To avoid the creation of too many similar cells, the transistor-sizing tool
must provide a way to limit the number of cell variations it creates. The user
of Synopsys AMPS can specifies a maximum number of new cells, or a
maximum of cell variants for a given cell [5].

The result of transistor sizing is a new design netlist containing optimized
cells that were not a part of the original cell library.

3.2 Cell Layout

To propagate the result of the optimization tool to the original library and
design, the layout views of optimized cells need to be created. We used
Cadabra’s Automated Transistor Layout (ATL) tool to create optimized cell
layouts in the same standard cell layout architecture as the original library.
Starting from the optimized SPICE netlist created by the transistor level
optimization tool, Cadabra tools offer two paths to implement the optimized
cells: migration and creation [3]. Migration is used when the transistor sizes
can be applied directly to the original cell layout. In that case, the Cadabra
tool reads the optimized netlist and the original layout [2] as shown in Figure
5(a). In order to minimize the perturbation introduced by the optimized cells
in the placed and routed block, the Cadabra tool derives footprint
information from the original layout. As shown in Figure 5(b), footprint
information such as the pin locations and porosity is extracted. When
applying the new transistor sizes to the original layout, the Cadabra tool tries
to preserve the footprint of the original layout, as shown in Figure 5(c).
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Figure 5. The cell layout of an inverter (a) before, and (c) after
optimization. Cell footprint information is extracted in (b).

However, it is not always possible to accommodate the new transistor
sizes in the original layout. This is particularly evident when doing
performance optimization, where some transistors may grow too large to fit
in the existing cell architecture without being folded. Then the optimized cell
layout cannot be derived from the original layout, since transistor folding
implies a different transistor placement. For these cells, we used Cadabra’s
unique ATL capability to automatically create layouts from SPICE netlists
[2]. Once the architecture and layout style has been specified through the
graphical user interface, Cadabra’s tool does not require any cell specific
information. It analyzes the SPICE netlist connectivity, defines the optimal
transistor folding and placement, and routes the cell following the user-
specified layout style preferences. Finally, Cadabra two-dimensional
compaction creates the LVS and DRC correct layout of the optimized cell.
ATL is the result of years of experience and research and development at
Cadabra Design Automation and has been in production use at major
semiconductor companies and library vendors since 1996.

It is important to note that the cell layout is significantly changed when it
needs to be created from scratch instead of being derived from the original
layout. In that case, the cell is likely to get larger, and the footprint
compatibility is lost. A change in footprint may create a change at the block
level. In order to minimize these perturbations of the block level place-and-
route and reduce the cell layout runtime, it is recommended to constrain the
transistor-sizing tool to maximize the use of layout migration versus
creation. Section 3.4 explains how to create such constraints.

The cell layout success depends on both capabilities: creation and
migration. It is critical to be able to preserve the footprint constraints and to
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use a powerful compaction technology to maintain the cell layout quality
and density.

3.3 ECO Place and Route

Once the optimized cell layout is created, the optimized design is loaded
in the place and route tool in ECO (Engineering Change Order) mode. Most
place and route tools have an ECO mode, where an existing layout block is
updated to reflect some netlist changes. In ECO mode, the tool preserves the
block boundary (area and pin placement) and tries to preserve as much as
possible the cell placement and signal routing.

But ECO place and route can only accommodate minor changes in the
design. If the perturbation in the block layout is too much, rerouting may
change the wire parasitic capacitances significantly and the convergence of
the flow is no longer guaranteed. In the case of PPO, the design netlist and
connectivity stay the same. Block routing changes may only come from an
area or more generally footprint change of some cells, thus changing the cell
placement. The cell area would only change if the transistor sizes changed
significantly. In order to minimize that side effect, a set-up phase analyzes
the cell of the original library and derives new constraints for the transistor
sizing tool to limit the change in cell footprint and area, as described in the
Section 3.4.

Final performance and power verification are performed at the transistor
level with the final optimized design data.

3.4 Library Analysis

The PPO flow requires some preliminary set-up. This set-up phase has
two main objectives:
e Provide cell specific information to the transistor optimization tools
e Constrain the transistor sizing to preserve the cell behavior and try
to control the impact of sizing on the cell area in order to minimize
the cell footprint and minimize the perturbation during ECO place
and route after optimization
Prior to PPO, the analysis of the standard cell library used to implement
the original design is mandatory in order to provide the needed data for the
PPO flow. We will use the term PPO-views for this data, and a PPO-ready
library refers to a library that has been analyzed and for which the PPO-
views are available. This analysis is not design dependent and is run only
once for a standard cell library.
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The PPO-views contain commands for the transistor optimization. The
PPO-views include three main types of data:

e Special cell declaration: the transistor-level static timing engine
requires some special definitions, in order to properly handle special
cells such as sequential elements.

¢ Electrical data: the sizing constraints are required in order to
preserve the electrical integrity of the cell.

e Topological data: the transistor sizing is usually constrained to keep
transistor widths within a certain range in order to minimize the
perturbation in cell footprints during layout of the sized cells.

3.4.1 Special Cell Declaration

The transistor-level static timing engine requires special cell declarations
for latches in order to identify sequential elements, and correctly analyze the
timing through these elements and perform timing checks. Special cell
declarations identify transistors that latch data, and feedback transistors to
ignore during the transistor-level static timing analysis. If a cell declaration
is not supplied for a latch, transistor optimization may treat the latch as
combinational logic [5].

Some other special cells, such as bus repeater and clock buffers are not
suitable for sizing. Therefore, sizing must be prevented by specific
commands to the transistor-sizing tool.

3.4.2 Electrical Integrity Constraints

It is recommended that all the critical circuits of the design should be
constrained in order to preserve the electrical integrity of the cell during
sizing. Here are a few examples of such sizing constraints:

e  Minimum and maximum P/N ratio (limiting skewing of the drive
strength)

e The P/N ratio of pull up and pull down transistor chains may also be
constrained to keep the same ratio.

e For sequential elements, the transistor-sizing tool is not allowed to
change the transistor sizes of the core sequential elements within the
latch.

e [t is also not recommended to up-size other transistors of latch cells,
such as clock drivers and output buffers, as it may impact the
behavior of the core.
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Figure 6. Removing the gate bend increases the contact-to-contact distance.

3.4.3 Topological Constraints

The objective of the topological constraints is to minimize the
perturbation in cell footprints during layout of the sized cells. Thus the
transistor optimizer is constrained with a minimum and a maximum size for
each transistor of the cell. The ultimate minimum size is the minimum
transistor size defined by the technology. However, it is not always possible
to keep the same cell width even when only downsizing transistors, because
of design rule constraints (DRC).

For instance, minimizing a transistor with bent gates may increase the
cell width. As shown in Figure 6, when downsizing a transistor with a bent
gate the transistor may become too small to allow for the gate bend and the
gate bend must be removed, thus spreading the contacts apart.

Figure 7 illustrates another case where a smaller transistor can actually
increase the cell size. Consider placing a transistor of minimum length,
0.18um, between two diffusion contacts. If the diffusion width is the same as
the contact height, then the transistor may be placed minimum distance to
the contacts, in that case 0.20um. Thus the total distance from contact to
contact is:

0.20+0.18 + 0.20 = 0.58um

However, if the transistor has a smaller width than the contact height,
then the design rule constraints require that the transistor be 0.05um from the
diffusion that surrounds the contact and a regular diffusion extension of
0.18um must be enforced around the contact.

Hence the total distance is:

0.18 +0.05 + 0.18 + 0.05 + 0.18 = 0.64um

Defining the minimum and maximum sizes of each individual transistor
cannot be easily achieved without a detailed analysis of the layout topology.
This is beyond the capability of a visual inspection or a simple layout
analysis.
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Figure 7. Diffusion-gate spacing increases the contact-to-contact distance

The topological constraints for a cell are the minimum and maximum
sizes of each transistor of the cell in the format of the transistor-sizing tool.

3.5 PPO Views Creation

The special cell declarations and electrical integrity constraints are
library specific. When the library designer creates the cell circuit, he can
easily provide these constraints.

In comparison, the creation of topological constraints for minimum and
maximum transistor sizes requires a sophisticated analysis of the layout. The
goal is to find the minimum and maximum transistor sizes while maintaining
a compatible footprint to the source layout. This includes achieving the same
area, and keeping the same cell porosity and routability. Reusing the original
layout data and the footprint information as described in Figure 5 of Section
3.2, the Cadabra tool is able to automatically derive these minimum and
maximum transistor sizes and export them to the transistor-sizing tool.

In the case of power only optimization, the transistor-sizing tool can be
constrained to not increase the size of any MOSFET. In that case, the
maximum transistor size is the original size.

The library analysis is run only once for a standard cell library;
subsequent design optimizations with the PPO flow do not require this
analysis to be run again. This step is critical for the convergence of the flow,
as it minimizes the ECO layout perturbation. It also controls the transistor
sizing to preserve the electrical integrity of the optimized cells.

4. PPO EXAMPLES

4.1 Power Optimization

To check the PPO flow, we used an 8051 IP block using a commercially
available 0.18um library of over 600 standard cells. The library included a
very rich set of cells with fine drive strength granularity: the combinational
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cells had up to seven different drive-strengths and the sequential elements
had six drive-strength variants. The circuit design of these cells was already
optimized for power. Most of the transistor sizes are of the minimum contact
size, except for the output drivers.

We used a traditional ASIC flow, including synthesis and place and
route, to implement the ~13,000 gate design. It is important to mention that
synthesis was run to optimize both timing and power. Once synthesis with
Design Compiler has met timing constraints, Power Compiler was used to
reduce the power consumption using cells from the standard cell library (this
is pre-layout). In-place-optimization (IPO) was also run at the final stage of
the place and route, as shown in Figure 8. This design implementation made
good use of the rich set of library cells, as it used almost a third of the cells
available in the library.

Further improvements were possible with the PPO flow by creating new
cells with finer drive strength granularity than in the standard cell library,
where these new cells are optimized for their layout context. The PPO flow
further reduced the power consumption of the 8051 by 15%, creating 300
optimized cells. An optimization iteration, which includes transistor-level
optimization, cell creation and ECO place-and-route, runs overnight. About
half the time was spent running AMPS and the remaining half was spent
creating the optimized cells with Cadabra tools. ECO place-and-route was
very fast on this design.

4.2 Performance Optimization

We ran the PPO flow for performance on a bus controller of around
12,000 gates, which had about 70,000 transistors using 178 different cells of
a 0.35um standard cell library.

The original design’s worst critical path was 18.5ns in the worst case
process and worst case operating conditions. After optimization, the worst
critical path was 16.02ns, which was a 13.5% improvement. At the same
time, power was reduced during optimization. Power dissipation analysis
before and after optimization reported 18% lower power dissipation for the
optimized design.

To achieve that improvement, the PPO flow generated 300 optimized
cells, changing 22% of the transistors in the design. Of those, 70% of the
transistors were downsized and 30% were upsized.
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Figure 8. Detailed PPO flow used for power optimization
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Figure 9. After optimization, there are several variants of the basic adder
cell. The variants of inverters that buffer the outputs of the adder
are shown.

The most critical paths were in the Arithmetic and Logic Unit (ALU)
using adder cells. After optimization, the adder instances of these paths
became different optimized cells with different Sum and C,,, and rising and
falling drive strengths as shown in Figure 9. Only the output buffers of the
adder variants are shown.

Among the 300 optimized cells needed to optimize the design
performance, 187 were created by migration, while 30% of the optimized
cells required layout creation from the SPICE using ATL. As all the steps
were automated, a single iteration of the PPO flow on this 12,000 gate
design was completed in less than a day.

On this design, PPO increased performance by 13.5% and reduced power
consumption by 18%

5. FLOW CHALLENGES AND ADOPTION

The PPO flow provides significant benefits, but its large-scale adoption
still faces some challenges.

Current transistor sizing tools have limited capacity, on the order of
50,000 to 100,000 transistors [4], which translates to about 12-25Kgates.
The design needs to be partitioned into fairly small blocks to take advantage
of transistor sizing and allow power and performance optimization. This is a
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common practice in high performance designs [1], but would require a
methodology change for most chip designers. Recent breakthroughs in the
transistor-level simulation domain have shown tremendous increase in
capacity, going from 100,000 transistors to several million transistors [6]. As
of today, these improvements have not been applied to transistor sizing
tools.

In any optimization flow, timing convergence is critical. In the PPO flow
described in this chapter, the ECO place-and-route step is a critical
component. When optimizing for power, the PPO flow maintains the cell
footprints, therefore, optimized cells can replace original cells without
impacting placement or routing. However, to maximize the benefit of
performance optimization larger drives are required, thus making it
impossible to guarantee the footprint compatibility. In that case, we can keep
footprint compatibility for non timing-critical cells and allow transistor
growth on a reduced set of critical instances. This allows us to update the
placement using ECO. However, ECO routing cannot repair the routing if
the modified placement creates too many violations. To increase the timing
convergence, it is important to constrain the transistor sizing in order to
reduce the perturbation at the block level and limit the change for ECO. It is
also recommended to use more slack in place-and-route in order to increase
the chance of success with ECO.

Designers are used to traditional standard cell flows, where each cell is
characterized for timing and where timing models are created and used for
gate level sign-off. In our optimized block, the timing information must be
updated. Since the cells changed, the characterized timing data is no longer
valid. New timing information must be derived from the optimized transistor
netlist. Optimized cells could be characterized, but this is very
computationally intensive and 100% correlation is unlikely with transistor-
level timings due to guard banding. Since this block is optimized at the
transistor level, timing signoff should be done at the transistor level. The
new timing of this block, once verified, can be captured in a form of a timing
stamp. This approach to timing analysis is common in custom IP
development, though not yet in ASICs.

Limitations of capacity and block level timing models make this flow
particularly well suited for hard-IP development.

6. CONCLUSIONS

Current cell-based design methodology is limited by the set of standard
cells available in the library. Optimization is limited by the coarse
granularity of drive strengths and lack of skewed drive strength in libraries.
Including these variants would lead to a huge library set, which would very
quickly become unmanageable. Moreover, gate-level timing data are more


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=256

240 Chapter 9

conservative than transistor level timing due to guard banding during cell
characterization. Optimizing the cells in their context at the transistor level
removes these limitations.

Power and Performance Optimization flow presented in this chapter
combines a cell creation and transistor-sizing tool. Other PPO flows are
possible with different design optimization tools, such as synthesis, and
place and route tools.

By giving the design optimization the flexibility of adding or optimizing
standard cells in the context of the design, the PPO flow delivers higher
performance and reduces the power consumption of cell-based designs. By
offering more optimization than traditional cell-based designs, PPO is
especially well suited for semi-custom designs and hard IP development,
where high performance and/or low power are critical, and where transistor
level optimization is more frequent than in ASIC design. PPO combines the
efficiency of cell-based design and the accuracy and optimization of custom
design, thus reducing the performance gap between ASIC and custom
design.
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BACKGROUND

A standard-cell based automated design flow for digital circuits is a
mixed blessing for designers. Historically, use of pre-characterized and
silicon verified “standard cells” was driven by the designers’ need to design
and verify large digital circuits without having to verify the behavior of the
circuit at the transistor level — transistor-level design and verification of a
multi-million gate digital circuit is simply too resource-intensive to be
commercially viable for most digital designs. Standard cells provided
relatively fine-grained control over the structure of the digital circuit, and yet
were amenable to manipulation using automated synthesis tools that made it
possible to design complex digital integrated circuits (ICs) with a team of
less than 10 engineers.

On the other hand, from its inception, “quality” of the designs created by
such automated standard-cell based design flows, has been deemed “poor to
barely acceptable”, by almost any measure of quality, including clock speed,
area/die-size, power consumption, etc. In a series of studies including a
special session at the 37th Design Automation Conference (DAC 2000)
[8][11][18], it has been estimated by various researchers that designs created
by such automated design flows are slower by at least a factor of 6, and
larger in design area by at least a factor of 10, when compared to similar
designs created and/or optimized manually. An in-depth examination of

Zenasis Technologies, Inc., is an IC design automation company developing hybrid gate-
and transistor-level optimization technologies (patents pending) that bridge the
performance gap between standard-cell based and custom design.
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these studies’ findings shows that a significant portion of such deficiency in
quality — e.g. a quarter or more of the speed shortfall — can be due to the use
of a fixed, pre-defined library of standard cells.

Over the years, various forms of manual intervention and manual
tweaking of designs generated by automated flows, have become
commonplace. Such practices include:

. Use of specially (usually manually) crafted macro-cells, such as
special memories, and special functional blocks like barrel shifters
and multipliers.

2. Use of special directives in synthesis, to force use of specially
crafted macro-cells for implementation of known problem constructs
in register transfer level (RTL) description of digital circuits.

3. Special layout techniques for structured circuits, e.g. tiling for
datapath circuits.

4. Use of tactical (design-specific) cells — which are similar in size to
typical standard cells, as opposed to macro-cells which tend to be
much bigger — that are created manually, based on prior experience
with similar design, or experience with prior versions of the same
design.

Among these, use of special macro-cells and use of tactical cells has
become virtually routine for all high-performance designs created using
automatic design tools, especially for high-performance designs that run into
timing closure problems. Timing closure problem occurs due to inaccuracies
in timing estimation during automated creation (synthesis) of design, usually
linked to incorrect estimation of interconnect delays. According to surveys
done by Collett International, a renowned market research firm, greater than
60% of all ASIC designs have timing closure problems [10].

PARADIGM SHIFT - CELL CREATION DURING
OPTIMIZATION

The quest to overcome the limitations of standard-cell based design
methods, leads naturally to the creation of new, design- and context-specific
cells — designated flex-cells — during the process of optimizing a given
digital design. It’s well known in the design community that virtually every
high-performance design project that relies on automated (synthesis-
oriented) design flows, also uses design-specific tactical cells which are
identified and created manually, and then utilized in the design via a
combination of RTL coding style and synthesis directives. In fact, without
the use of such tactical cells, the gap in quality between automated and
handcrafted designs would be even wider than it is now.
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From a superficial point of view, flex-cell based design optimization
automates the creation of tactical cells, and thereby helps bridge the quality
gap. However, a deeper examination of the flex-cell based optimization
process makes it amply clear that the full impact of such optimization goes
far beyond providing a better framework for tactical cell creation. An overall
view of one possible IC design optimization process using flex-cells, is
provided in Figure 1.
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Figure 1. A possible IC design optimization process using flex-cells.
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1. FLEX-CELL BASED OPTIMIZATION - OVERVIEW

The IC design optimization process of Figure 1, which is geared towards
enhancing the performance — i.e. increased clock speed — of the design, is
inspired by the time-tested (manual) process of local optimization of a
digital design driven by global analysis. The global analysis, for this
process, consists of accurate Static Timing Analysis (STA) [14][16], and
local optimization consists of an overall control mechanism employing two
key steps designated clustering and mapping, respectively.

Conceptually, the clustering process consists of identifying the best
candidate regions in the design, for local optimization: this search is driven
by the results of the STA, for performance optimization. The clustering
process yields a set of “clusters” — groups of one or more standard cells —
which need to be replaced by new flex-cells created for their respective
timing contexts. The mapping process takes as inputs the clusters, and their
respective timing contexts, and determines a reasonably small set of “best
candidate flex-cells” which should be used to replace the clusters. The
optimization control process searches through this set of best candidate flex-
cells to determine whether replacing one or more clusters with flex-cells
improve the overall timing of the given design.

The close coupling between the clustering and mapping processes is key
to success of this optimization technique. Specifically, the mapping process
is tailored to choose from a variety of techniques that can be used to create
new flex-cells, based upon the inputs it receives from the clustering process.
Such mapping techniques can include time-tested methods of gate sizing and
(continuous) transistor sizing, as well as techniques typically found in
manual design flows, e.g. creation of new (appropriately sized) transistor-
level implementation of the function of a given cluster of standard cells.

1.1 Mapping — The Practical Choices

While details of the mapping process can be quite involved, at a
minimum, this process must provide the capability for: (i) ensuring
functional correctness of the resultant transistor-level design; (ii) meeting
design targets, for example, performance (possibly measured using
propagation delay) of the flex-cells generated, given the timing contexts for
the intended use of the flex-cells; (iii) meeting other implementation
constraints, such as maximum length of N- or P-transistor chains in the flex-
cell, the required signal output (i.e. drive strength) for the design-specific
cell, desired input capacitive load of the design-specific cell, etc.; (iv)
minimizing the number of transistors in the design-specific cells, subject to
the design of the IC design; and (v) sizing the transistors of the transistor-
level netlists for the design-specific cells, as necessary.
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Figure 2. Mapping process details.

A more detailed view of the mapping process is shown in Figure 2. The
inputs to this mapping process can include (i) a set of structural netlists
composed of standard cells, otherwise designated “clusters”, and (ii) a set of
performance constraints for each individual cluster. As mentioned earlier,
the set of clusters, and the set of performance constraints for the clusters, are
identified by a clustering process that precedes the mapping process (see
Figure 1). The clustering step essentially partitions the output of a
conventional logic synthesis tool, either using heuristics to guide the
partitioning process, or using a systematic search procedure such as a
branch-and-bound search.

The important features of mapping process include: (i) creation of
transistor-level  netlist;  (ii) fast characterization that incorporates
implementation context of the flex-cells; (iii) transistor sizing; (iv) accurate
(and slower) characterization of final transistor-level netlist; (v) optional
layout synthesis with transistor sizing, via a layout synthesis tool; (vi)
parasitic extraction and accurate post-layout characterization if layout
synthesis is performed; (vii) generation of views to fit the flex-cells into a
standard-cell based design flow. This is in sharp contrast with conventional,
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automated, transistor-level design optimization techniques that primarily
derive their benefits from transistor sizing [12].

The mapping process includes four key sub-steps as shown in Figure 2:
(1) transistor netlist generation, (ii) transistor netlist evaluation; (iii) transistor
topology alteration, and (iv) preliminary transistor sizing. A variety of
algorithms and heuristics are available in the literature for generation of a
transistor netlist given the original cluster. For example, several techniques
for deriving transistor netlists use the Binary Decision Diagrams (BDDs) [1]
representing the function of the cluster, as starting points. A BDD is a well-
known data structure based on acyclic directed graphs used to represent
functions commonly encountered in digital circuits, and recently, several
researchers, including Liu and Abraham [19], Gavrilov et al. [13], Newton et
al., and Kanecko et al. [17], have demonstrated techniques to derive
transistor netlist structures using BDDs.

Most of the existing mapping algorithms, available in published literature
are geared towards working with very simple objectives, such as minimizing
transistor count [2][22]. Moreover, many of the methods suffer from
relatively high computational complexity. In addition, several algorithms
have been proposed to synthesize pass transistor logic for use in highly
custom design environments [22]. In practice, however, the optimization
criteria and design requirements for the generated flex-cells, are not static,
but are varied and complex even across different parts of a given IC design.
Consequently, practical transistor netlist generation processes need to start
with the invocation of a plurality of algorithms to generate multiple
candidate flex-cells that may ultimately be used in the target design. The
algorithms can use various forms of BDDs, including Reduced Ordered
BDDs (ROBDDs) [5], Free BDDs (FBDDs) [3], as well as non-BDD
representations of the function of given clusters [24], to derive the transistor-
level structures. Free BDDs or FBDDs [3] are a variety of BDDs in which
different paths traced through the structure can have input variables
appearing in different orders. Another variety of BDD referred to as ordered
BDD (OBDD) [1][5], imposes a rule that variables encountered during
tracing any path through the structure will always follow a fixed order.
ROBDD [5] is a special case of OBDDs, where there is exactly one (unique)
ROBDD for each unique function (i.e. ROBDDs are canonical).

Despite the use of multiple algorithms, to start with, the transistor netlist
generation process may not yield topologies that meet the constraints
imposed on the cluster by its context of use. In such cases, a topology
alteration process needs to be invoked to explore multiple alternative
topology implementations, given the functionality of a cluster. For example
topology alteration process may include using a variable reordering in the
decision diagram (ROBDD, FBDD, etc.) representations of the cluster. The
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topology alteration process may also use multiple decomposition methods
for the function, such as Boole-Shannon, Kronecker, Roth-Karp, Positive
Davio, Negative Davio, and Ashenhurst techniques. The multiple transistor
topologies, which result from the topology alteration process, can be
evaluated using various metrics derived from the constraints mentioned
earlier, to obtain a ranked list of flex-cells where a higher rank indicates
greater suitability for use in the given context. For purposes of timing
optimization, an appropriate mix of SPICE-like transistor-level timing
analysis as well as faster (and more approximate) switch-level timing
analysis techniques, e.g. static timing analysis at the switch/transistor level,
is key to ranking the candidate transistor netlist topologies properly.

Some results and uses of the flex-cell generation process discussed thus
far are illustrated in Figure 3. This diagram illustrates a flex-cell that results
when a portion of an IC design is mapped to transistors, with the primary
goal being performance optimization. The cluster in question is shown in
Figure 3(a). It has only one critical input, namely input a. In this context, a
critical input denotes an input such that the delay from this input to the
output of the cell limits the overall performance of the cell. A candidate flex-
cell generated by the mapping process, is shown in Figure 3(b), and
performance improvement that would result from replacing the cluster by the
flex-cell, is shown in Figure 3(c).
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Figure 3. Flex-cell generation illustrated: (a) original cluster of standard
cells; (b) flex-cell created by mapping process; (c¢) performance
improvement resulting from replacement of cluster by flex-cell.
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While most of the discussion in this chapter is focused on performance
optimization of designs, flex-cells can be also used to reduce transistor count
of a design — and thereby reduce area and/or power consumption of a given
design. In fact, a careful study of Figure 3 shows that the number of
transistors in the flex-cell is significantly smaller than the total number of
transistors in the original cluster of standard cells. Additionally, flex-cell
based optimization can be used to significantly reduce the total number of
placeable instances in a design, as well as the total number of interconnects
between instances in a design. Such reduction, in turn, benefits the final
design quality in a multitude of ways, including higher quality results during
place-and-route phase, and potentially improved signal integrity and noise
problems due to fewer interconnects between cells.

The impact of a change in transistor topology and transistor sizing on the
performance of a flex-cell, is complex. Various combinations of choices
made in the above processes, may result in a large set of candidate design-
specific cells. As a result, the mapping process typically includes a selection
step. The selection step begins with ranking the candidate flex-cells using a
sophisticated cost function, that evaluates the quality of each candidate
design-specific cell, measured using various appropriate target metrics, such
as input-to-output delay through the design-specific cell, number of
transistors, stack-depth (i.e. length of a path through N- or P-transistors),
input load capacitance, output drive strength, etc. A limited number of
candidate flex-cells from the top of the rank-ordered list are then chosen for
use in the overall design optimization loop shown in Figure 1. In a simplified
optimization scheme, the flex-cell selection process can be greedy, or
iterative in nature. Other sophisticated search schemes may be employed in
flex-cell selection process, including linear programming, dynamic
programming, branch-and-bound search techniques, etc., or some
combination thereof, to achieve near-optimal design of the flex-cells.

Although the above description has been implicitly focused on the static
CMOS family of logic circuits, the mapping process described above is
broadly applicable for creation of the NMOS or the PMOS networks
individually, if the target IC design implementation calls for using another
family of MOS circuit design, including various forms of dynamic CMOS,
some combination of static and dynamic CMOS, etc.

1.2 Optimization Control

A conceptual view of the optimization control process that drives the
clustering and mapping steps, is shown in Figure 4. This process can be
varied to suit specific design optimization goals. Such variations typically
include techniques such as dynamic programming, simulated annealing and
genetic algorithms
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Figure 4. A conceptual illustration of the flex-cell optimization process.

For instance, a branch-and-bound search process can be used to drive the
global optimization process. This involves (i) exploring alternative choices,
to determine which choice is better, since such determination cannot be
made a priori (i.e. branching), and (ii) ruling out some possible choices as
being “obviously bad” (i.e. bounding).

2. MINIMIZING THE NUMBER OF NEW FLEX-
CELLS CREATED

As shown in Figure 1, flex-cell based optimization process can invoke a
uniquification process to minimize the number of functionally unique flex-
cells created during optimization of a given design. In the context of flex-
cell synthesis, uniquification focuses on identifying the minimum number of
unique flex-cells required for optimization, and it is different from the
“uniquify” command found in synthesis tools.

Further, since a pre-defined standard-cell library is fully expected to be
available as in input to the optimization process, the uniquification process
can also be used to identify near or exact matches (depending on the
tolerance of the IC or flex-cell design process). In fact, as a matter of policy,
if transistor-level implementations of the standard cells are available as input
to the optimization process, creation of flex-cells that have equivalent or
near-equivalent matches in the available standard-cell library, should be
avoided within limits of practicality. Matching, especially with variations
such as allowing input permutations and complementation, can be a
computationally expensive process.

There exists a rich body of literature addressing the problem of matching
a target functional description with the functionality of a given block of logic
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composed of one or more standard-cells [6][20]. Methodologies employed
by typical existing approaches to perform matching are illustrated in Figure
5, which shows two potential matches in a cell library, for the given
functionality. Additionally, there exist significant related work that attempt
to match portions of a digital circuit (specification) with portions of another
digital circuit (implementation) with an objective of comparing their
functional equivalences, utilizing both structural and functional information
[15][21].

In the context of flex-cell based synthesis, especially one aimed at
enhancing performance of the target design, uniquification needs to take into
account both functionality, and the timing contexts in which each unique cell
is to be used. Thus, in addition to functionality, the target for matching is
annotated with timing constraints related to its intended use in a design. In
fact, while the current discussion is focused on timing, in general, constraints
specified as part of the target may be related to various other metrics of
interest including power, area, noise margins, slew, input/output
capacitances, drive strength, footprint size, pin-placement, etc.

Typically, the addition of such constraints will decrease the potential of
any matches in a specific library of cells (standard-cells, flex-cells, or mix).
For example, Figure 6 shows a modification to the matching problem of
Figure 5, with added constraints on the rise and fall timing on the pin-pair z-
f: the worst z-f rise transition is required to occur in exactly 0.15ns and the
worst z-f fall transition is required to occur in exactly 0.12ns. These
constraints reduce the potential matches from two as shown in Figure 5(b), if
only functional information is considered, to one, i.e. (a:y, b:z, c:x). This is
the only match that satisfies the functionality and the timing constraints.

Available cell:

a —

b 17D |-

(a) Target function: /= (xy+zy) €
Match_1 Match_2
ay ay
b x b z
(b) c z c x

Figure 5. (a) Given logic function; (b) two functional matches in a cell
library.
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Available cell:
Target function: = (xy+zy) a |
b— f=albte) |—=f
Timing Requirement ¢ —
Rise (ns) Fall (ns) -
Cell Timing
z=f 0.15 0.12
4 = Rise (ns) Fall (ns)
a=f 0.09 a=f 0.06
b—-f 0.15 b—f 0.12
c—>f 020 c—f  0.13
Functional Matches Functional+Timing Match
Match_1 Match_2 Match
ay ay ay
b x b z b z
c z c x cx

Figure 6. Matching for a given functionality, with additional constraints on
pin-to-pin rise and fall times.

The timing constraints of the example of Figure 6 were exact. However,
during optimization, the target constraints are often inexact. For example, it
might be acceptable for a cell to match the target timing constraint within a
certain bound or variance. In fact, most constraints are naturally expressed as
values within a range. For example, a timing constraint may be expressed as
having a rise time that should be no worse than 0.23ns.

In order to capture variances in timing, timing constraints can be
expressed in terms of a nominal value and associated range. For example,
consider Figure 7 that includes the concept of variance with the example of
Figure 6. Each input pin to the output pin has a rise and a fall time constraint
expressed in terms of a nominally required value and a variance as shown in
a cell timing chart in Figure 7(b). Thus, the constraint on pin x-f can now be
interpreted as having a rise time delay that is preferred to be 0.20ns, but is no
worse than 0.21ns (i.e. 0.20ns + 0.0lns) and is no smaller than -oeo
(0.20ns — o9). With this modified criterion, there is still one potential match
satisfying the functionality and timing constraints, viz., that of (a:y, b:z, c:x),
shown in Figure 7(c).

Since quick determination of satisfaction (or lack thereof) of constraints
is key to minimizing the number of flex-cells, another possible approach that
can be adopted is the computation of signatures that capture and filter out
impossible matches from the existing library. Consider the example of
Figure 8 that illustrates the construction and use of signatures based on
constraints for an example target objective of timing shown in Figure 8(a).
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Available cell:
— s
Target function: = (xytzy) b— 1= m — 7
& =
Timing Requirement Cell Timing
Rise (ns) Var (ns) Fall (ns) Var (ns) Rise (ns) Fall (ns)
>f 020 <o0001>  *f 012 <001,003>  @>f 009 a->f 006
yof 008 <w00z>  If 006 <w0o1>  bf 015 bof 012
f 015 <w0001>  zf 016 <®001> ¢f 020 e>f 013

Functional Matches

Functional+Timing Match

Match

Match_1 Match_2
ay ay
b x b z
¢z ¢ x

ay
b z
¢ x

Figure 7. Matching for functionality, taking into account desired pin-to-pin

timing including timing uncertainty.

Target function: /= (x*2)) MATCHING PROCESS USING
- . RISE-TIME SIGNATURE
Timing Requirement
Rise(ns) __Var (ns) Fall(ns)  Var(ns) Sorted list of required rise-times
xf 020 <0,0.01> xof 012 <001,003> including allowed positive variance
yf 008 <w0002> ¥ 006 <«001>  y):(0.10,0.16,021)
2 015 <«0,001> z=f 016  <-2,001>
Available cell: Sorted list of available rise-times
a_| 12: [0.09, 0.15, 0.20)
b— fmalbta =7 Check for feasibility between
¢ L1:[0.10,0.16,0.21]
Cell Timing 12: [0.09, 0.15, 0.20]
Rise (ns) Fall (ns) POTENTIAL FOR MATCH
a—>f 009 a-=f  0.06 (In case of failure, no match possible)
b>f 015 b->f 0.2
c—=>f 020 c—=f 013

Figure 8. Use of signatures for matching, with pin-to-pin timing constraints.
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More signatures

. No al
based on functional <
constraints? v
aConsu'l:l:tte Construct next permutation
r.?p I with any required complementation.
signatures . .
Process constraints appropriately.

Y

Filter out cells

for which there
is NO match
MATCH with an
>
More permutation
End No or complementation
(NO match) combinations left?

Figure 9. A possible implementation of matching process taking into
account pin-to-pin timing constraints, including variances in such
timing constraints.

The desired signature could consist of, for example, a sorted set of rise
and fall times, since such a sorted list is independent of any permutations on
input pins. It is also possible to combine rise and fall times and construct
signatures comprised of sorted lists of functions of rise and fall times that
also remain independent of any permutation or potential complementations
at the inputs of the library cells.

In order to account for variances on constraints, such signatures can use
one or more fixed corners within the range of variability, e.g. the worst
possible rise time (nominal + worst tolerance), the worst possible fall time
(nominal + worst tolerance), etc. Once the fixed corners are chosen, similar
lists can be constructed with the sorted rise and fall times for the existing
library cells, and the signatures for the library cells can be matched against
the signatures for any potential feasible matches. The feasibility is checked
by ensuring that for every target constraint value on a pin (e.g. rise time),
there exists at least one value on an actual pin that satisfies the constraint.

The flowchart of Figure 9 shows one possible implementation of the
desired matching process. This implementation allows for construction of
multiple signatures based on constraints, and use of such signatures for
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filtering existing library cells. Once the signature checking phase is
complete, exhaustive permutations and complementations of candidate cells
are then generated. A determination is next made whether there exists a cell
in the library that satisfies the target functionality and constraints. The
permutations and complementations are exhaustively searched in an iterative
loop, until a match is found, or it is determined that the signature checking
phase will not yield any additional matches.

Note that matching process of Figure 9 allows multiple matches to be
generated. In the presence of multiple matches, selection criteria can be
utilized to select the most appropriate match. Such criteria may include, for
example, preferences for certain constraints and how closely the cell
matches the given constraints (based on the nominal values).

3. CELL LAYOUT SYNTHESIS IN FLEX-CELL BASED
OPTIMIZATION

Automated cell layout synthesis [9] plays a key role in “closing the loop”
with respect to creation of the actual layouts of the flex-cells that are
designed as transistor-level netlists, during the mapping process in Figure 1.
Layout synthesis takes as input, the transistor-level netlists of the flex-cells,
various fabrication process technology parameters including layout design
rules (DRC rules), desired standard cell architecture parameters including
cell height, number of tracks, well and implant specifications, etc., and
creates the detailed transistor layout — polygons that will be eventually
fabricated on silicon substrate. Layout synthesis commonly includes further
tuning of the sizes of the transistors in the flex-cells, especially to ensure that
the timing characteristics of the flex-cells, post-layout, closely match the
desired timing characteristic passed to layout synthesis, as input.

A key objective for layout synthesis step is compatibility with standard-
cell library blocks such that the flex-cells created can be mixed seamlessly
with the predefined standard cells that are used in the rest of design — from a
layout point of view. The compatibility of the flex-cells and the standard-
cells, at the layout level, enables the final IC design to be highly customized
(i.e. using flex-cells) and yet stay flexible enough to use standard-cells
where possible and/or desired.

It is also interesting to note that the use of carefully controlled cell-layout
synthesis is a powerful process that can yield design benefits even without
the use of other flex-cell related transistor transformations. Such approaches
have been used to derive additional design benefits in specialized high-
performance design flows [7].
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Context is NOT known
All single-input transitions need to be considered

010010001001011... a7

000000011111000... b— Z —f
(a) 000111000010001 ... ¢
Context IS known
Only SOME input transitions need to be considered
— ”
a i a 5
=] 00111 S a
(-9 b =
Z — Z — 2
00011 (@)
C
— 01001; p——————
(b) —

Figure 10. Illustrating context-dependent characterization of flex-cell.

4. GREATER PERFORMANCE THROUGH BETTER
CHARACTERIZATION

As shown in Figure 2, a fast characterization step is used repeatedly
during mapping, to obtain estimate of the timing characteristics of the flex-
cells being created, since the design constraints are known and have in fact
been used as the basis for generating the flex-cells. The use of appropriately
chosen characterization mechanisms, throughout the mapping and
optimization process, is key to the success of such flex-cell based design
optimization techniques. Broadly speaking, characterization mechanisms
used in flex-cell based optimization process can be divided into two
categories: pre-(cell-)layout, and post-(cell-)layout.

Pre-layout characterization includes characterization of flex-cells, as they
are created, taking the context of use into account. Such use of context-
dependent information during characterization provides the benefits of more
accurate characterization as well as savings in computational resources
required for such characterization.

To illustrate the characterization process, Figure 10 shows a cell Z
having three inputs, a, b, and c. In a conventional design methodology, cell
Z can be instantiated in any portion of the design. Hence, a characterization
method that does not have knowledge of the context in which a cell is to be
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used has to consider the possibility that signal transition may propagate from
any input to the output, for any possible valid input combination on the other
inputs.

In contrast, consider the scenario that occurs in the alternative design
flows where flex-cells are generated on-the-fly. In this scenario, the design
environment for a cell is known, defined by the places of instantiation of the
cell in the design. Hence, certain combinations of input values may not be
possible for application to cell Z, as illustrated in Figure 10. As shown in
Figure 10(b), only a subset of the possible set of exhaustive input transitions,
need to be considered due to the known design context of cell Z.

In fact, the pseudo-code that follows depicts a simple process of
generating the minimal set of test vectors that provide complete
characterization of a given flex-cell implementing a combinational function.
The set of vectors, generated by the procedure above, can be refined further
with knowledge of context of use of a specific combinational flex-cell, as
has already been illustrated in Figure 10.

GenerateSmartVectors (function) {
// supportSize represents the number of variables
// that function depends on
supportSize = function.SupportSize();
for (i = 0; i < supportSize; i++) |

// compute boolean difference w.r.t input i
boolDiffFunction = function.BooleanDifference(i);

setOfVectors = boolDiffFunction.EnumerateMinterms () ;

}

The benefits of pre-layout characterization are more pronounced when
applied to a group of cells (standard cells, or flex-cells), in a design.
Consider, for example, the circuit shown in Figure 11, which is a simple
four-stage chain of NAND gates. Table 1 compares the worst propagation
delays through this chain of gates, as determined by both gate-level STA and
transistor-level timing analysis for five circuits. Each row in Table I
represents one unique circuit configuration.

}

a

b

d o
e

Figure 11. Obtaining more accurate timing estimate by characterizing a
group of cells at the transistor-level.
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Drive Strengths at Stage |Gate-Level Timing| Transistor-Level

' 1234 | (STA)(ns) Timing (SPICE) (ns)
0000 0.40 0.186
1111 0.22 0.166]
2222 0.15 0.157
4444 0.61 0.581
0124 0.41 0.332

Table 1. Comparing gate-level STA with transistor-level characterization.

The first column of Table 1 represents the drive strengths of the gates at
each stage, where zero (0) representing the smallest drive strength and four
(4) representing the largest drive-strength. The second column shows the
worst propagation delay through the design as determined by gate-level
(STA). The third column represents the worst propagation delay through the
same design as determined by transistor-level timing analysis. Note that the
results are based on representative state-of-the-art process and delay models;
and the same load capacitance and input slew values have been used for each
of the runs.

Clearly, transistor-level timing analysis is much more accurate than gate-
level timing analysis. In fact, the differences in timing analyses can be
dramatically different in certain kinds of certain configurations as seen in the
first circuit configuration (i.e. the first row in the Table 1) where each
NAND gate is of drive strength 0.

The extent of differences vary based on factors such as the delay models
being used, circuit topology, model extraction technology, transistor
simulation techniques being used, fabrication process to which the design is
targeted at, circuit design style and drive-strengths of the circuits under
consideration. In general, gate-level STA is made inherently conservative to
account for potential inaccuracies in the creation of the gate-level abstraction
from the transistor-level circuit.

Due to this well-known conservative nature of gate-level STA, it is
possible to improve the accuracy of analysis of performance of a design by
considering clusters (i.e. partitions or groups) of standard-cells and
analyzing and optimizing the clusters at the transistor-level. In fact, when
members of such clusters can be physically placed in close proximity to each
other, simply making a new cell out of the group, with a pre-defined shape,
and characterizing the whole group as one entity at the transistor level, can
provide a much more accurate estimate of timing than can be achieved via
gate-level STA.

A simplified abstraction of the process of optimizing clusters in this
manner is illustrated shown in Figure 12. The circuit in Figure 12(a) includes
standard cells Al, ..., A12 with a critical path through the cells A1-A4-A8-
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A10-Al1. The circuit of Figure 12(a) is analyzed at the transistor-level in the
areas of interest, on critical regions, by creating larger cells C1, C2 and C3,
as shown in Figure 12(b). Cells CI, C2 and C3 are characterized at the
transistor-level, and gate-level STA is performed using the new cells. This
results in a more accurate (and hence more aggressive!) timing analysis of
the design under consideration.

An important aspect of this process is that larger standard-cells,
corresponding to C1, C2 and C3 are created, characterized and modeled to
comply with cell-level design methodology. It is also important to note that
the number of intra-cell wires (i.e. interconnects) is smaller in circuit of
Figure 12(a) compared to those in Figure 12(b). Thus, such characterization
of relatively large clusters of cells results in reduction in the number of non-
characterized interconnects in the design. In fact, if computational resources
were available to perform a detailed transistor-level analysis of the entire
circuit under consideration, one could get the most accurate analysis of the
timing characteristics of the design. However, considering the practical
limitations of computational resources, it is typically feasible to characterize
only a few hundred new cells having 20 to 40 transistors per cell, in a
reasonable amount of time such as 1 to 2 days.

6 A9

Al A CAEs All
Ad ] || |
A8
AS Al
P
o [He [ L
] L —

(a)

i A5
ﬂ':FD—_D —
g T

(b) \‘;l)

Figure 12. Better optimization through transistor-level characterization of
clusters: critical path A1-A4-A8-A10-All; timing in circuit (b)
can be computed more accurately (and hence, more aggressively)
than in circuit (a); circuit (b) can be optimized better as a result.
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The post-layout characterization step operates closely with layout
synthesis and post-layout parasitic extraction tools and flows. In general,
post-layout characterization needs to employ a highly accurate device-level
simulator such as SPICE or variations thereof, although it is possible that
other tools, including macro-modeling tools with sufficient accuracy, may be
used for this step, in future. The inputs to the post-layout characterization
step are: (i) layouts generated in the layout synthesis step, (ii) models of the
devices used in the layout, and (iii) optionally, the context of use for each
design-specific cell in the specific design for which the design-specific cell
is created.

In principle, the output of post-layout characterization step can be fed
back to drive the layout synthesis step, again, with altered constraints, and
the steps of layout synthesis, parasitic extraction, and post-layout
characterization can be iterated until the target timing characteristics of the
flex-cell(s) being designed and evaluated, are satisfied. In practice, though,
such iterations are limited due to the resource-intensive nature of the steps,
and post-synthesis characterization is typically done for a wide range of
contexts in which the flex-cell(s) are likely to be used, much like their
standard-cell counterparts.

5.  PHYSICAL DESIGN AND FLEX-CELL BASED
OPTIMIZATION

As minimum feature size of fabrication processes have progressed to
0.18um, and smaller, it has become virtually impossible to create designs,
especially, high-performance designs, without incorporating detailed
physical design information into the synthesis and optimization process. The
dominant factor guiding this development, of course, is the greater role
played by interconnect delays in determining the overall delay of critical
paths in a design. Flex-cell based optimization is no exception to this trend.
The STA in flex-cell based design must take into account actual wire delays,
loads, and slew degradation differences between different parts of the same
interconnect net — or good estimates thereof derived from physical design
knowledge. The local optimization steps, including clustering and mapping
must also take into the impact of wire delays, loads, and slew degradation
profiles of “nets of interest”.

Various intermediate steps can be taken, as flex-cell based optimization
transitions from traditional wire-load model based load computation to
physical design based load computation. A necessary step is to understand
placement of the cells — standard-cells and flex-cells — and to estimate the
wire lengths of individual nets, utilizing various well-known parameters like
half-perimeter, number of terminals on the net, fraction of bounding box
covered by cells, fraction of bounding box occupied by blockages, and the
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like [4]. At high utilization, or in the presence of high congestion, more
detailed routing information become essential to allow accurate estimation
of the delays and loads that need to be taken into account by various stages
of the flex-cell based optimization tool.

Key to the incorporation of such physical design data into a flex-cell
based optimization process, is the use of fast incremental placement
algorithms. Such incremental placement algorithms can be based on well-
known techniques like quadratic placement, force-directed placement,
simulated-annealing [23], etc., or some appropriate combination of multiple
placement techniques. Important issues that need careful attention, for
effective use of incremental placement, are (i) execution time of the
incremental placement algorithm, and (ii) quality of result — as measured by
correlation to final placement that will be generated by whatever place-and-
route tool is to be used for actual layout. A practical solution may need to
make a variety of trade-offs to achieve the desired speed, potentially at the
cost of some quality degradation. Such trade-offs may include (a) relaxing
requirements to generate “legal” placements, i.e. allowing placements
generated to have some design-rule violations like cell overlap, (b) invoking
incremental placement after a set of optimization steps are completed as
opposed to invoking incremental placement after every change made during
optimization, and (c) using simpler algorithms like force-directed placement,
as opposed to more sophisticated placement techniques.

c—q d—4

e
D_ a b 7
Y

=]

Figure 13. Structural comparison of unoptimized cells vs.optimized flex-cell.

Transition Original Optimized
on Input # |Rise (ns) |Fall (ns)|Rise (ns) [Fall (ns

0.18 0.30] 0.17 0.13
c 0.18 0.31 0.16 0.15
d 0.18 0.27 0.15 0.14

Table 2. Unoptimized cells vs. an optimized flex-cell: timing comparison.
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6. CASE STUDIES WITH RESULTS

Experiments studying flex-cells and their use in design optimization are
presented in this section. Results from these experiments help demonstrate
the substantial benefits that can be derived from custom-designing a design
context by using crafted flex-cells and also provide evidence supporting the
feasibility of applying the methodology in present-day design.

The first experiment presents an idea of the savings achievable by
replacing a set of conventional standard-cells with a customized flex-cell
implementation. These results are shown in Figure 13 and Table 2, which
demonstrate the structural and timing advantages of flex-cells, respectively.

As shown in Figure 13, the conventional, standard-cell, implementation
used 5 cells, 22 transistors and 9 wires, while the optimized, flex-cell,
implementation reduces to a single cell consisting of a mere 13 transistors
and no (zero!) global wires. There is also potential significant improvement
in the timing characteristics (see Table 2). In the design context from which
this example was taken, the flex-cell was created to optimize the critical path
in the design between input a and the output. The worst-case delay for that
critical path was improved from 0.31ns in the conventional implementation
to a remarkable 0.13ns in the flex-cell implementation. These and later
results in this chapter are in TSMC 0.18um process technology.
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Figure 14.An adder design using 26 conventional standard-cells.

Having seen how flex-cells can achieve significant structural and timing
advantages over unoptimized standard-cells, let us now turn our attention to
study the benefits of flex-cells at the full design-level. We first present
results on a small adder design. Figure 14 and Figure 15 present the results
of using flex-cell based optimization for this adder design. Figure 14 shows
the schematic diagram (Cadence schematic) of the original adder produced
by a state-of-the-art commercial standard-cell synthesis tool. The worst
timing critical path on this design had a delay of 0.54ns. Flex-cells were then
used to optimize this design for improving its timing performance. The
optimized design, as shown in Figure 15 (Cadence schematic), had a worst-
case critical path delay of only 0.38ns, an improvement of nearly 30%!


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=279

Design Optimization with Automated Flex-Cell Creation

FlaxCollins2
A[25] > A0 Z0

\B[25] [ a1

Wz6] - LL

A1 N

\B[28] [ A2
nro2d1

uire

Ad

mm D A

3

%i

signal [_>
signal2 [ >

:

Figure 15.The adder design comprising 14 flex-cells.
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Figure 16. Improving the number of paths violating timing, with flex-cells.

It is also instructive to see how the worst critical paths in a design get
altered by the introduction of flex-cell based optimization. Figure 16
demonstrates a graph that plots the number of paths that violate a specific
timing constraint against the timing constraint for two versions of another
adder design. The first design, represented by the outer curve, was produced
by a state-of-the-art commercial standard-cell synthesis tool. The second
design, represented by the inner curve, was produced after applying flex-cell
based design optimization to the original design.

Figure 17 presents a pictorial view of how individual timing paths can be
improved by applying flex-cell based optimization. In this example, the
original critical path was running at 2.23ns while flex-cell based
optimization using an adder that was optimized using flex-cells and a single
flex-cell at the end of the path reduced the critical path delay to 1.83ns, an
improvement of 19% over the combinational path delay on this set of timing
paths.

Let us now look at data that demonstrates that it is indeed feasible to use
flex-cells in an automatic design optimization procedure. One of the
potential difficulties with the use of flex-cells is that the creation of their
layout may potentially be a time consuming process that interferes with the
speed of front-end optimization/synthesis tools.
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Before Optimization (ns)
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After Optimization (ns)

Figure 17. Flex-cell based optimization of timing critical paths.

- (Pre — Post)/Pre How Often
Mean| Standard Deviation | Pessimistic?
Cell Delay (Rise) 6% 5% 93%
Cell Delay (Fall) 10% 7% 96%
Output Slew (Rise) 4% 4% 94%
Output Slew (Fall) 8% 7% 88%

Table 3. Pre-layout accuracy can work for flex-cell based design.

However, as the data in Table 3 demonstrates, it is sufficient to work
with pre-layout estimates of flex-cell characteristics. Even for a
characteristic as sensitive as timing data, experiments on a large set of flex-
cells show that pre-layout data is within about 5%-6% of post-layout data. In
fact, the pre-layout data can be tuned to be slightly pessimistic in order to
eliminate costly optimization and place-and-route iterations.

Finally, we summarize the results of optimizing some moderate-sized
blocks from industrial circuits, using the flex-cell based optimization
process. The results are shown in Table 4. It is clear that performance
enhancements to the tune of 10-20% are easily achievable using this
methodology. As tools based on this methodology mature, it is expected that
significantly greater than 20% improvement in performance — over-and-
above what traditional standard-cell based design optimization flows can
deliver — will be achieved through flex-cell based design optimization.

Original | Flex-Cell

Design Name # Cells/Instances | Delay (ns) | Delay (ns)
5-bit Adder 26 0.54 0.38
32-bit Adder 122 1.31 1.10}
Individual Circuit Modulel ~5600 4.10 3.47]

Table 4. Summary of results for sample circuits.
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7. CONCLUSIONS

The set of flex-cells, either alone or in combination with standard-cells,
provides an optimally tuned set of building blocks for the target IC design,
where optimality is measured against accepted and definable (i.e.
quantifiable) metrics like clock speed, die size, power consumption, etc.. By
allowing the transistor-level structures to be manipulated, flex-cells open up
a new dimension in the optimization of automatically created designs. Flex-
cells allow both the transistor-level structure and sizing to be manipulated
freely. Such flexibility does not come for free, as is to be expected. A host of
issues ranging from the “correct” choice of flex-cell mapping (to transistors)
technology, to minimizing the number of flex-cells to be used in a design, to
efficient characterization of flex-cells, to the interplay between flex-cell
based optimization and other important issues like physical design
information, need to be addressed. Preliminary results using flex-cell based
optimization suggest that when employed properly, this methodology holds
promise of significant benefit to the process of optimizing automatically
created digital designs.
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Chapter 11

Exploiting Structure and Managing Wires to
Increase Density and Performance

Andrew Chang, William J. Dally
Computer Systems Laboratory,
Stanford University

1. INHERENT DESIGN STRUCTURE

Judicious use of custom techniques can significantly improve the quality
of ASIC designs. Custom approaches exploit the inherent design structure
and explicitly manage routing. Traditional ASIC approaches discard a great
deal of this structure and only implicitly manage wiring through the use of
global design constraints and optimization tools. A simplified design flow
for a typical ASIC is illustrated in Figure 1. The designer writes an RTL
description of the function (Verilog or VHDL). A logic synthesis tool
generates a gate-level netlist by mapping the design into a target standard
cell library. Finally, a place-and-route (P&R) tool generates the physical
design of the chip by first placing the cells, and then interconnecting them.
The electrical properties of the wires are extracted from this layout. The
designer checks chip timing by calculating the critical path delays using the
extracted parasitic loads. There are four main problems with the traditional
ASIC approach:

1. Little is known about the performance of the design until the
very end. Power and timing are critically dependent on the
resistance and capacitance of key wires. These values are only
known after place and route. Also, as on-chip frequencies and edge-
rates increase, the effect of parasitic inductance grows in
importance. Yet, the detailed routing is critical to determining these
values as well.
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Figure 1. The traditional ASIC RTL flow.

2. The designer has little control. If the design fails to meet power

and timing goals after P&R and after re-powering the cells along the
critical paths, it is very difficult to fix the problem by changing the
RTL. This is especially frustrating in the cases when the solution
(structuring the wiring) is obvious, but there is no direct way to tell
or force the tools to do it.

The results are unstable and sensitive to small changes in the
netlist. If the designer changes the RTL later in the process to fix a
logic error, the resulting netlist and placement may change
drastically creating a whole new set of timing and power problems.

The designer gains little insight and intuition about the design.
The designer is at the mercy of tools to identify problem areas.
While timing analysis tools attempt to find and report the worst-case
paths, due to process and design variations, the true offenders can be
other signals within the same “bin” of uncertainty [20]. In the ASIC
flow, placement and routing are authored automatically. The
designer may need to deconstruct the results to determine both the
proximate and ultimate sources of error as original intent is neither
encoded nor preserved by the process. The underlying cell libraries
are usually immutable, generic and supplied by a third-party;
eliminating a valuable problem solving option.

A common practice to reduce the opportunities for disasters is to use and

enforce conservative wire models for parasitic loads. In addition to
sacrificing performance and efficiency, this technique can still fail. First,
gates are oversized as the wire model intentionally sets loads several
standard deviations beyond the mean so that there are fewer surprises.
Second, as most models do not accurately account for resistance or
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inductance, they are least accurate for the longest wires. But, long nets are
exactly the wires most likely to be problematic. Finally, for wires with
significant resistance, increasing the buffer drive strength will not fix the
timing problem. But, since much of the design structure has already been
discarded, at this point it is difficult for either automated tools or the
designer to fix problems by repartitioning the logic.

Recognition of the benefits of considering design structure earlier in the
ASIC flow has spawned a generation of “physically aware™ [3][23] synthesis
tools. These tools attempt to automatically identify placement regions and
group logic gates during synthesis. These tools attempt to simultaneously
perform placement and routing and replace wire-load models with the results
from test routes. The most sophisticated of these formulate the placement
and routing problems as convex optimizations and allow multiple concurrent
target criteria. While these tools represent a significant improvement over
the traditional ASIC methodology, they still offer the designer little control
or insight into problem regions. Also, as these tools neither manipulate the
composition nor change the quality of the underlying cell library, they
address only a subset of the possible problems.

2.  SUCCESSIVE CUSTOM TECHNIQUES FOR
EXPLOITING STRUCTURE

There is a continuum of custom design options ranging from simple
floorplanning to handcrafting every transistor and manually routing each
wire. Progressive gains in performance and density come from taking
successive steps down this path at the cost of increasing effort. Almost
everyone who builds high-performance ASICs today takes at least the first
step by floorplanning the chip.

ARERRRARRRRRRRN Custom

— - Circuits
—] - 7 |
— s Crafted Cell
..:_ E Tiling
gL __;H:“*« Low-Swin

- g

Floorplanning

Figure 2. Customization options for the ASIC designer.
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2.1 Increasing Wire Structure through Floorplanning

Custom designers structure the wiring so that they can identify key wires
and their parameters at the beginning of the design process, rather than at the
end. The drive and timing of these wires is then pre-planned in the design.
This approach gives a stable design with early visibility to timing and power
problems. It does require a “tall-thin designer” as logic designers need to
understand the circuit and layout implications of their choices. With upfront
knowledge, designers have much more control over the result and can
exploit the structure they see within the logic.

A number of different techniques for custom design that structure wires at
different levels with different amounts of design effort are illustrated in
Figure 2. They form a step-by-step approach to building better ASICs with
less effort. The initial steps involve no custom cells and only the last few
steps involve custom circuits. The first step is to floorplan the chip into
smaller than usual regions — 1,000y by 1,000 (where y is the minimum
intermediate routing metal pitch — normally M2). This corresponds to an
area of approximately 15,000 gates. Signals that cross between these regions
must follow specific disciplines (e.g. no combinational paths across regions).
This floorplanning structures all of the inter-region wiring. The length and
density of these wires is known up front and the logic and circuits can be
built using this knowledge. For example, pipeline stages may be added to
account for the known delay of long wires. Often this knowledge can also be
exploited in the physical design by pre-routing these signals.

The next step in structuring wires is to tile the datapaths within the 1My?
blocks. The designer partitions structured arrays into rows and columns and
assigns library cells to each datapath cell. This is, floorplanning at the 20Ky’
or 300-gate level. A further extreme that can yield additional benefits is to
pursue the creation of regions to the sub-50-gate level [17]. In addition to
structuring processor datapaths involving registers, adders, ALUs and
multiplexers, this approach has also been shown to be useful in structuring
arrays that exist in control logic for issue, decoding, scheduling and
matching [1]. In general, there are few large logic circuits that are devoid of
structure.
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Figure 3. Comparison of standard cell versus crafted-cell implementations
of a multiplexed latch with a tri-stated output.

As discussed in Chapter 4, the cells in existing libraries encompass
limited functionality requiring the use of several simple gates to emulate a
complex function. Figure 3 compares the standard cell (on the left) and
crafted-cell (on the right) implementations of a 7-input multiplexed latch
with a tri-state output. The gate is composed of two distinct functions: the
input multiplexer and the static latch with tri-state output. The crafted-cell
version requires 19 transistors organized as two gates. The standard cell
design requires 40 transistors organized as seven gates and is almost a
factor-of-4 larger. The crafted-cell implementation is only a factor-of-1.8
larger than a full-custom reference implementation. While the standard cell
version is almost a factor-of-7 larger than the reference.

Our experience [16] shows that the level of effort to develop a crafted-
cell, including generating all the ‘views’ needed to support the standard-cell
tools, is quite low (1-10 person days depending on complexity) and that a
very small number of reusable cells (10-20) is sufficient to realize most
datapaths. In their simplest incarnation, crafted-cells are just larger standard
cells with enhanced functionality matched to the application. These cells are
placement and pin compatible with P&R, but they have three distinct
advantages over their standard cell brethren. First, they eliminate the mixing
of global and local wires by removing the set of intra-cell routes from the
view of the P&R tool. These nets are kept short, stay on lower level metal
layers and reduce congestion by minimizing interference with inter-cell
routing. Second, by folding together several functions, redundant insurance
and safety devices, input diodes, input and output buffers can be eliminated.
Within a crafted-cell, the exact application and environment of the circuit is
known and the insurance is no longer needed and the design margins can be
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recovered. Finally, the judicious use of aggressive sizing and custom circuits
can be employed in these cells. Crafted-cells can be realized at different
levels of ambition. Fusing several library cells together provides the simplest
implementation of crafted-cells and realizes the first advantage. A slightly
more aggressive implementation allows arbitrary static CMOS circuits to be
employed within the cell. Finally, for very special cases, custom circuits can
be employed within the cell.

Custom circuits can be used selectively within a predominantly ASIC
flow to further improve the quality of designs. The guiding principle is
maximum benefit for minimum effort. As a result, two candidate areas for
application are critical datapath elements and low swing signaling on critical
long nets. The simplest method for applying custom circuits to critical
datapath elements is to implement the key function as a hard-macro with
self-contained timing generation. This encapsulation facilitates integration
into the standard ASIC tool flow. Traditionally, integrating crafted-macros
into the ASIC timing flow was a very manually intensive effort. More
recently, commercial tools that both create the requisite vectors and
automatically script characterization simulations have become available [5],
and greatly simplify the task. In our experience, crafted-macros implemented
in domino logic and composed of up to 20K-transistors can be integrated
into rows of static CMOS logic effectively. Figure 4 shows a portion of the
datapath for a 64-bit floating-point unit [13][16]. The majority of gates are
tiled static CMOS logic. However, each of the two large blocks is a half-
array of the 64x64-multiplier and is implemented in a differential domino
logic style. The crafted-macro for each half-array contains all necessary
timing chains and interface logic.

Figure 4. Application of a domino logic crafted-macro within rows of tiled
static CMOS logic.
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J . Area Efficiency
Multiplier FO4 delays| Area (10” x2)| Relative Area| Transistors (x2/T)
Mitsubishi 243 1.53 0.82

INEC Multiplier 27.0 2.19 1.18 135,318 16.2
MIT/Stanford 29.8 1.86 1.00 124,574 14.9
Fujitsu 325 1.63 0.88 82,500 19.8
Mitsubishi 35.2 2.35 1.26 78,800 29.8
Fujitsu Multiplier 41.0 1.65 0.89 60,797 27.1

Table 1. Comparison of reported multiplier implementations. The number
of transistors in the Mitsubishi multiplier was not reported.

Despite the mix of implementation styles, the performance and density of
the resulting multiplier array is comparable to several previously reported
designs [8][9][11][15][18]. Table 1 presents a comparison of the key
characteristics of these designs.

Finally, selective use of low swing signaling for critical long nets can
improve performance and simultaneously reduce energy dissipation. Low-
swing transceivers can employ signal pre-emphasis to increase their
propagation velocity relative to full-swing signals [6].

2.2 Example Applications

Exploiting structure and managing wires has significant impact on design
quality. In this section we describe three illustrative design examples: the
datapath portion of a microprocessor register fetch stage implemented with
crafted-cells; a 64-bit addsub [10] implemented as a crafted-macro; and a 4-
input 4-output random logic function implemented as a PLA.
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Figure 5. Comparison of layouts of a 64-bit datapath in four design styles.

2.2.1 Register Fetch Stage

Datapath tiling can be exploited at several levels of customization. The
impact on area and delay of different design styles is shown in Figure 5 and
Table 2. These results are from four implementations of a 64-bit
microprocessor register fetch stage. This datapath includes a 7-ported 75
entry 64-bit register file, a six entry reservation station, bypass multiplexers,
18-bit immediate insertion logic, and thirteen 1-bit condition code registers.
The baseline custom design was implemented in a 0.5um L.; CMOS process
with five levels of metal, the value of ¥ equal to 1.8um. The design contains
10376 cells and occupies 1036y x 747y in area. Figure 5 displays the four
layouts with all designs drawn to the same scale.

Parameter | Custom | Crafted| Bit-sliced | Automatic P&R
Area 1 1.64 5.25 14.5
Delay 1 1.11 2.23 3.72
Gate Load 1 1.09 2.29 2.29
M2 Length 1 1.07 4.19 349
[M3 Length 1 S 2.52 7.92
|Effort 1| 0.8 0.06 0.06

Table 2. Comparison of four implementations of a 64-bit microprocessor
register fetch stage.
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The custom approach (5d) manually generated from circuit schematics,
required 80 unique cells totaling 367 unique transistors. Each cell was
manually placed and routed. The crafted-cell implementation (5c¢) was
created from a structural Verilog model that was manually mapped to a basic
91-gate standard-cell library supplemented by 7-crafted-cells (totalling 48
unique transistors). Bit-slices were manually tiled and function blocks were
manually ordered. This design was automatically routed after the detailed
placement. The bit-sliced” standard cell implementation (5b) was created by
the synthesis of a 1-bit slice from the crafted-cell structural Verilog source
code targeting a basic 91-cell library. The individual bit-slices were ordered
and assembled manually. The ‘automated’ standard cell implementation (5a)
was created by synthesis of the full design from the crafted-cell structural
Verilog source code. The resulting netlist was then automatically placed and
routed. The same metal layer conventions and external pin constraints were
used in all four cases. All four cases employed strictly single-ended static
CMOS logic.

2.2.1.1 A Comparison of Density

The differences in quality of the four designs highlight the benefits of
exploiting design specific structure, managing routing and employing
crafted-cells. Structuring the design into bit-slices reduced the area by
almost a factor-of-2.7 due the regularity of the wires. Next, creating and
employing crafted-cells, saved another factor-of-3.2. The addition of only 7
extra cells helped to overcome the inefficiency of building multiplexed input
latches and multi-ported registers from the cells traditionally available in the
standard library. Also, by aggregating additional functionality, the crafted-
cells converted inter-cell wiring into intra-cell routing further reducing the
global wiring burden. The area advantage of full custom over the crafted-cell
approach was mainly due to additional logic function compression, tuned
P:N ratios, and the grid alignment penalties required to interoperate with the
automated routing system.

2.2.1.2 A Comparison of Delay

The results for delay are similar. The automated design significantly lags
the performance of the other three examples. There are three main causes of
the additional delay. First the excess routing results in additional parasitic
capacitance. Second, the base cells in the standard library poorly match the
required datapath functions resulting in additional logic levels and signal
inversion overhead. And, third, the limited range of available drive strengths
combined with the additional wiring load exacerbated the poor matching of
drives to loads. The crafted-cell design outperforms the bit-sliced design by
almost exactly a factor-of-2. This advantage is gained by removing
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redundant levels of logic and signal inversions, and by matching drivers to
internal loads. The factor-of-1.1 speed advantage of full custom design is
due to the sub-optimal device sizing at the boundaries of crafted-cells and
the increased parasitic wiring capacitance due to the larger area.

2.2.1.3 A Comparison of Routing

The difference in metal routing lengths confirms the importance of pre-
planned structure. As expected, the custom design uses the minimal M2 and
M3 resources as all contacts are made by abutment. While the crafted-cell
version is auto-routed, the detailed manual placement enforces minimal
routes. The increased metal usage in the bit-sliced design is due to its larger
area as well as the inefficiencies that result from assembling complex cells
from inexact primitives. Here, the intra-cell routing captured by crafted-cells
is exposed and results in excess inter-cell wires. The metal use in the fully
automated design reflects the “spaghetti” wiring that results from fully
automated place and route. A key result is that without the advantage of
structure, automatic P&R makes some short wires a little bit better, and
some long wires much worse.

2.2.14 A Comparison of Design Effort

A comparison of the relative design efforts for the four designs is also
informative. At the rate of 22 tige/Wk, the custom design required 17 weeks
from inception to verified layout. As the crafted-cell design required one-
sixth the unique transistors, it was completed in only three weeks. Both the
bit-sliced and fully automated design required one week each to import the
netlists, perform logic synthesis and mapping, experiment with P&R runs,
generate and verify layout. By carefully selecting a critical subset of design
specific functionality to customize, the crafted-cell approach yields
significant improvements in design quality with reasonable effort

2.2.1.5 A Comparison of Placed Instances

The original custom design has 10376 cells. The crafted-cell version has
10560 cells representing a 2% growth. The netlists for the bit-sliced design
and the automatic P&R design are identical and were created through
synthesis and mapping to a target standard cell library. The synthesis tool
required 31066 gates to implement the original function.
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Figure 6. Comparison of P&R crafted with three preceding designs.

[ Parameter Custom Crafted P&R Crafted | Bit-Sliced | Automatic P&R|
Area 1 1.64 2.7 5.25 14.50
M3 Length 1 1.63 3.9 2.52 7.92

Table 3. Characteristics of the P&R implementation using crafted-cells.

2.2.1.6 Automatic P&R of the Crafted-Cell Netlist

The results from applying automatic P&R to the crafted-cell netlist while
enforcing the crafted-cell pin constraints are shown in Figure 6 and Table 3.
The area of the P&R version is a factor-of-2.7 larger than the full-custom
reference and a factor-of-1.5 larger than the original crafted-cell design.
While the area of this P&R design is an improvement over both the bit-
sliced and other automatic P&R design, the M3 wire lengths are worse,
reflecting the additional difficulties the routing tool encountered accessing
the denser cells used in the crafted-cell netlist.

2.2.1.7 Automatic P&R Destroys Design Structure

Automatic P&R destroys inherent design structure and makes some short
wires shorter and some long wires much longer. Clear insight into these
effects is provided by the wire load distribution shown in Figure 7. This
graph presents the actual distribution of wire loads for three implementations
on a linear-log scale. The reported loads are proportional to the actual wire
lengths. Wire load distributions are presented for the crafted-cell design, the
P&R crafted-cell design and the original automatic P&R design. The X-axis
of the graph represents the capacitive wire loads on a log-magnitude scale
ranging from 1 fF to 100pF. Wires at the same load point generally have the
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same length. The Y-axis of the graph represents number of nets at each load
point on a linear scale.

The wire loads in the crafted-cell design occur in tight distributions
around clear peaks reflecting the inherent structure of the design. The clear
structure of the wire loads mirrors the inherent structure of the nets and their
clear “preference” and grouping around “natural” lengths. Also, in this
design only the CLK net has a wire load of greater than 10pF.

Applying P&R to the crafted-cell netlist, results in three key changes.
First, the loading on a significant number of originally lightly loaded nets
becomes even smaller. This reflects an improvement in the routing of short
nets and demonstrates the efficacy of the optimization algorithms for
reducing wire lengths in some cases. However, two negative results also
occur: the loading increases on a significant number of nets reflecting longer
routes and spreading occurs on the originally tight distributions reflecting the
effects of mixing the routing for nets from different natural groupings and
subsequent loss of inherent design structure. The resulting congestion further
increases the loading and wire lengths for some originally long nets. In this
design, over 350 nets have a wire load of greater than 10pF.

The wire load distribution from the original automatic P&R
implementation reflects the added consequences of the increase in total
number of nets due to the increase in the number of placed instances. It also
continues to show the spreading of load distributions indicating the
additional loss of design structure. The combination of increased wires and
mixing of routes increases congestion and causes over 500 nets to have wire
loads in excess of 10pF.

5,000 - Wire Load Distribution
4,500
" 4,000 -
g 3,500 o— Crafted
w 3,000
o 2‘ 500 4 —X%— P&R Crafted Cells
é 2,000 - —=— P&R ASIC
=]
z

Figure 7. Comparison of wire load distributions.
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Figure 8. Twelve instances of the 64-bit addsub crafted-macro.

2.2.2 A 64-bit Addsub Crafted-macro

Both crafted-Cell and crafted-macro techniques were used to implement
the Multi-ALU Processor (MAP) [16]. The MAP chip consists of 2.5-million
logic transistors and 5-million total transistors. It was fabricated in 0.7um
Lgy, 0.5um L,z CMOS Bulk technology and resulted in an 18.25mm by
18.3mm die size. The design includes seven 64-bit execution pipelines (six
integer units and one floating-point unit). The use of crafted-cells and
crafted-macros enabled the design to be implemented from RTL to GDS
with 30 man-years of effort over two calendar years. This effort included the
creation of a full gate level RTL model, creation of a test infrastructure,
process technology setup, design and characterization of two cell libraries
totaling 200 cells, five RAM arrays, five megacells, two crafted-macros and
five custom I/O pads, manual clock grid and power distribution design,
floorplanning, and global chip P&R.
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The addsub is a hybrid CLA/Carry-Select Adder. It is composed of five
custom sub-blocks — two 1-bit high cells (PGK and Final) replicated 64
times; two 8-bit high cells (group PGK and local carry) replicated 8 times;
and a 64-bit high global carry chain replicated one or two times depending
on exact usage of the adder. Carry chain replication and selection were used
extensively in both the group PGK blocks and the global carry chain. In
addition, the local carry-chains were also replicated. The XOR gates in the
local PGK and final cells employ pass gate logic. Twelve instances of the
64-bit addsub crafted-macro are used in the design. Figure 8 shows a die-
image and highlights the 12 usages. One 64-bit addsub is required for each
of the 6 integer execution units. The floating-point execution unit uses 1
addsub in its divide-square-root unit and 5 in the floating-point multiplier.
The execution-unit datapaths are manually tiled and automatically routed.

Figure 9 and Table 4 compare the crafted-macro addsub to other adders
in the literature [14][19][24]. The HP (Naffziger) adder employs dynamic
circuit techniques and approaches the practical limits of 64-bit addition. It is
both faster and smaller than the addsub. Typically, the difference between
domino and static logic can range between 25% and 50% in performance.
For the remaining examples, the crafted-Macro cell is comparable in area
and performance. Note, the Mitsubishi (Ueda) adder employs BiICMOS pass
gate logic.

The custom addsub crafted-macro was re-implemented four ways to
explore a range of effort and quality choices. Each of these versions
employed automatic routing. The first version is a crafted-cell design point,
for which, each of the five constituent custom blocks of the original addsub
was converted into P&R grid-compatible blocks. The second and third
comparison points were synthesized from the addsub netlist. The first of
these (ASIC — 1998) targeted a limited cell library. The second of these
(ASIC — DW) targeted a more extensive commercial standard cell library
and employs the basic Synopsys DesignWare [22] components for adders.
The final comparison point was an optimized Synopsys Design Ware Brent-
Kung adder. Table 4 shows that the original custom addsub is a factor-of-1.2
faster than the optimized Brent-Kung adder, a factor-of-1.7 faster than the
crafted-cell version, and between a factor-of-1.8 and a factor-of-2.7 faster
than either synthesized version. The crafted-cell version is slightly faster
than the synthesized version mapped to the commercial cell library using
basic DesignWare components and is 40% slower than the optimized
DesignWare Brent-Kung adder targeting the commercial library. Finally, the
performance of the basic ASIC design is more than doubled by the
combination of the Brent-Kung DesignWare component and a more
extensive set of library cells.
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HP MIT/Stanford Brent-Kung MIT/ IBM  Mitsubishi
DesignWare Stanford
Crafied -Macrocell ASIC

Crafted Cells 790y, ASIC-BK 95.8%

ASIC - DW

ASIC - 1998

-
[ D BRI e e e T s by

0.8« 1.0x 1.7x

Figure 9. Comparison of layouts - ten 64-bit adders. The percentages above
the ASICs are the cell-occupancy.

One additional result highlights the mismatch of standard cells for
datapath functions. The aspect ratio of the placement box impacts the
utilization of both the Brent-Kung adder and the ASIC- Design Ware adder.
The minimum width of these designs was constrained by the requirement to
fit large buffers causing between 10-20% area growth.

5
§ < e
S|x| 5| 5| 5 |s|Es|EE| =
Adder A 8 a 2 < Z|ZEB|E8 ]| "%
HP (Naffziger)| 0.50| 140| 0.9 6.6] 61500{ 0.8/ 7000|T 8.8
IBM 0.50] 125| 1.5| 12.0f 135802| 1.7
Mitsubishi 0.50| 250] 4.7| 18.8) 98400| 1.2| 4280|T 23.0
MIT/Stanford
Custom 0.50| 250| 3.7| 14.8] 81847| 1.0 4666|T 17.5
Crafted 0.50f 250| 6.3| 25.2| 136684| 1.7 162|Gate
ASIC (1998) 0.50| 250| 10.0] 40.0| 105600| 1.3| 1041|Gate
ASIC - DW 0.15| 60| 1.6] 26.8| 124848| 1.5| 1756|Gate
ASIC - BK 0.15| 60| 1.1] 18.3| 105600| 1.3| 1097|Gate

Table 4. Comparison of adder implementations.
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Figure 10. Comparison: PLA and standard cell implementations of a simple
4-input/4-output logic function.

The design and re-use of the addsub crafted-macro provided the
combination of custom performance and modest overall design effort as its
wide applicability amortized the creation effort. The implementation effort
of the addsub could have been further reduced by employing crafted-cells or
by using various synthesis approaches at the cost of performance.

2.2.3 PLAs for Finite State Machines

Significant structure exists in circuits that are not datapaths. ROMs,
RAMs and PLAs organize wires as a regular grid. The result is a
considerably more compact layout. Also, because the characteristics of these
wires are well controlled, these types of structured circuits typically employ
aggressive logic styles and low swing signaling techniques to further
improve speed and reduce energy dissipation. A finite state machine
implemented as a well-optimized PLA (or set of partitioned PLAs) requires
approximately 4y’ per logic input. The circuit is laid out on a regular grid;
both the product lines and output use reduced voltage swings; the flip-flops,
with scan, are integrated into the output sense amplifier. As a result, the
power and area are an order of magnitude less than the corresponding
CMOS gate circuit and the cycle time is much faster. The same FSM
realized in gates takes about 100y’ per gate input not counting the flip-flops.
Figure 10 illustrates the density improvements from this style. The same 4-
input, 4-output logic function is implemented with standard cells and with a
PLA. Even with the peripheral overhead for such a small design, the PLA
version is still a factor-of-8 smaller in the area than the standard cell design.
The use of PLA’s for control logic can also improve performance. A set of
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customizable dynamic PLA’s was employed by Allen ef al. to implement the
control logic of a 1 GHz 64b microprocessor in a 0.22um (0.12 L.5) CMOS
process [1].

3. FUTURE DIRECTIONS

Trends in technology scaling will continue to impact both custom and
ASIC design choices. ASIC designers will adopt an increasing number of
full-custom techniques to counteract the growing impact of wiring on design
quality. The increased effect of parasitic resistance, capacitance and
inductance for long wires will force ASIC designers to manage structure and
explicitly specify key routing. Signal integrity concerns compound this issue
as an increasing number of nets will require additional spacing, shielding
and/or active anti-miller devices.

Similarly, custom designers will adopt the reuse and automation concepts
from ASIC flows to counteract the spiraling expansion in the effort required
for full-custom designs. The effort required for full customization scales
greater than linearly with the number of unique circuits in a design, while,
the number of transistors available on a chip continues to double every 2.5
years [7]. Hence, a “simple extrapolation of a 100-person ‘P6’ custom
microprocessor design team in 1996, results in a 1,600-person ‘P10 team’ in
2007. Carrying this to the extreme, in less than 70 years every inhabitant of
the planet would be an employee of a large microprocessor design company
working on the ‘P38 chip” [4]. As many of us have other aspirations, it is
useful to reduce this effort.

In both cases, designers will need to carefully balance effort and time
constraints with the performance, density and energy goals. Successful
project teams will consistently identify the key design structures and routing
in their designs and clearly focus resources on these critical areas in order to
maximize the return on their design effort. Towards this end, the described
crafted-cell and crafted-macro techniques can be viewed as either
enhancements of ASIC approaches or simplifications of custom methods.

4. SUMMARY

Designers have implementation choices to realize their specific VLSI
systems. Both the increasing complexity of designs and the increasing
constraints on quality imposed by wires will motivate ASIC designers to
adopt a growing number of custom techniques. Unlike traditional ASIC
design flows, custom methodologies exploit the physical structure inherent
in designs and explicitly manage routing. However, while custom designs
can achieve up to a factor-of-3 greater performance and density, they can
also require an order of magnitude more design effort. We have presented a
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sequence of successive custom remedies to improve the quality of ASIC
designs: floorplanning, tiling, crafted-cells and, finally, custom crafted-
macros. In example applications, these approaches taken together close the
gap between ASICs and custom design to within a factor-of-1.1 for
performance and to within a factor-of-1.6 for density with only modest
additional effort. The underlying theme of our approach is to identify critical
components of a design and judiciously employ custom techniques only on
these few pieces to maximize quality while minimizing effort.
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1. INTRODUCTION

The development of high performance microprocessors requires
concurrent design at many levels (logical, circuit, physical) with large teams
and tightly interlocked schedules. Often the best design flow is one that most
effectively addresses the natural conflicts within this flow (e.g. logic stability
versus timing closure), in contrast to one that simply applies the most
modern or aggressive approach in each domain. This paper describes such a
case, in the development and use of a semi-custom design methodology
which has significantly enhanced several generations of IBM zSeries (S/390)
processors [2][3][4], as well as the IBM POWER4 processor [1]. The
coordinated use of a common parameterized gate representation, standard
cell generation capabilities, place and route merged with custom physical
design, static transistor level timing and formal circuit tuning, and gain-
based synthesis have all led to significant improvements in both quality-of-
result and time-to-market in the conventional static CMOS design domain.
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2. CUSTOM PROCESSOR DESIGN

The circuit design methodology described in this paper was developed
and applied over three generations of the microprocessor family used in the
IBM eServer zSeries (S/390 mainframe) [2][3]{4]. These processors have
achieved frequencies in excess of 1GHz in a 0.18um CMOS technology,
combining high frequency with a relatively shallow pipeline (~7 stages) and
extensive use of millicode [3] to implement the complex S/390 architecture
with a RISC-like micro-architecture.

The physical design of these processors makes extensive use of
hierarchy, partitioning the chip into functional units (instruction, FXU,
FPU...) and units into macros. There are typically about 6 units and 200
distinct macros (about 600 total instances), and a macro can have anywhere
from 1K to 100K or more transistors. The macro serves as the primary
partitioning unit for logic entry (HDL), and a common macro connectivity
description is used for both functional models for verification and for circuit
design. Boolean verification is used to ensure functional equivalence
between macro HDL and a schematic representation, which is verified
against the physical design. All macros and units are fully floorplanned
objects, and the global wiring (chip and unit) is done hierarchically, using a
wiring contract methodology. Macros are all characterized for timing, noise,
etc., and represented by models at the global level. Timing rules are
generated for all macros using static transistor-level simulation. Global
timing is run at both the unit and the chip level, using these macro rules and
global wire extractions. The resulting timing is routinely used to generate
assertions for all macros, which are used with the static transistor level
timing to drive timing closure.

Concurrent design with carefully controlled feedback and iteration are
the keys to bringing such a design to closure. Circuit and physical design
start as soon as sufficient logic is defined, while the early emphasis is on
simulation for functional verification. Early floorplanning and initial circuit
design are used to check the cycle time feasibility, and as the design
matures, the emphasis shifts from strictly functional verification to logic
modification and repartitioning as the primary mechanism for achieving
timing closure. This means that the efficiency, turn-around-time, and
flexibility of the circuit design methods are as important to the ultimate chip
cycle-time performance as is the intrinsic circuit performance.

Circuit implementations of macros fall into three classes, with each type
occupying about 1/3 of the area: arrays, (cache, table logic) synthesized
random logic macros (RLMs) for controls, and full custom dataflow. The
dataflow is done predominantly in static logic, with dynamic circuitry
reserved for only extremely critical functions, in order to meet power
requirements.
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NW = 10um

Figure 1. A parameterized gate representation used in the basis set for the
primitive standard cell library. The n-channel MOSFET and p-
channel MOSFET trees are scaled by two continuous parameters,
NW and PW. There is also an optional tapering factor 7.

Traditionally, full custom design is used for arrays, register files, and the
dataflow stacks that are typical of the instruction and execution units.
Custom design is very effective at optimizing performance and achieving
high area efficiency, particularly where elements are identical across the bit
range of the data stack, as hierarchy and careful tiling lead to highly optimal
designs. This clearly applies to register files, working registers, MUXs, and
the like. However, many of the most labor intensive and critical functions,
particularly those that implement more complex numerical functions
(adders, incrementers, and comparators) do not make such a compelling case
for full custom design. They are far less regular across the stack, more
complex, and often do not tile very easily. They are often timing critical, and
although the logical function usually has a stable definition early in the
design process, the most appropriate circuit architecture may evolve. It is
this class of function which is the primary application for the semi-custom
design flow outlined below.

3. SEMI-CUSTOM DEISGN FLOW

3.1 Primitive Parameterized Bookset

The basic building block used in this methodology is a set of
parameterized gates, called the primitive bookset, an example of which is
shown in Figure 1. These gates are generally a single level of conventional
(inverting) static CMOS, with complementary pull-up and pull-down n-
channel MOSFET and p-channel MOSFET trees, wherein the
parameterization simply scales the p-channel MOSFETs with a parameter
PW and the n-channel MOSFETs with a parameter NW. In general, each
transistor can have an additional fixed multiplier, 7, which is used to define
multiple flavors of each logic type providing tradeoffs between the delays
from each input pin. With the exception of the XOR and XNOR functions,
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all these primitive gates are a single level of inverting logic. A complete set
of represented topologies can be found in Table 1.

Together, these parameterized gates form a basis set capable of covering
most of the design space for combinational static circuitry found in a
conventional ASIC library, since more complex functions, such as wide
ANDs and Ors are typically composed of multiple levels of these gates. Note
that this bookset is only a schematic representation; there is no directly
associated layout.

A cell generation tool, described in more detail in Section 3.5, is
designed specifically to produce layout in a row-based standard cell image
for arbitrary values of NW and PW for each primitive cell. In addition to its
use in semi-custom design, this tool was also used to create a conventional
library of discrete sizes for use with synthesis to build the RLMs. This
standard cell library had non-parameterized cells with all the conventional
views, including timing rules required for synthesis. The sizes were selected
by generating a reasonably dense matrix of NW and PW values for each
primitive cell and running it through the cell generator. The NW and PW
values were cast as a power level (NW+PW) and a rise/fall ratio (PW/NW),
also called the beta ratio. The ratio of adjacent power levels was around
1.25, and the range of beta ratios (PW:NW) was adjusted to specific rise/fall
times. Depending on the complexity of the function, there were from 10 to
25 power levels and from 1 to 4 beta ratios for each primitive type. Including
a physically compatible set of cells using low threshold voltage (V)
transistors, there are about 1200 cells in this library. This type of library,
commonly referred to as a “tall thin” library, provides the flexible sizing
required for synthesis to achieve maximum cycle time performance in the
RLM control logic.

Logic type Comments
INVERTER |
NAND2, NAND3, NAND4 | Multiple Tapers
NOR2, NOR3 Multiple Tapers
AOI21 and OAI21 Multiple Tapers
AOI22 and OAI22
XOR2 and XNOR2 Pass-gate style
MUX2 2-Way transmission gate multiplexer
PGMERGE G+P*C for adders (restricted AOI21)
DRXOR2 Dual rail XOR (true and complementary inputs)

Table 1. A list of parametrized logic types.
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/ Schematic design /‘L_ Timing
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Figure 2. Complete design flow based upon the primitive cell library and
cell generation and standard cell place and route.

3.2 Overall Design Flow

The design flow used to implement custom designs built from the
primitive bookset is summarized in Figure 2. This flow is largely automated,
with most of the work contained in the initial design and the place and route
floorplan. After an initial pass, iteration of the design is a relatively rapid
process.

3.3 Design Flow Details

This section catalogues some of the details of each step in the flow from
Figure 2. Note that not all steps are needed, and a wide variety of
combinations have been used, depending upon the details and needs of each
design. The primary goal of this flow is to retain as much detailed control of
the design at the schematic level while using layout automation, particularly
place and route, as much as possible.

3.3.1 Schematic Design (Contents)

The initial schematic design can be all or part of a macro, but generally
should encompass functionality that can be floorplanned in a simple block,
and whose components can be routed automatically. It can contain hierarchy,
with the assumption that it will be flattened to a set of routable leaf cells
going into the final physical design. It can contain a mixture of
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parameterized primitive gates, cells from the standard cell library, and
custom cells.

3.3.2 Gate Level Flattening

Even though the design will be flattened to the leaf cells going into
physical design, there can be significant advantage to flattening a
hierarchical design in schematic form, particularly when tuning a design
with low symmetry in its structure or timing constraints.

3.3.3 Static Circuit Tuning

Automated tuning of transistor widths to optimize the slack of a macro is
one of the key elements of this methodology. It helps to take full advantage
of the sizing flexibility of the primitive bookset to optimize timing and area.
An expanded discussion of the tuning method can be found in Section 3.4.

3.3.4 Mapping to the Standard Cell Library

After sizing, often many parameterized gates can be mapped to cells
from the standard cell library, allowing only a modest change in transistor
sizes and a minimal impact on timing. This helps to control data volume
since all remaining primitive gates must be generated specifically for that
macro.

3.3.5 Inclusion of Custom Leaf Cell Physical Design

Any required custom leaf cells for the design must be abstracted for place
and route. These can be either a standard cell image, or other blocks that are
pre-placed.

3.3.6 Automated Cell Generation

Any parameterized cells that remain after step 3.3.4 are generated.
Details of the generation process can be found in Section 3.5.

3.3.7 Floorplanning, Place and Route

An interactive floorplanning and place and route environment is used to
complete the layout. This environment features:

® A hand constructed floorplan with detailed wire contracts.

e Customizable row configurations for placeable cells, capable of
multiple row heights.
Pre-placement of non-placeable and placeable cells.
Placement constraints (regions, groups, and net weights).
Code-based or manual pre-routing.
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e  Grid based router.
® Incremental (ECO) placement to retain stable timing when iterating
a design.

3.3.8 Cell Count and Data Volume Reduction

After completion of place and route, designs that have made heavy use of
tuning and cell generation will have a large number of unique cells, many
used only once or a small number of times. Selective flattening of these cells
in the layout, with a corresponding change back to the parameterized
schematic representation, helps strike a balance between a high cell count
and the large data volume of a completely flat layout.

3.3.9 Parasitic Feedback into Tuning

The effects of wiring parasitic capacitances have become quite important,
accounting for as much as 30% of the delay in even moderate size macros.
Lumped capacitances, from either wire length (from place and route) or from
a subsequent full extraction of the layout, can be merged into the schematic
netlist and the circuit re-tuned to compensate for their effect.

3.3.10 Design Restructuring and Alternate Circuits

The combination of automated sizing and timing-based real physical
design allows the designer to try multiple restructurings and circuit
architectures, and make a confident comparison of the relative quality of
each approach. This part of the flow, and the associated change in the
approach to design, are the most important part of this methodology, and the
place where the most benefit will be found when it is fully applied.

3.4 Circuit Tuning

A pivotal driver of this methodology is the use of circuit tuning to
automate the sizing of transistors. While circuit tuning tools have been
applied in CMOS design for a number of years, we believe that EinsTuner
[5][8], the tool used here, delivers a quality of result that is very important to
the overall improvements in design presented in this paper.

Tuning tools can be divided into 2 broad classes, static and dynamic.
Dynamic tuning involves simulation with explicit waveforms and measures
(delays and slews), while static tuning formulates the optimization problem
through static timing, optimizing slack in the presence of timing assertions.
The large, non-bitslice circuits for which semi-custom design is best suited
present an impractical problem for dynamic tuning, but are an ideal
candidate for static tuning, which can keep track of a large number of critical
paths as tuning proceeds.
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The EinsTuner static tuner is built on top of a static transistor-level
timing tool (EinsTLT), which combines a fast event-driven simulator
(SPECS) with a timing tool (Einstimer). The SPECS simulator provides
timing information (delay and slew) along with first derivatives with respect
to circuit parameters, specifically transistor width. EinsTuner uses this to
formulate the optimization problem for solution by a large-scale general-
purpose non-linear optimization package LANCELOT [6], generally
optimizing a linear combination of slack and area, nominally treating all
transistor widths as free parameters. Additional features of this tool that
make it effective in a practical design environment include:

e Parasitics (lumped capacitance) from physical design.

e Area modeled as the sum of the transistor widths.

e A transistor-width ratioing mechanism, used to constrain transistor

widths to match hierarchy or gate parameterization.

e Input capacitance, node slew, effective pull-up and pull-down beta

ratio, and min/max transistor-width constraints.

e Complete interactive environment (GUI), including size constraint

generation and back annotation.

In its current state of development, EinsTuner is capable of tuning in
excess of 3000 gates with run times of normally less than 24 hours, even for
large circuits, such as a 64-bit adder (~2000 gates). Experience has shown
that tuning results are largely independent of the starting point, meaning that
a designer can have a high degree of confidence that the results from a run
are optimal for the conditions and design. While heuristic tuning can be
faster, such algorithms often need coaching for particular designs, and they
offer little certainty as to how close a run is to the “true optimum”. This is an
important issue when using this methodology to compare and select circuit
structures.

3.5 Cell Generation

A second key component of this methodology is the use of a cell
generator to create layout corresponding to the parameterized gates. This
home-brewed tool, called C-cell, is not a general-purpose cell compiler, but
rather a script-based system designed to produce optimal layout, but only for
the defined parameterized bookset. The definition of the parameterized gate
set is tightly integrated into this tool, delivering a framework that supports
semi-custom design in a number of ways:
e Generate a set of layouts and associated views for use as a standard
cell library, based upon a list of cell specifications: (primitive name,
NW, PW).

e Parse a schematic, form a list of cells to generate to replace
parameterized gates, minimizing the number of required cells for a
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maximum allowed deviation in size. Generate cells, and create a
modified custom schematic referencing the generated cells.

e Includes a facility to convert between parameterized and standard

(RLM library) cells.

e Has an integrated floorplanning aid with an interface to the place

and route tool.

e Does layout post-processing, including selective layout flattening

and shape trimming.

In the cell generation part of the tool, topology and technology specific
code takes as input the gate type, size parameters NWand PW, and a global
cell image (row height), and generates layout, after selecting the optimal
configuration from a range of finger partitionings and topology options. In
practice the measure of optimality is cell area, but factors such as
wireability, manufacturability, etc., could also be weighted in the selection.
While this system is not capable of implementing an arbitrary gate topology,
it has been very successful in the domain of conventional static CMOS,
where there are a small number of effective topologies, and optimization of
the simplest (NAND/NOR) types is vital. To date, the effort required to
migrate and modify this approach from technology to technology has been
easily justified in its use in both the synthesis environment and in semi-
custom design.

4. DESIGN EXAMPLE - 24 BIT ADDER

4.1 Adder Function, Timing, and Floorplan

This 24 bit adder is used in the branch target address prediction in the
POWER4 microprocessor [1]. The adder performs an addition between the
Current Instruction Address (CIA) and the sign-extended immediate operand
from the instruction cache (I-cache). The adder includes a 4-way multiplexer
(MUX) to select among four possible target addresses: the link register, the
sign-extended immediate field, the adder result, and the counter register. The
MUX controls are from an RLM outside the dataflow stack. The adder and
MUX, wrapped by latches that were manually designed separately, form a
module. There are eight such 24-bit adder modules to handle 8 instructions
delivered by the I-cache in parallel. A 10-way MUX (in another macro)
selects one of the 8 resulting branch addresses and 2 other sequential
addresses, whose lower 12 bits are then sent back to I-cache to fetch the next
8 instructions. This loop path: I-cache—>Adder->MUXs—I-cache, takes
three cycles to complete. It is one of the cycle-limiting critical paths in the
POWER4 design. The allotted timing budget for the adder is about half a
cycle.
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Figure 3. The macro floorplan containing a group of eight 24 bit adders.
The multiplexers discussed in Section 4.2 are shown in gray.

The floorplan of the macro containing eight adder modules is shown in
Figure 3. The eight adders are arranged as two stacks of four to meet
constraints in the chip floorplan and to reduce wiring congestion. The height
is dictated by the unit floorplan and needs to be minimized. The width
dimension it is fixed at 14 tracks per bit, which is the same width as the rest
of the dataflow. The address inputs and outputs flow vertically, while the
control signals are from the sides. The MUX inputs for the predicted values
of the link register and the count register are common to all eight adders; the
CIA is formed by concatenating the word-offset field (0:2) with the I-cache
fetch address (IFAR) <38:58> which is also common to all eight adders.

4.2 Circuit architecture

The 24-bit adder is a static, carry-look-ahead (CLA) Ling adder [7],
which is a stage faster than a CLA adder. The 24 bits are grouped into six 4-
bit groups for carry propagation. The local sum is implemented in parallel
with the carry, and the result of the carry bit is used to select the final value.

One key circuit decision made early in the design was to hide the MUX
delay behind the adder. The assumption was that the I-cache data through
the adder would be the critical path, while the MUX selects and register file
data will arrive early. Since the carry bit is the longest path, the partial sums
can be pre-multiplexed with the other three inputs and the final result
selected by the carry. This led to a skewed ‘late-MUX’ design as shown in
Figure 4(a). Frequently it is assumed early in design that controls are non-
critical, however that often turns out not to be true, as will be discussed later.
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Figure 4. Multiplexer implementations at the output of the adder. The initial
implementation (a) assumed selects (from controls) were not
critical. The final implementation (b) optimizes the selects and
sum paths.

4.3 Circuit tuning and layout

In its final form, the design consisted of 485 gates of the following types
and number: INV (164), NAND2 (63), NOR2 (31), AOI21 (15), AOI22
(176), OAI21 (25), and OAI22 (11). Once the schematic design was
complete and verified, the physical design followed much of the flow shown
in Figure 2. These steps were used: gate level flatten, tune, cell generation,
place and route, full extraction, re-tune with actual parasitics, and
incremental placement and re-route. Since the schematic was flattened
before tuning, all gates could be sized independently by EinsTuner. Wiring
use was limited to all of M1, and a portion of the M2 and M3 tracks, as some
tracks are reserved for the macro level routing through the stack. Cell
occupancy was maintained through EinsTuner’s area constraint to about 70%
of the floorplan area. No mapping to the standard cell library was done, and
297 cells were generated, since only a +5% size variation was allowed. If a
+25% size variation had been allowed, this would have still required 143
cells. After place and route, the layout was flattened into shapes, since the
maximum reuse of any cell was ten instances, and most cells had only one or
two instances. In addition flattening allowed the use of the trimming process
to cut excess metal and poly shapes to reduce parasitics, which was found to
improve the delay by an additional 2-3%. The turnaround time was less than
a day; usually two to three iterations were sufficient to bring the design to
convergence after a change in design and/or timing assertions.

4.4 Design iterations and timing convergence

The key issue of the semi-custom design is the timing assertions fed to
the tuner. As the control signal timing is unknown in the beginning, the
timing assertions are largely estimates that may not be substantiated as the
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chip timing stabilizes. In the 24-bit adder example, the assumption of the
MUX select timing turned out to be wrong after the first tape-out. The gating
path was from the selects, thus the circuit construct in Figure 4(a) was sub-
optimal. The MUX was re-designed using a balanced AOI-NAND scheme in
Figure 4(b). The new schematic was then re-tuned and iterated based on the
correct timing assertions. The new design was completed in a week, and the
negative slack was reduced by more than 80ps, about 20% of the timing
budget for the adder. Thanks to the contract based place and route, the adder
re-design did not cause any global wiring change.

Another issue is that a new microprocessor design project like POWER4
often straddles across several technology generations. Each technology
migration induces device model changes (e.g. different P/N strength ratio),
which full-custom designs are difficult to adjust to. With the semi-custom
design approach, timing shift can be readily accommodated by the tuner, and
with the flexible physical design, adjustments can be made in a timely
fashion. We estimate that the semi-custom design at least reduces the total
design time by 50%, even for designers unfamiliar with the place and route
environment, who need to make an initial investment in learning the tools.

5.  OVERALL IMPACT ON CHIP DESIGN

Application of this semi-custom methodology to custom macro design
has shown that benefits come in two distinct waves. The first is an
improvement in cycle time performance, primarily associated with the
circuit tuning process. Generally designers apply it directly to their existing
designs, looking for rapid turn-around, combined with some performance or
area improvement. The second wave comes when a designer makes a more
basic change in approach to design, concentrating more effort on circuit
architecture, then using the rapid turnaround to quantify the performance of
multiple designs. Each design approach can be tried in a real design context,
which is optimally sized, and includes real parasitics and timing assertions.
This leads to greater investment in optimizing the circuit architecture, rather
than selecting one design early, and optimizing the sizing and physical
design manually.
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Figure 5. Chip timing closure progress as a function of time. The labels
indicate the dominant activities used to improve timing at each
stage.

The difference this change in philosophy makes can be put in the context
of the overall design closure shown in Figure 5. This shows the convergence
of chip cycle time as a function of time for the latest S/390 processor [4],
BlueFlame, along with some of the typical design activities driving the
improvement at each point, up through tape-out. The custom design phase
extends up until the point where the cycle time is about 1.25x the target, by
which time full physical design is required for reliable extraction-based
timing. With the conventional approach to custom design, the time required
to implement physical design often requires commitment to a particular
circuit architecture when the chip timing still exceedes the 1.8x-target range.
As with the adder in Section 4, this can lead to selecting a less than optimal
circuit architecture. Being able to adapt quickly to changes associated with
global timing convergence is a major advantage to semi-custom design.
Experience suggests that these advantages are more valuable than any loss
associated with the use of place and route in the physical design.

Net improvements in designer productivity, above and beyond achieving
a superior design, are also of interest. Since this methodology was most
heavily applied in the instruction unit of the BlueFlame processor, we have
done some analysis there to try to understand its overall impact. This
involved a code-based and manual survey of the design to gather specific
statistics, followed by some interviews with designers to make work time
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estimates. Table 2 breaks down the circuits in this unit by their construction
method. While the total semi-custom area was fairly small, the impact on the
design work was significant, as it was applied to the most difficult functions.
The survey indicated that most of the remaining full custom design was bit-
slice in nature (working registers, MUXs, and three register files), having
relatively large areas implemented with a small number of cells. Table 3 lists
the 23 semi-custom blocks by function type, giving the number of unique
designs for each.

No truly valid quantification of the productivity improvements associated
with semi-custom design could be made, due to a lack of both a detailed
recording of design effort and any form of a control, since previous design
points were different and the design teams and overall methodology have
changed too. Instead, we made an effort to estimate the improvement, giving
quantities that were derived from discussions with several designers. A
proto-typical set of times are given in Table 4 for seven stages of design, for
the full custom approach and the equivalent design in semi-custom. Once a
design has been through the complete semi-custom flow once, an iteration
typically only requires a couple of days, including structural changes to the
design. When one includes all stages of circuit and physical design and
analysis, the semicustom approach requires roughly one half the time, yields
as good or better results, and provides the ability to change the design
quickly and reliably late in the design process.

Circuit Construction | Area %
Custom 55.3
Semi-custom 15.2
RIM (synthesized) 29.5

Table 2. Macro circuit area by construction method in BlueFlame
instruction unit.

Function Type| Number of Blocks
Adder
Increment
Compare

Error check
Other

oo |h]|w

Table 3. Number of semi-custom functions by type in BlueFlame
instruction unit.
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Design Steps Full-Custom| Semi-Custom
Circuit arch, initial schematic 5 5
Floorplan, area estimate, wire util. 3 3
Parasitic estimation, circuit sizing 3 -
Post-initial timing circuit struct/sizing| 6 -
Physical design — leaf cells 12 2
Automated tuning - 2
Physical design — assembly 6 2
TOTAL 35 14
Time for each additional iteration ? 2

Table 4. Estimated time (arbitrary units) by design phase for full- and semi-
custom design flows.
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Controlling Uncertainty in High Frequency Designs
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1. INTRODUCTION

This chapter introduces the concept of uncertainty and examines its
negative impact on frequency as well as time-to-market. The reader will be
introduced to three distinct types of uncertainty with real world examples
given in the context of high frequency microprocessor design. The chapter
will provide tools and processes to create an uncertainty plan and
demonstrate how it can be used to allow design teams to take on more
aggressive frequency goals without additional time or effort.

2.  FREQUENCY TERMINOLOGY

The longer the design project the harder it is to predict the final frequency
of the part. On projects as complex as microprocessors, which have
traditionally taken up to four years, four frequency terms are used to manage
the performance of the design.

e Actual Frequency: This is the final frequency that is realized in
silicon within the targeted system.

e Market Frequency: This is the minimum acceptable frequency
committed to the end customer. Depending on the type of design,
having an Actual Frequency higher than Market Frequency may
enable a higher price, as is the case with microprocessors. In other
types of design having the Actual Frequency higher than the Market
Frequency is of no value.
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Figure 1. Use of multiple frequency targets.

* Design Frequency: This is the frequency given to the designers and
the design tools. This frequency is used to make all design tradeoffs
and is set to a higher value than the Market Frequency to ensure the
minimum Market Frequency is met.

e Predicted Frequency: This is the frequency of the current state of
the design as determined by transistor level timing simulations.
Initially, the Predicted Frequency will fluctuate widely during the
design process as features are added into the product. As the design
matures, the Predicted Frequency should stabilize near the Design
Frequency.

Due to uncertainties that will be described in this chapter, the Actual
Frequency of the design may range from slower than the Market Frequency,
resulting in an unmarketable design, to faster than the Predicted Frequency.
This is shown in Figure 1.

Reducing the gaps between each of these frequencies will increase the
Actual Frequency of the design, but will also increase the design risk.
Managing these gaps effectively is critical to the success of high frequency
design.

3. UNCERTAINTY DEFINED

There are three major categories of uncertainty, or variations, in the
design/development process: process uncertainty, tool uncertainty, and
design uncertainty.
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Process Variation

Identical Inverter used in two parts of the chip.

Figure 2. Process variation causes design uncertainty in the inverter.

3.1 Process Uncertainty

Process uncertainty is caused by variations in the manufacturing process.
One example of process uncertainty is the in-die variation of transistor
geometries as shown in Figure 2. In this example, an inverter is duplicated in
two different parts of the chip. Although these two inverters have identical
drawn dimensions, process variations can cause drive strengths to differ.
These variations must be taken into account when designing the chip.

3.2 Tool Uncertainty

Tool uncertainty is caused by inaccuracies in the simulation and
extraction tools. For instance, if inductance is not extracted, the Predicted
Frequency of the design will be optimistic relative to the Actual Frequency
of the design. Since inductance varies from wire to wire, the tool predicted
ordering of the critical paths will differ from the actual ordering of critical
paths. This will cause the design team to focus on the wrong paths.

3.3 Design Uncertainty

Design uncertainty is caused by unpredictable variations in the design
process between design iterations as well as variations in the execution of
design methods across the chip. For example, assume an automated tool is
used to route a clock tree. The unpredictable nature of the clock routing
between design iterations causes variations in the RC delay as shown in
Figure 3.
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Figure 3. Clock uncertainty caused by scenic routing.

Figure 3 shows the clock cycle time as 500ps. In an ideal world, all
500ps would be available for the logic functionality. However, the variations
in the clock routing result in 140ps (160ps — 20ps) of uncertainty in the cycle
time. To take into account the worst case clock delay, the design cycle time
is limited to only 360ps. In other words, the clock cycle time must be guard
banded by 140ps in order to account for the uncertainty of the clock routing
(clock skew).

The unpredictable nature of the clock routing between place and route
iterations causes significant variations in the clock tree. In turn, this causes
the ordering of the critical paths to change between iterations. The most
critical path, the path with the worst negative slack (WNS), changes between
iterations. This makes it very difficult to focus on, and fix, the worst path as
the clock delay changes in every iteration of place and route. Using a more
predictable design method, such as pre-routing the global clock tree, reduces
the uncertainty of the clock routing between iterations, thus increasing the
cycle time available to logic functionality as shown in Figure 4.

O
20ps delay | A A
> N

]/
60ps del
CLK Ops delay

C
AN

Clock Cycle Time = 500ps
Delay Uncertainty = 40ps
ZOps de]ay Design Cycle Time = 460ps
20% Frequency Gain!

Figure 4. Use of clock pre-routing to reduce clock uncertainty
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Figure 5. Slack histogram with no clock uncertainty.

As the frequency of the design increases the design uncertainty consumes
a larger and larger percentage of the clock cycle time, thus reducing the
amount of time available for logic functionality. As the frequency of the
design increases second order design uncertainties become first order effects.
Thus, the higher the frequency of the design the harder the design task
becomes. Learning to efficiently deal with design uncertainty in a uniform
manner becomes exceedingly important as the frequency of the design
increases. In microprocessors with frequency in the multiple Gigahertz range
it becomes essential. (For additional sources of design uncertainty see Table
2 at the end of this chapter.)

Key Point: Uncertainty in the manufacturing, tools and design
processes cause a gap between the predicted and actual frequencies,
thus reducing the cycle time available for logic functionality.

4. WHY UNCERTAINTY REDUCES THE MAXIMUM
POSSIBLE FREQUENCY

Uncertainty in the design process causes the design team to waste
resources and energy working on non-critical parts of the design. This
ultimately results in either a slower part or an unnecessary delay in the time-
to-market.

To illustrate this, first look at the typical slack graph shown in Figure 5
(slack = Design Frequency - Predicted Frequency on a per paths basis). This
graph represents the Predicted Frequency as simulated with an ideal clock
and no forms of uncertainty.

Now interject 40ps of clock uncertainty as described in Section 3.3. This
means that the design could run 40ps faster than expected or 40ps slower
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than expected. If the clock edge at the sampling sequential is 40ps late for
the critical path, the design’s Actual Frequency may be faster than the
Design Frequency. In other words, the part would run faster than predicted,
such is the case with Path (A— B) in Figure 4.

However, if the clock at the sampling sequential is 40ps earlier due to the
uncertainty in the design process, the Actual Frequency would be slower
than the Design Frequency, which translates into a zero percent raise at the
end of the year... (if you're lucky). Such is the case with Path (B—>C) in
Figure 4.

The simplest way to deal with this uncertainty, both in the design and in
your raise, is to add 40ps of guard banding into the design flow to account
for the worst case clock skew. The next graph (see Figure 6) illustrates a
shift of the slack histogram to the right to account for the guard banding.
This will force the tools to work harder on at least the critical paths thus
limiting the risk of the Actual Frequency being slower than the Design
Frequency.

Side Note: In real life it should be noted that there are several sources of
uncertainty in the design process simultaneously. Simply applying all of the
uncertainty factors to every path usually leads to an unrealistic design
window. Statistics are generally applied to determine how much guard
banding should be added for each source of uncertainty. The net result, even
after guard banding for the uncertainty, is that any given path could be hit by
compounding uncertainty factors greater than the guard banding. If this
unlikely event occurs, it is usually found in silicon and is labelled a “silicon
escape”.

Now there is a danger of falling into a common design trap. Take a look
at two paths from the example in Figure 4. Assume path (A—B) falls into
the -160ps slack bucket and path (B—C) falls into the -120ps slack bucket,
as shown in Figure 6. It is very tempting to spend effort fixing the worst
negative slack (WNS) of path (A—B) regardless of its complexity.
However, since both paths (A—B) and (B—C) fall within the uncertainty
range, either one could be the worst path in the design.

Assuming that fixing path (A—B) is significantly harder than fixing path
(B—C), the designer could focus their effort on path (B—C) ignoring
(A—B) and still possibly improve the frequency of the design. Thus, the
slack graph can be very misleading when used to direct effort.

In the early stages of a project a modified slack graph should be used
when directing resources. All paths that have a slack delta of less than the
uncertainty in the design should be grouped into the same bucket. The
modified slack graph is show in Figure 7.
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Shifted Slack Histrogram for 40ps of Uncertainty
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Figure 6. Shifted slack histogram with 40ps of clock uncertainty

When viewed this way, the tail of the slack wall looks more like a wall;
the WNS bucket went from having 5 paths to over 30 paths. This more
accurately depicts the number of paths that need to be addressed to be
certain of frequency improvements. In order to guarantee an increase in the
Actual Frequency, all paths within the WNS bucket must be fixed.
Conversely, any path that does not fall into the WNS bucket cannot possibly
affect the maximum frequency of the design and can be safely ignored until
all of the paths in the WNS bucket have been fixed. Any time spent working
on paths outside of the WNS bucket is a waste of effort in terms of
frequency.

Modified Slack Histogram with 40ps Uncertainty
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Figure 7. Modified slack bucket histogram for 40ps of clock uncertainty.
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Assume there are only enough resources to fix a couple of the paths in
the WNS bucket. Which ones should be fixed? The ones with the worst
slack? The only way to guarantee an increase in frequency is to fix all of the
paths in the WNS bucket. Therefore the width of the WNS bucket, and thus
the number of paths that must be fixed, becomes exceedingly important.
Decreasing the uncertainty in the design decreases the width of the WNS
bucket and the number of paths that need to be addressed in order to increase
the Actual Frequency.

If the uncertainty is small enough, meaning the design team is very
confident it is working on the frequency limiting paths, high effort design
techniques can be applied. For instance, the effort required to use dynamic
logic on the worst paths can be justified if the probability of an Actual
Frequency increase is high. If the design uncertainty is larger, a larger
percentage of paths in the design would need to be converted to dynamic
logic in order to guarantee a higher Actual Frequency. As a result, the effort
required to use dynamic logic on a large number of paths may become
prohibitively expensive.

5. PRACTICAL EXAMPLE OF TOOL UNCERTAINTY

Figure 8 shows a practical example of how tool uncertainty can affect the
design process. It is typical for cell based static timing tools to propagate the
worst case slope when timing through a path. This injects a large amount of
uncertainty into the design process. For example, if a two input OR gate has
an early arriving signal with a poor slope and a late arriving signal with a
fast slope, many popular timing tools will combine the worst slope with the
worst case timing. This is, of course, pessimistic.

Delay from 4 combined with slope from B.

Figure 8. Worst case slope propagation through an OR gate.
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Figure 9. Tool uncertainty leading to wasted design effort.

At first glace this does not appear to be a problem because the Actual
Frequency will be higher than the Predicted Frequency. But, the tool
uncertainty generated by the worst case slope propagation increases the
amount of uncertainty in the design, which in turn increases the effort
required to achieve higher Actual Frequencies.

To illustrate this further look at the simplified design shown in Figure 9.
The slacks are:

Path C—E Path A—D
1000ps Cycle Time 1000ps Cycle Time
-950ps Gate Delay -850ps Gate Delay
-100ps  Setup -200ps  Worst Case Slope
-100ps  Setup
-50ps Reported Slack -150ps  Reported Slack
-50ps Actual Slack +50ps  Actual Slack

When timing the path from (A—>D), the typical timing tool will combine
the worst timing from path (A—D) with the worst slope from (B—D).As a
result, the timing tools will show that the design is missing the timing targets
by -150ps. The natural course is to spend resources fixing this path. In
actuality, the path will run with +50ps of slack and any resources applied to
it are simply wasted.

To make matters worse, the real critical path (C—E) largely goes
unnoticed since it is not reported as the WNS path. If the designer focuses on
path (C—E) any improvement made, up to 50ps, results in a higher
frequency design. Another alternative is, of course, not to spend any
additional resources and go straight to manufacturing. This is the kind of
work that great raises are made out of.

This principle holds true for all sources of uncertainty. The inevitable
result of uncertainty is a gap in the Predicted and Actual Frequency which
results in the misdirection of resources that could otherwise be working on
improving the time-to-market or Actual Frequency of the design.
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Figure 10. Modified slack bucket histogram with 20ps uncertainty.

Key Point: Any uncertainty in the design process will cause a gap
between the Predicted and Actual Frequencies. This will cause the design
team to work on the wrong paths increasing the effort required to
obtain higher frequencies.

6. FOCUSED METHODOLOGY DEVELOPMENT

In order to correctly apply resources, the uncertainty in the modified
slack graph must be reduced. Figure 10 shows that, as the uncertainty
window is decreased, the modified slack graph starts to look more and more
like the actual slack graph proposed in Figure 5. The number of paths in the
WNS bucket has now been decreased to 5 paths again. Any work applied to
these paths will be more likely to increase the frequency of the design. The
smaller the uncertainty, the more likely the effort applied will affect the
Actual Frequency of the part.

Reducing the uncertainty increases the probability of frequency returns
for effort spent. Thus, early in the project, the design team should
aggressively look for ways to reduce the level of uncertainty in the design in
order to reduce the effort required to fix the critical paths during the later
phases of the project.

Key Point: Reducing the uncertainty will minimize the number of
paths in the WNS bucket and thus the effort required to address them.

It has been shown that the closer the correlation between the Predicted
Frequency and the Actual Frequency for the paths in the WNS bucket the
higher the Actual Frequency will be.
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Histogram from WNS algorithm resulting
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Figure 11. WNS algorithms leave many paths in the WNS bucket.

Any gap between the Predicted and Actual Frequency implies a source of
uncertainty in the development process. Any uncertainty in the development
process will limit the maximum potential Actual Frequency of the design
and thus should be the focus of high speed methodology development. The
remaining sections of this chapter will focus on methodologies for reducing
design uncertainty.

7. METHODS FOR REMOVING PATHS FROM THE
UNCERTAINTY WINDOW

It is customary for CAD algorithms, and designers, to expend all
available effort on the path that exhibits the worst negative slack (WNS). In
CAD, this practice is referred to as a WNS algorithm, since the algorithms
are unlikely to expend resources or effort on paths once their slack is better
than the WNS path. As can be seen in Figure 11, these algorithms tend to
result in a large number of paths having slack values just slightly better than
the WNS path.

Unfortunately, the WNS algorithm has left large numbers of paths in the
WNS bucket, many of which would be removed with additional effort. As
discussed earlier, any path left in the WNS bucket may limit our Actual
Frequency, so it is a good practice to remove all easily fixed paths from the
WNS bucket before manufacturing the part.

To accomplish this task automatically, use a total negative slack
algorithm, rather than a WNS algorithm. Total negative slack (TNS) is
defined as the sum of negative slacks over the entire design. TNS algorithms
will continue expending effort and resources to improve any negative path
until it reaches zero slack, regardless of the value of the worst negative
slack.
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Histogram from TNS algorithm resulting in far fewer paths
left in the negative region than with a WNS algorithm
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Figure 12. TNS algorithm removes more paths from the negative region.

As Figure 12 depicts, TNS algorithms result in moving many paths left in
the negative region by the WNS algorithm into the positive region.

Note that the goal of the TNS algorithm is to remove all paths from the
negative region. Whereas, the design goal is to remove all paths from the
WNS bucket in order to achieve a higher Actual Frequency. In order to
direct the TNS algorithm to achieve this design goal, it is necessary to set the
Design Frequency such that all paths in the WNS bucket are in the negative
region. Following this practice can usually be accomplished by simply
toggling a few switches in most synthesis compilers. This also sets a lower
limit on the Design Frequency’s Cycle Time with respect to the Market
Frequency’s Cycle Time.

Design Cycle Time = Market Cycle Time — Width of WNS bucket

It is clear that the Design Frequency should never be set lower than this
value, or paths will be left in the WNS bucket unnecessarily. However,
setting the Design Frequency above this value will cause design problems as
well. Once a path is moved out of the WNS bucket, any further slack
improvement is over design. Over design leads to unnecessary use of
resources and effort, which could otherwise be used to remove more paths
from the WNS bucket. A classic example of this is where capacitive loads on
a path in the WNS bucket are increased due to oversized transistors in a
related path, which is well out of the WNS bucket.
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Histogram using TNS algorithm
and optimal Design Frequency
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Figure 13. Design frequency set such that only the WNS bucket is negative.

Another method for removing paths out of the uncertainty window is to
simply reduce the uncertainty window. This is the subject of the final

section.

8.  THE UNCERTAINTY LIFECYCLE

When developing a plan to address the sources of uncertainty within a
project, it is important to understand the basic lifecycle. Figure 14 shows the
uncertainty lifecycle. The two rings depict design and development effort
costs. Design effort is defined as the work done by electrical engineers on
critical paths. Development effort is defined as work done while defining the
methodology and assembling the tools required for the design effort. These
are usually two different sets of resources that can be applied to the goal of
higher frequencies. Let’s examine it in the context of clock skew.

Automatic Analysis

Guard Banding ‘m Industry Std Tools

2™ Order Effect
Design Effort Development Effort

Manual Fixes igh ROI: Manual Fixes

I Correct-by-Construction

Figure 14. Uncertainty lifecycle.
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8.1 Stages of the Uncertainty Lifecycle

Stage-1, Second Order Effect: During Stage-1 of the lifecycle, assume
that the clock skew is less than 1% of the total cycle time. At this point in
time, the clock skew can be safely ignored. Effort during this stage is zero.

Stage-2, Guard Banding: As the frequencies of the designs increase over
time, the team shifts into Stage-2. Here the effects of clock skew can no
longer be ignored so guard banding is used to account for the clock skew
uncertainty. The development effort is low, as most tools support guard
banding in some form, but the design effort is very high. Every path not
requiring guard banding results in effort wasted since guard banding is
simply safeguarding for uncertainty and does nothing to reduce it.

Stage-3, Manual Analysis: As the frequencies continue to increase, it
becomes critical to more accurately analyze the clock tree - at least locally
for the critical paths. During this stage, it would be typical to override the
clock skew guard banding on the critical paths after careful manual analysis
(accurate device level analog simulation). This has the effect of reducing the
uncertainty on the critical paths. The development effort is low; however,
the design effort of performing the manual analysis on the critical paths is
med-high. A common mistake is to assume that manual analysis is simply
additional design effort. As previously noted, accurately analyzing the path
can remove it from the WNS bucket just as effectively as fixing the path.
Breaking through the global guard banding methodologies of stage-2 is
difficult and can become a major barrier to many design teams. It is,
however, critical to reducing the uncertainty in the design and, therefore, the
frequency of the design. This is where many design teams fall behind due to
limited resources.

Stage-4, Manual Fixes: Now that the clock skew can be accurately
analysed on local portions of the design, the number of paths in the WNS
bucket has been reduced. Manual fixes to the clock tree can now applied to
the critical paths. For example, for the WNS paths, the clock tree may be
routed manually. It should be noted that, since the analysis and fixes are
being applied locally, the uncertainty across the entire design has not been
reduced. Thus, the design effort may not be spent on the critical paths. To
avoid this, it is important to make sure that the local/manual analysis and
fixes cover all of the paths in the uncertainty window. The development
effort is, again, low and the design effort is med-high.

Stage-5, Automatic Analysis: As the frequencies of the designs increase,
the number of paths in the WNS slack bucket will increase to the point
where manual analysis is too costly. During this stage automated CAD tools
and methodologies are developed to reduce the uncertainty of the analysis of
the entire clock tree. Reducing the uncertainty will reduce the number of
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paths in the WNS slack bucket, allowing local manual optimizations to be
applied with high confidence.

For example, the clock skew calculations may now take into account the
point of divergence of the sampling and generating clocks instead of one
simple guard banding value. This analysis would be done globally to reduce
the uncertainty and thus reduce the number of paths in the WNS slack
bucket. The development can be high depending on the skill set within the
team. The design effort starts to decrease as the automatic global analysis
reduces the uncertainty and accordingly the number of paths in the WNS
bucket.

Stage-6, High ROI Manual Fixes: Now that the number of paths in the
WNS bucket has been reduced local fixes can be resumed. The reduced
uncertainty improves the ROI as the confidence of predicting the critical
path increases. The development and design effort at this stage are med-low.

Stage-7, Correct-by-construction: At this point the design team is using
clock tree CAD tools that can automatically hit their skew targets. These
tools are often developed within the company or co-developed with an
external EDA firm. The tool development effort is now extremely high but
the design effort has fallen dramatically. It is important to note that correct-
by-construction can be achieved by tool enhancements like better clock tree
algorithms or via design methodology, such as using a latch-based design.
Methodology solutions generally have lower development costs.

Stage-8, Industry Standard Tool: The ultimate goal is to have the clock
tree algorithms which are capable of hitting the skew targets become part of
the industry standard tools. This frees up resources to work on reducing the
clock uncertainty even further or work on the next source of uncertainty. As
the frequencies increase, the uncertainty introduced by tools, even those
which are standard in the industry, will be too much and the uncertainty
lifecycle will continue.

8.2 Developing an Uncertainty Plan

With a firm understanding of the uncertainty lifecycle and the
effort profiles for each stage, a plan to address each source of
uncertainty can be developed. First list all of the sources of uncertainty in the
design. Then, based on the availability and skill set of the design team,
address each source of uncertainty by assigning it to a stage in the lifecycle.
The aim is to minimize the amount of uncertainty in the design with a plan
that optimizes the combination of development versus design effort.
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Source of Uncertainty | Value (ps) Course of Action
Clock Skew 40 90% Guard Band
Manual analysis and fix for WNS bucket
Worst Case Slope 400 No Guard Banding
Propagation Move to Depth First Search Timing Tool
(correct-by-construction)
Fringe Effect 10| 100% Guard Band
Inductance Extraction 1 Treat as Second Order Effect

Table 1. Uncertainty plan.

Accurate analysis is the key, even if the methodology does not apply fixes.
Moving paths out of the guard banding stage will reduce the number of paths
in the WNS bucket and the total design effort. Using these guidelines, it is
possible for the design team to develop a plan for minimizing uncertainty in
the design process based on the available resources. Table 1 shows a simple
example of an uncertainty plan.

8.3 UNCERTAINTY AND THE PROJECT LIFECYCLE

Deciding where to spend effort is an art form that is project as well as
team specific. In this section, simple guiding principles are proposed to help
determine where effort may be best spent throughout the different phases of
the project.

Beginning of the Project: In the early project development stage,
emphasis should be placed on reducing the sources of uncertainty. Reducing
the uncertainty window is equivalent to removing the path from the
uncertainty window through design effort. It should also be noted that
manual analysis and/or fixing should not be attempted until the design has
stabilized between iterations. If the ordering of the paths is not consistent,
any effort spent on manual optimizations would be wasted.

Middle of the Project: During this phase of the project, the methodology
should be stabilized. Focus should shift to adjusting the Design Frequency as
described in Section 7. This will force the synthesis tool/design team to
remove as many paths out of the uncertainty window as possible while
avoiding over-design. Manual optimizations can start on the critical paths
within the uncertainty window as soon as the design starts to stabilize
between iterations.

End of the Project: During the final stage of the project, the methodology
and design frequencies need to be fully stabilized. Any change in the
methodology or Design Frequency at this point can cause a significant
amount of re-work. The design team should instead focus their effort on all
of the paths within one sigma of the predicted WNS path. The design team
should treat all of the paths within this range as equal. Effort should be spent
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fixing notjust the worst path within this range but all paths within this range.
Each path fixed increases the probability of a higher frequency design.
Reducing the automation used at this point will also reduce the tool and
design uncertainty helping the team to focus on the critical paths.

9. CONCLUSION

The closer the correlation between the Predicted Frequency and the
Actual Frequency for the paths in the WNS bucket, the higher the Actual
Frequency will be. Any gap between the two frequencies implies uncertainty
in the manufacturing, tool, and design processes. This causes design teams to
work on the wrong paths, increasing the effort required to obtain higher
frequencies.

Reducing the uncertainty in the analysis of the design also opens the way
to more costly local optimization techniques such as dynamic circuitry,
datapath placement, and so on. The smaller the uncertainty in the design, the
higher the return for these local techniques.

To control design and tool uncertainty take the following steps:

1. List all sources of uncertainty in the design.

2. Develop a plan to reduce the uncertainty as much as possible using
the modified slack graph and the process described in Section 8.2.

3. Reduce as much guard banding as possible {remember: Having an
Actual Frequency higher then the Predicted Frequency is still bad}.

4. Use a TNS-based cost model.

5. Tune the Design Frequency as described in Section 7.

6. Toward the end of the design, treat all paths within one sigma of the
design as equal. Reduce the uncertainty by reducing the level of
automation.

7. Push CAD tool vendors to develop algorithms that reduce the design
uncertainty in order to free up resources.

8. Finally, view all of the methodologies decisions in terms of their
effects on the gap between the Predicted and Actual Frequencies:
Any gap either positive or negative is costing the design frequency.
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Categories of Source of Details Type of
Uncertainty Uncertainty Uncertainty
Transistor Transistor geometry variation across the die
geometry causes uncertainty in transistor speed. Particularly |Process
variations important for min-delay analysis.
. . Hot spots cause parts of the die to run slower than
In-Die Variance |Temperature . .
L expected effecting max-delay. Cold spots cause min{ Tool
Variations .
delay issues.
v . -
Power Delivery oltage drolp across power distribution leads to Design/Tool
slower device switching.
Slope Worst Case Slope propagated by timing tools Tool
propagation causes pessimistic timing. See exanple in Figure 8. oo
Cell Based Timing tool forced to interpolate tables causing .
. . . . Tool
Characterization |error. Not as accurate as transistor level simulation.
Timing Arc Multiple switching effects can not be accurately Tool
Timing Analysis |Characterization |modelled with single input timing arcs. oo
Distributed vs. | Timing analysis inaccuracy introduced by using
Lumped RC reduced distributed RC networks (or worse yet Tool
networks lurmped RC).
Miller Effect Cmss?couph_ng ca_apacnam_:e s_hould be increased Tool
for neighboring signal switching.
Edge Skew Differing RC delays between sanmpling devices. Design/Tool
Clock Analysis Edge Jitter PLL locking shifts between cycles. Design/Tool
Point of Better than worse case guard banding, but still not |Process and
Divergence as accurate as full analysis. Design
Resistance Reductlo_n of network causing a large number of Tool
small resistors to be dropped.
Extraction Capacitance Large signal spacing leads to increased orthogonal Tool
Fringe effect routing cross-coupled capacitance. o0
Inductance Not accounted for in most tools/methodologies. Tool
Noise Timing Push Out |Noise on sensitive node can cause setup failures. |Tool

Table 2. Sources of uncertainty (subset).
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Increasing Circuit Performance through Statistical
Design Techniques

Michael Orshansky

Department of Electrical Engineering and Computer Science,
University of California at Berkeley

The standard ASIC design methodology is pessimistic in its approach to
modeling timing. In order to design high-performance circuits, it is
necessary to improve the accuracy of delay modeling while remaining
conservative. Intra-chip (i.e. within-chip) parameter variation, which
increases as a portion of the overall variation budget, makes accurate timing
modeling more difficult. Intra-chip parameter variation is caused by a
variety of manufacturing phenomena that will be detailed in this chapter, and
affects both the devices and interconnect structures.

Inter-chip parameter variation leads to variation of chip clock frequencies
around the average value. In contrast, intra-chip parameter variation forces
the average clock period to uniformly increase, degrading the overall circuit
speed. Also, due to intra-chip variation, the worst-case timing behavior
predicted by the standard ASIC design methodology becomes excessively
conservative. This leads to over-design and loss of performance. More
sophisticated statistical modeling techniques help to recover much of the lost
performance.

A variety of corrective techniques and modeling methodologies that help
reduce intra-chip variation of design parameters, or uncertainty about their
values, is available. These techniques reduce the intra-chip portion of
parameter variability and thus improve average circuit performance. Some of
these techniques have been successfully used by the designers of high-end
custom chips. Making them part of the standard ASIC design methodology
would increase the achievable circuit performance levels.

In this chapter we consider the various sources of process variability and
describe ways to deal with their effect in order to improve performance.
Section 1 quantifies the rise of the intra-chip component of process
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variability, considers the various sources of circuit performance variation,
and explains why intra-chip variability degrades performance. Section 2
discusses how one can assess the true clock-cycle distribution and how much
circuit performance improvement is thereby enabled. Section 3 describes
some of the ways to alleviate the impact of process variability on
performance of high-speed ICs. Finally, Section 4 presents an example of
accounting for impact of gate length variation on circuit performance,
including the required characterization effort. Admittedly, this chapter
outlines more problems than it solves. As such, it is likely to be of less
interest to the ASIC designer anxious for immediate performance relief. On
the other hand, we do feel that the problems raised in this chapter will be
addressed by tools in time. Thus, this chapter gives a number of interesting
directions for high-impact research.

1. PROCESS VARIABILITY AND ITS IMPACT ON
TIMING

Among the difficulties brought about by the continued scaling of CMOS
technologies is the increasing magnitude of variability of the key parameters
affecting performance of integrated circuits [4] [34]. The growing extent of
variation of these parameters can be attributed to several factors. The first is
the rise of multiple systematic sources of parameter variability due to the
interaction between the manufacturing processes and the properties of the
design. For example, optical proximity effects cause the polysilicon feature
size to vary depending on the local layout surroundings, and the inter-layer
dielectric thickness varies due to the dependence of chemical-mechanical
polishing on the local wire density [10][16](36]. Also, while the nominal
target values of the key process parameters, such as effective channel length
of the CMOS transistors or the interconnect pitch, are being reduced, our
ability to improve the manufacturing tolerances, such as mask fabrication
and overlay control, is limited [34].

The most profound reason for the future increase in parametric variability
is that the technology is approaching the regime of fundamental randomness
in the behavior of silicon structures. In a few years, the shrinking volume of
silicon under the channel of the MOS transistor will contain a very small
number of dopant atoms. Because placement of dopant atoms is random, the
final number of atoms that end up in the channel of each transistor is a
random variable. Thus, the threshold voltage of the transistor that is
determined by the number of dopant atoms is also going to exhibit a
significant variation, leading to variation in the transistors’ circuit-level
properties, such as delay and power [9][41].

All these reasons lead to the greater relative variability of device
parameters around the nominal value (Figure 1).
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Figure 1. The overall parameter variation increases as a percentage of three
standard deviations (30) from the nominal. (From S. Nassif [23].)

1.1 The Rise of Intra-Chip Process Variation

The patterns of variability are also changing. It used to be the case that
process-caused parameter variability would exclusively lead to differences in
the chip-to-chip properties, so that within the chip the variation of the
parameters could be safely neglected. This is no longer true [25]. A recent
study estimates that for 0.13um CMOS technologies, the percentage of the
total variation of the effective MOS channel length that can be attributed to
intra-chip variation is 35% [17]. Moreover, the contribution of the within-
chip variation component is rapidly growing. By the time of 0.07um CMOS
technology, the percentage of total variation of effective channel length Ley
that is accounted for by intra-chip variation will grow to almost 60%.
Similarly, intra-chip variation of the interconnect geometries is rising in
relation to the total variation budget. Variation of wire width W, height H,
and thickness T will go from 25% to about 35% (Figure 2).

The increase of intra-chip parameter variation is caused by the
emergence of a number of variation-generating mechanisms located on the
interface between the design and process. For example, variation of the
effective channel length can be largely attributed to the optical proximity
effect. As the transistor feature size gets smaller compared to the wavelength
of light used to expose the circuit, the light is affected by diffraction from
the features located nearby. As a result, the length of the resulting
polysilicon line becomes dependent on the local layout surroundings of an
individual transistor [45].
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Components of Intra-Chip Variability
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Figure 2. Device and wire geometries make similar contributions to total
intra-chip parameter variability. (From S. Nassif [23].)

The other source of large intra-chip parameter variation is the aberrations
in the optical system of the stepper used to expose the mask [37]. These
aberrations lead to predictable, systematic, spatial variation of the MOS gate
length across the chip. For interconnect, an important source of variability is
the dependence of the rate of chemical-mechanical polishing (CMP) on the
underlying density of interconnect [37]. The most significant problems that
may arise when polishing are dishing and erosion, which happen when some
areas of the chip are polished faster than others. In dishing, the metal
(usually copper) is “dished” out of the lines. Erosion happens when some
sections of the inter-level dielectric are polished faster than others.

1.2 Identifying Sources of Circuit Performance Variation

In coming up with a strategy to deal with parameter variation, we need to
decide which of the multiple sources and patterns of variation deserve the
most attention. This can be done by assessing their impact on a circuit
performance metric, for example, path delay. This is necessary because the
actual circuit performance variation as a result of a particular underlying
process variation component may be either amplified or reduced. The exact
variability contribution of a process parameter is determined (a) by the
sensitivity of a circuit performance variable to the change in the parameter,
and (b) by the magnitude of variation of this parameter. To find a
parameter’s contribution to variability, we need to consider how it affects
speed of some representative circuit: a simple gate or a canonical critical
path. We can represent the individual variation contributions to overall delay
variability for any given parameter P; by
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where d is the delay of the delay element (gate or wire segment) or an entire
path, and P; is the process parameter of interest [2][29].

Nassif [23] performs the analysis of delay variation and trends using a
circuit consisting of a buffer driving a long minimum-width interconnect
line. Using the estimates of process variability from the roadmap and some
early experiences with the advanced technologies, he arrives at the following
values for the £3 o of gate delay variation, expressed in percentages.

Assuming that all these sources of variation are statistically independent,
the total variation of gate delay due to each of the above parameters is a
sum:

@ V=3V

where V; is the variance of delay due to the i™ variation source. Based on
Equation (2) and Table 1, gate delay has a 3¢ variation of about 40%. Table
1 suggests that delay performance of the gate is most sensitive to, and
affected by, variation of effective channel length of the MOS transistor.
However, delay variation due to effective channel length Ly is projected to
decrease with technology scaling from +16% for 0.25um generation to
+12% for 70nm generation [23]. Even though the magnitude of Ly variation
is increasing, with scaling the transistor current drive becomes less sensitive
to Ly [12]. The other entries in Table 1 are transistor oxide thickness (1ox)
and threshold voltage (Fry), and interconnect width (W), spacing (S),
thickness (7), height (H), and resistivity (pwire).

Delay Variation (%)
Device Wire
Generation (um)| Leg | tox | V]| W S T | H |puire | Total
0.25] 32.4] 1.4] 3.8] 13.4] 94| 6.8] 7.8] 16.0] 41.2
0.18) 284] 2.6] 54] 1200 94| 7.0 8.0] 16.6] 38.2
0.13§ 25.6] 3.2 5.6] 11.8] 10.0f 8.0/ 8.2] 18.0f 37.0
0.104 246] 4.0 6.6] 114 94| 82| 84| 18.4] 36.8
0.07) 23.8] 50| 7.2 106 94| 82| 72| 202] 37.0

Table 1. Delay variation due to intra-chip parameter variations (From S.
Nassif [23]).
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Generation | Local Interconnect (um) | Global Interconnect (um)
(um) w,S T H W, S T H
0.25 0.30 0.50] 0.65 2.0) 2.5 1.44
0.18] 0.23 0.46 0.50 2.0) 2.5 1.4
0.13]  0.17] 034  0.36 2.0) 2.5 1.4

Table 2. Difference in the values of local and global interconnect lines that
has to be taken into account when considering the relative impact
of variations due to local and global wires [33].

The relative importance of gate and interconnect variability depends on a
number of design choices and assumptions. If we assume that the long wires
are laid out in the minimum pitch interconnect layers, the interconnect
variability is projected to increase and contribute almost an equal proportion
of the overall variability [23]. Different variability decomposition results if
global interconnect is routed in the top metal layers, while local interconnect
is routed in the lower-level metals [29][32][35]. This scenario can be
modeled by a canonical critical path consisting of a gate chain, connected by
local interconnect, with length determined by the technological choices, and
a single global interconnect line buffered by repeaters. Note the difference in
the characteristics of global and local interconnects, Table 2.

The resulting variability decomposition depends on a number of design
and technology choices. For example, adopting the “fat” wire approach [32]
helps to reduce total delay as well as dramatically reduce the contribution of
global interconnect to overall path delay variability. In the evaluation
performed for a generic 0.18um CMOS technology, the design that uses
“fat” wires for global interconnects is heavily dominated by device-caused
delay variability that contributes 88% of variability of the canonical path
delay. For the design in which all the metal layers are laid out using the
minimum size closely-pitched metal layer (to achieve the highest density),
the contribution of device-caused delay variation is still dominant — 65%,
with interconnect variability accounting for 35%, Table 3. The results of this
analysis indicate that device caused variability is likely to remain the
dominant source of path delay variation, because circuit design practices
universally used to reduce the delay of long interconnect lines also help in
reducing delay variability due to global interconnect [29].

Delay (%) Variability (%)
Design Gates Wires Gates Wires
Fat wires 59 41 8g] 12
Min-pitch wires 48 52) 65| 35

Table 3. Delay and variability decomposition for different designs [29].
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1.3 How Intra-Chip Variability Affects Circuit Timing

Process variability and ways to account for it in the course of circuit
design have always been a concern for IC designers. In order to predict the
spreads of circuit performances (e.g. microprocessor speeds) after
manufacturing, or in order to guarantee the robustness of a design under
variations, a range of worst-case or Monte-Carlo modeling approaches have
been proposed [3][24][31][44]. All these methods made two key
assumptions: (1) intra-chip parameter variability within the chip is negligible
compared to inter-chip variability, and (2) all types of digital circuits, e.g. all
cells and blocks, behave statistically similarly (i.e. in a correlated manner) in
response to parameter variations. For a long time these assumptions were
valid.

However, as we found in the sections above, the intra-chip component of
variation is steadily growing. The second assumption is also not holding up
well, as many practicing engineers know. Specifically, different cells have
different sensitivities to process variations [24]. This is especially true of
cells with different aspect ratios, tapering, and cells designed within multi-
threshold and multi-Vpp design methodologies. It is also clear that
interconnect and gate delays are not sensitive to the same parameters, and
with the increasing portion of delay being attributed to interconnect, this will
have to be taken into account.

The breakdown of these two assumptions leads to significant intra-chip
variation of gate and wire delays. In the presence of large intra-chip delay
variation, the standard timing analysis is bound to result in an unreasonable
level of conservatism. Indeed, the worst-case static timing analysis proceeds
by setting each gate to its worst-case timing value, and performing a longest
path computation to arrive at the worst-case critical path delay. The
assumption that is implicit in this approach is that delay elements (gates and
wires) are perfectly correlated with each other. The failure to consider the
validity of the assumptions makes the probability of finding a chip, with
characteristics assigned to it by the worst-case timing analysis, very small,
leading to lost performance and expensive over-design.

2. INCREASING PERFORMANCE THROUGH
PROBABILISTIC TIMING MODELING

It is important to realize that intra-chip variation is fundamentally
different in its impact on circuit design and modeling from the previously
dominant inter-chip parameter variation [S][6][15][27]. The analysis and
design techniques increasingly have to take this fact into account.
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Figure 3. If we perform a more accurate analysis of path delay distribution,
we find that clock period (binning) distribution is modified
compared to the standard timing approaches. A sizable reduction
of conservatism is possible.

Why is intra-chip variability different from inter-chip variation? Consider
a high-speed digital chip being manufactured in volume production. Delay
optimization techniques aim to move delay off critical paths onto paths with
timing slack. As a result, high-performance chips are designed in such a way
that there are a large number of paths with delays close to the maximum
delay Dy, - The value of the maximum delay is dependent on the assumed
process conditions. Inter-chip parameter variation affects each path in a
similar way, slowing down or speeding up each path. In contrast to that,
intra-chip variation will make some paths slower, and others faster,
depending on their spatial location and composition. Inter-chip variation
results in a traditional binning distribution, with the average clock speed
given by D%ﬁx, the maximum delay evaluated at the nominal (typical)
process conditions. On the other hand, because clock period is always
defined by the maximum path delay, intra-chip parameter variation forces
the average maximum path delay to increase, degrading the overall circuit
speed. At the same time, the variance of the distribution is reduced [29]. As
a result, the true (probabilistically assessed) maximum path delay is smaller
than the worst-case timing number of the standard timing approach,
Dirue < p¥c  (Figure 3).

In the standard ASIC methodology, timing analysis and optimization are
done for the worst-case process corner, and the timing number (Djgy
represents the worst possible timing behavior of a circuit: all chips are
expected to achieve the delay DS ,thus maximizing the yield. Being able
to exactly predict the shape of the clock speed distribution would allow
significant reduction of the timing conservatism of the standard timing
methodology, improving circuit performance and reducing over-design.
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2.1 How to Approximate the True Clock-Cycle Distribution

In this section, we present a simple framework for bounding the true
distribution of the maximum achievable clock speed through probabilistic
delay analysis [29]. We then use the resulting bounds to estimate the
possible reduction of conservatism of the standard timing methodologies.

The clock cycle of a chip is constrained by the maximum path delay (plus
set-up time, which we will leave out of the probabilistic analysis for the sake
of simplicity):

(3) max{Dy..Dy} < Tojpek

where D; is the delay of the i" path in the circuit. In our probabilistic
framework, path delays are random variables. The statistical properties of
chip’s timing are specified by the distribution of max{Dj..Dy}, whose
cumulative probability function is given by the integral:

Tca'k Tc‘."k
4 FTy)= [(N-1) [f(D,,D;,.Dy)dDdD,..dDy .

-0 -0

where f(D},D,,...Dy) is the joint probability density of {Dj..Dy}. In
general, the exact analytical solution of this equation is not available.
However, under certain assumptions we can establish some useful bounds on
the shape of max{D;...Dy} distribution, without solving Equation (4).

Let D, be the maximum designed-for delay in the absence of variation.
We assume that there are N paths with delays close to D,, and that path
delays are Gaussian random variables whose joint distribution is fully
characterized by the pair-wise covariance terms between path delays. The
pair-wise covariance for paths D; and D; is given by

(5) COV{D,,DJ} = ’E EJ COV{dg(l,k, )’dg(.]!kj)} (3)

ki=lk ;=1

where m; is the number of gates along the path i, and d g(i,k;) is the delay
of gate k; of path .

Let the delay of a gate be given by an arbitrary function of a vector of
process parameters P: dg = f(P). In order to establish an expression for the
pair-wise covariance of gate delays, we assume the linearity of delay
response to the localized variation of process parameters. Then,

(6) dy=dg(P)+p(R,)TP

Here ¢() is Jacobian of the delay function: for example,
qo(-):(adg/GL,adg/aV,;,). If [ =dim{P}, the covariance of two gate
delays i and j is given by:
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[
() Covidg()dg(i)}= T % @0, CoviP, P}
t ]

Equations (3) to (7) are completely general with respect to the particular
nature of process variability and the types of delay elements we want to
include in the analysis. These equations allow finding the joint probability
density function of the random delay vector reflecting any design or layout
dependence, for example, gate’s spatial location, distance to other gates,
orientation, inter-gate spacing, and so on. Wire delays as well as gate delays
can be naturally accommodated into this analytical framework.

Simple bounds can be established on the distribution of max{Dj...Dy }
using the path variances of Equation (3), and assuming constant mean path
delays of D,. The bounds are most accurate in the range of 10 < N <1000.
The bounds are conservative and therefore may be used in place of timing
numbers provided by the standard timing analysis tools. It is possible to
show that the value of Ty =max{D;..Dy} at the K" percentile of the
distribution is bounded by [29]:

() Tk <Emax{D..Dy}+z;0p

where Emax{D,...Dy} is the expected value of max{D;..Dy} and z is
the value of the standard normal at the A™ percentile of the normal
distribution. For path delays with constant variance, the expected value of
E max{D,...Dy} can be given by an especially simple expression:

9 Emax{Dl...DN}=Do+qu

In this equation, 7 is the deviation factor that can be calculated from
®(n)=(2N -1)/2N, where ®(-) is the Laplace function [28]. In the next
section, we use Equations (8) and (9) to assess the reduction of conservatism
permitted by the probabilistic analysis when compared to the standard timing
methods.

2.2 Increasing Chip Performance through Reduction of
Timing Conservatism

The traditional worst-case timing analysis is inherently non-probabilistic.
This fact makes it impossible to quantify the likelihood that its timing
predictions will appear in the actual silicon implementation of a circuit. In
contrast to that, the approach outlined above is entirely probabilistic, seeking
to construct the probability distribution of an achievable clock period for a
given circuit. The likelihood of a ‘worst-case’ scenario is thus quantified,
enabling the avoidance of expensive redesigns.
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Note that conservatism of the traditional timing tools is more
disadvantageous for ASICs than for custom circuits. Because ASICs are not
typically tested at full speed, they cannot afford the risk of having some
chips suffer from parametric yield problems, which can only be identified
with a full speed test. As a result, they are forced to live with the existing
pessimism of worst-case timing analysis. It is certain that much of the time
and effort associated with achieving timing closure could be obviated if
better process-related timing information were migrated up-stream in the
design process.

By implementing a probabilistic timing analysis methodology, the
conservatism built into the standard ASIC design methodology can be
reduced. Once the true distribution of the maximum path delay is found
(Figure 3), we can use a less conservative DZ¥¢ in place of an overly
conservative Djyay provided by the standard timing tools. Contrary to the
worst-case approach, however, the probabilistic estimate of D,’,’.;g,‘i is
determined by the level of parametric yield one wishes to achieve. Requiring
99.99% yield forces the chip to be significantly slower than possible at the
acceptable 98% yield.

We can use Equations (8) and (9) to evaluate the reduction of
conservatism permitted by the probabilistic timing analysis. To assess the
worst-case conservatism, let us assume that parameter variability is entirely
within the chip, e.g. that the inter-chip variation component is negligible.
Also, to simplify the analysis, we consider a set of paths that have no shared
gates. Then, joint probability density of path delays is described by a
multivariate normal distribution with the diagonal covariance matrix. Let us
assume that all paths have the same typical delay and the same variance,
o%. Let m =25, N =100, and 304 /d, =30%. Then, at 98% parametric
yield, the analysis above shows that we can reduce conservatism by at least
17%. More accurate probabilistic timing algorithms that are currently under
development will allow bigger reductions in conservatism, compared to the
simple loose bounds described in this section. Also, as the relative
magnitude of variation of delay grows (see Section 1.2), probabilistic timing
analysis will become even more valuable as a tool to reduce timing
conservatism and increase chip performance.

2.3 Trading Parametric Yield for Performance

Having an accurate prediction of the speed binning distribution is also
critical for a different reason. Apart from reducing conservatism of the
standard timing methodology, another way to improve circuit performance
of ASICs in comparison to custom chips is to allow them to trade parametric
yield for performance.
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It has been noted that an ASIC chip produced in the foundry may run up
to 40% faster than predicted by standard timing analysis [13]. Figure 3
shows that there is nothing surprising about this fact. Assuming that gate
delay variation due to process parameter variations is +20%, half of all the
chips will run at least 20% faster than predicted. And, about 2% of all the
chips would run 35% faster.

This performance difference is quite significant. One way to recover it is
to accurately predict the binning distribution, rather than a single worst-case
timing number. Then, one could implement a full speed testing procedure
and enable testing ASICs at a specifiable speed, which would be chosen to
satisfy some set of yield performance constraints. The complexity and
overhead of doing full speed testing hampers the adoption of this procedure
by the ASIC suppliers. ASIC vendors will trade yield for performance if
revenue from faster chips will justify the additional expense in lost yield and
testing overhead. The adoption of this strategy is further hindered by the lack
of tools for predicting yield-performance trade off, needed for a better
understanding of the results of mass chip production [C. Hamlin, personal
communication].

3.  INCREASING PERFORMANCE THROUGH
DESIGN FOR MANUFACTURABILITY
TECHNIQUES

The sections above indicate that the increase in intra-chip parameter
variability will degrade the achievable maximum clock frequency. In this
section we consider the strategies for reducing the impact of intra-chip
parameter variation. These strategies fall into two major categories. The first
is to improve the process quality to eliminate intra-chip variation. The
second is to change the circuit analysis and design methodologies to account
and, possibly, compensate for intra-chip process variability at the circuit
level.

Improving intra-chip uniformity or reducing uncertainty about parameter
values can mitigate the detrimental impact of variability on circuit
performance. Most of the techniques discussed in this section have been
applied in design of high-end custom chips. By making them a more
accepted part of the standard ASIC flow, a sizable performance boost can be
made available to ASIC designers.

3.1 Improving Uniformity through Process Measures

Obviating a problem is better than solving the problem after it arises. A
number of measures have recently been offered to prevent or minimize intra-
chip variation of certain parameters. These measures work by identifying the


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=351

Increasing Circuit Performance through Statistical Design Techniques 335

physical mechanism responsible for a particular pattern of variation, and
then compensating for it.

Among the most successful and widely adopted measures is the use of
optical proximity correction (OPC) schemes [8][42]. OPC may cover a wide
range of reticle enhancement techniques, in which additional geometrical
structures are added to the mask to correct for critical dimension (L) and
resolution variation. For example, the dependence of the width of the printed
polysilicon line on the local layout surrounding is corrected by increasing (or
decreasing) the ideal-case dimension of a feature on the mask, so that it is
properly printed on the wafer. Similarly, additional structures are added onto
the mask to compensate for the corner-rounding and line pull-back. OPC has
proven itself as an efficient way of reducing infra-chip L variation and
increasing yield, and has been successfully used in many industrial designs.
It is now routinely offered through the foundries, which perform the
corrections in the mask-making step.

The other powerful method of ensuring better process uniformity in the
era of sub-wavelength photolithography is the use of phase-shift masking
(PSM) technologies [19][20]. Phase shifting is based on optical interference
to improve depth-of-field and resolution in lithography. The problem is that
it is extremely difficult to reliably produce on the wafer geometries, whose
feature sizes are comparable or smaller than the wavelength of light used to
print them. This leads to lower yield and higher variation of the final
geometries. PSM technology utilizes phase-shifters to improve the sharpness
of the exposed image by canceling out light interference caused by the
nearby structures (Figure 4). Phase shifting makes it possible to consistently
resolve features one half the size of the exposing wavelength. It also
improves the uniformity and, by enabling a reduction of the feature size,
gives a significant performance benefit: By shrinking gate-length by 0.10um,
users can expect a |00MHz speedup, on average [26].

Binary Mask Phase-Shifting Mask
EEI  ooww  Fogd
¥ 180" Phase
Resist Shifter

N Pattern ]
\ /

Light ——p \‘ !

"\

Figure 4. Phase shifting masks are a powerful way to improve
manufacturability of nanometer silicon circuits [26].
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Currently, a significant effort is under way to provide cell libraries that
are OPC- and PSM-compliant. Having access to such libraries will allow
ASIC designers to exploit the benefits offered by OPC and PSM, sometimes
combined under the term resolution enhancement techniques (RET).
Implementing RET within the standard cell flow is challenging because
interactions between adjacent cells have to be taken into account. Therefore,
the optimal point of inserting RET is at the physical verification stage, where
standard cell placements are finalized. Cell library vendors are now coming
up with RET-compliant cells, so that designers have an opportunity to make
optimal decisions without committing to RET too early [22].

In Section 1.2, we observed that the rate of CMP is dependent on the
underlying density of interconnect structures. We can increase the
uniformity of wires by inserting dummy features in the regions of lesser
density. Intentional filing of dummy features improves process uniformity
by increasing the uniformity of the chemical mechanical polishing (CMP)
[14][18]. The downside is the increased coupling capacitance, and, the
corresponding, delay and signal integrity dangers.

Spatially correlated variation is especially troublesome, because it
increases path delay variance more than un-correlated intra-chip variation
[27]. Lens aberrations, which become more pronounced as the optical
photolithography is pushed to its limits, lead to systematic spatially
correlated variation of L across the chip. One approach to dealing with this
pattern of variation is through a mask-level spatial correction algorithm
performed in conjunction with OPC. After a comprehensive characterization,
a 2-D correction profile would be applied to the mask, compensating for the
observed spatial L dependency to achieve superior uniformity. The existing
commercial OPC software can be enhanced to enable spatially dependent
correction [27].

3.2 Systematic Circuit Modeling Approaches for Intra-
Chip Variability

The existence of substantial intra-chip parameter variability requires new
circuit analysis and modeling approaches to ensure that the circuit will
operate properly when manufactured. The choice of strategy depends on
whether the specific variation component is systematic or random. A
particular pattern variation is considered to be systematic if we know its
generating mechanism and can systematically predict its properties. For
example, the dependence of ILD thickness on the material and layout
properties can be described by an analytical expression [40]. Similarly, the
spatial variation of L due to the lens aberration can be systematically
described by modeling the mean component of variation through an
empirical equation [27]. The patterns of variation, which are too complex for
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deterministic modeling, or which are truly random, can at best be described
by statistical means, e.g. through probability density functions [29].
However, using a probabilistic description, instead of a systematic one, leads
to a sub-optimal, more conservative, result. In order to reduce the large
conservatism built into our modeling approaches, we should strive for a
systematic description of intra-chip parameter variation whenever possible.

Implementing a systematic modeling methodology is possible for some
patterns of variation, and appears to be difficult for others. For example,
Stine [38] establishes a simulation framework for modeling the impact of
systematic pattern-dependent variation of L to assess the impact of this
variation on the performance of an SRAM circuit. The methodology
involves performing an optical aerial simulation to determine the impact of
proximity on the final silicon, and then using layout extraction and circuit
simulation to assess the impact on circuit performance. For a particular
SRAM example, the authors find that including the modeling of pattern-
dependent L variation results in an approximately 10% skew in the write
access time.

Systematic interconnect variation due to CMP is studied by Mehrotra
[21] and Stine [39]. The concern of both authors is the impact of systematic
ILD thickness variation on the skew of the global clock network.
Specifically, Mehrotra describes a methodology to incorporate modeling of
the pattern-dependent interconnect variation into a standard CAD flow
through the sensitivity-based analysis. The authors find that the performance
benefit obtained by improving process uniformity (adding metal fill) is less
than that obtained by better modeling. The systematic modeling allows
reducing conservatism by the amount sufficient to insert an additional level
of logic on some paths [21].

So far we have only been concerned with systematic intra-chip variation
of physical process parameters. We also need to consider the impact of
systematic variation of environmental factors, e.g. Vpp and temperature. The
impact of variation of supply voltage across the chip is now routinely
assessed through tools performing IR-drop analysis. In deep sub-micron
designs, temperature variation becomes an increasingly important issue. The
increase in power dissipation and the current densities leads to an increase in
chip temperature. Thermal gradients are due to different activities and sleep
modes of the functional blocks; gradients of up to 40°C have been reported
in a high-performance design [43]. Certain low power design techniques,
e.g. dynamic power management and clock gating, also may lead thermal
gradients. One study finds that large circuit performance improvements are
possible by accounting for the systematic across-the-chip thermal gradient.
Specifically, thermally aware buffer insertion may result in 5-10% speed
improvement [1].
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Figure 5. Multiple geometric patterns must be considered separately:
vertical vs. horizontal gates, left vs. right nearest neighbor,
different spacing: dense, denso, and isolated.

It is likely that tools will soon address many of the effects considered in
this section. That will allow ASIC designers to fully exploit the potential of
nanoscale silicon technologies.

4. ACCOUNTING FOR IMPACT OF GATE LENGTH
VARIATION ON CIRCUIT PERFORMANCE: A
CASE STUDY

As we observed in Sections 1.1 and 1.2, the parameter that leads to the
greatest variation in circuit properties is the effective channel length of the
MOSFET transistor. Intra-chip L variation is spatially correlated, which
results in a particularly strong degradation of clock speed. The patterns of
variation are complex and require careful characterization methodology.
Below we consider a case study of the characterization and simulation
experiment to completely analyze the patterns of L variation in an advanced
0.18um logic process technology and predict the impact of this variation on
circuit performance [27].

This section is intended to give some practical examples of the methods
and models discussed in the chapter. We consider characterization needs and
the impact of L variation on circuit behavior, and estimate performance
improvements possible through systematic modeling. We then use the
probabilistic timing framework of Section 2.1 to predict the magnitude of
average clock speed degradation due to L variation if it is not addressed
through systematic means.
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Figure 6. Aberrations of the stepper machine lenses lead to the systematic
spatial variation of L across the reticle field and the chip.

4.1 Characterization and Analysis of Intra-Chip Parameter
Variability

The previously used statistical modeling approaches to circuit analysis
and design assumed that inter-chip variation component is dominant [3][24]
[31][44]. Therefore, the characterization effort required collecting a
statistically significant population of process parameter measurements, with
a single measurement of a parameter per chip. Over the years, multiple
techniques to speed up such data collection have been developed, including a
fully automated device parameter extraction from the electrical
measurements [11]. If we want to account for intra-chip parameter variation
as much as possible, a much more elaborate characterization procedure is
required.

Characterization has to address the possible interaction between the
global lens aberration and the local layout pattern-dependent non-
uniformities due to the optical proximity effect. Toward this end, all the
gates were classified into 18 categories depending on their orientation in the
layout (vertical or horizontal) and the spacing to the nearest neighboring gate
(Figure 5). To capture a particular lens aberration, the coma effect, the
relative position of the surrounding gates, i.e. the neighbor being on the left
vs. right, was also distinguished. In order to characterize the spatial L profile,
a test-chip was used which contained a 5x5 grid of test-modules located
across the area of the reticle field. Each module contained long and narrow
polysilicon resistors, with a variety of distances to adjacent polysilicon lines.

The spatial L maps were measured separately for each gate category
(Figure 6). The range of systematic spatial variation of L is 8-12%
depending on the category. It was also found that the L maps for different
categories have quite distinct spatial behaviors, due to the interaction
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between the global lens aberrations and the pattern-dependent optical
proximity effect.

The most direct impact of spatial L variation is the resulting variation
of CMOS gate delay: ring oscillator speed variation across the chip is 14.5%.
Also, circuit paths with identical designed-for delays will, in reality, have
considerably different delays, depending on the physical location of the path
within the chip. Timing analysis of a benchmark combinational circuit from
ISCAS’85 [7] was performed for 9 spatial locations on the reticle field in a
uniform 3x3 grid. This showed that for the chip located in the lower-right
quadrant, the delay of the same path placed at different corners (fast and
slow) of the chip varied by 16%.

The path delay distribution has also broadened by almost 50%, with
some slower and some faster paths (Figure 7). Importantly, the order of
critical paths also changes depending on the location of the combinational
block within the chip: only 6 out of top 20 paths found in the “fast” comer of
the chip are also found in the top 20 paths of the “slow” corner. This re-
grouping significantly complicates the use of pre-designed and pre-
characterized circuit blocks physically localized within the chip, such as
hard IP blocks, since their pre-characterized behavior will not adequately
correspond to the location-dependent L.

Systematic across-chip L variation also affects the global circuit
properties such as clock skew in clock distribution networks containing
buffers for driving and restoring the signal. Control of clock skew is critical,
since in determining a conservative clock cycle time, a percentage delay due
to clock skew is additive to the set-up times and hold times of the circuitry.
The clock skew due to the systematic L variation only is 8% of the total
clock cycle (Figure 7), which is significant.

Because spatial L variation is largely systematic, it is most effectively
dealt with through design for manufacturability techniques, such as
discussed in Section 3. These techniques will help improve performance by
accounting for the spatial dependence of gate and interconnect delay that we
outlined above.
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Figure 7. Distribution of critical paths of a combinational logic cell changes
significantly if placed at different locations within chip. Global
skew map for H-tree clock: max skew is 8% of clock cycle.

4.2 Impact of Gate Length Variation on Clock Speed

We now utilize the detailed process characterization data to evaluate the
impact of channel length variation on the clock speed distribution. For that
we use the probabilistic timing framework of Section 2.1. The results then
indicate the amount of degradation we can expect from L variation ifit is not
addressed through systematic corrective means.

After relating gate delay to the value of channel length through a
compact gate delay model, we propagate the statistical information about L
variation to the level of gate and path delays. Following [27], we use a
statistical model of intra-chip L variation that decomposes overall variation
into three distinct components: proximity-dependent, spatial, and random
residual. We simplify the analysis by making the following assumptions: (i)
the spatial correlation is significant in the short range; and, (ii) proximity-
dependent and residual variations are spatially uncorrelated. Then, the
variance of the full path delay is [27]:

1/2
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2 2
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where m is the number of gates in the path, D,, is the nominal path delay, L
is the nominal L value, and &ppx; Opgpa, and o are the standard
deviations of the proximity-depend?:nt, spatial, and residual components of
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variation correspondingly. We use the empirically determined parameter
values to evaluate Equation (10). Then Equation (9) is used to predict the
impact of L variation on clock speed.

The model predicts an up to 21% degradation of the average circuit speed
as a result of intra-chip L variation. Speed degradation is worse for more
complex chips, since they contain more critical paths (larger N), and for
shorter paths (smaller m). Thus, the degradation is likely to be worse in the
future. The model also suggests that spatially correlated intra-chip variation
has a much stronger effect on degradation of circuit speed than the
uncorrelated proximity-dependent and random variation. This is because the
averaging of the lengths, L, of the gate stages within the path reduces the
delay variation due to the proximity effect.

The result implies that from the perspective of improving circuit speed,
much more attention should be paid to improving the spatial intra-chip
uniformity. As we discussed in Section 3.1, spatial L non-uniformity is most
effectively addressed through mask-level corrective techniques, such as
spatially aware optical proximity correction [27].

S.  CONCLUSION

In this chapter we considered the impact of process variability on circuit
performance, and reviewed in detail a number of effects and methods that
ASIC designers can use to better understand and design chips. Intra-chip
variation of process parameters is increasing as a portion of the overall
variation, as well as in absolute terms. Intra-chip variation significantly
degrades the distribution of the achievable clock speed. At the same time, it
makes the timing estimates provided by the standard design methodology
overly conservative. ASIC circuits suffer more from this effect than do
custom circuits. This is because the lack of at-speed testing for ASICs does
not permit even the least parametric yield loss. As a result, ASIC designers
are forced to use extremely conservative lumped worst-case models that
assume a simultaneous set of all the worst-case parameters, both physical
(e.g. process-related) and environmental (temperature, ¥pp). Fundamentally,
as long as ASIC designers cannot tolerate any parametric yield loss, they
will have to live with the fact that the same design may have run, on
average, 20-30% faster, and sometimes, 40-50% faster.

Still, ASIC designers may win back some performance through improved
delay modeling using techniques indicated in this chapter. While these
techniques are not currently commercially available, it seems likely that
statistical information will eventually be integrated into commercial timing
tools and made available to ASIC designers.
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1. INTRODUCTION

Faster custom speeds are achieved by a combination of factors that can
be applied to ASICs: good architecture with well-balanced pipelines;
compact logic design; timing overhead minimization; careful floorplanning,
partitioning and placement. Closing the speed gap requires improving these
same factors in ASICs, as far as possible. In this chapter we examine a
practical example of how these factors may be improved in ASICs. In
particular we show how techniques commonly found in custom design were
applied to design a high-speed 550MHz disk drive read channel in an ASIC
design flow.

To show how the gap between ASIC and custom can be closed, we
examine an ASIC disk drive read channel chip that achieves a clock
frequency of 550MHz in 0.21um CMOS [21]. The speed of 550MHz is
comparable to custom design speeds. This example illustrates the importance
of some of the principles outlined in the earlier chapters, such as
partitioning, duplication of logic to achieve higher throughput, and reduction
of the timing overhead.

The key opportunities for closing the gap between ASIC and custom
form the organizing principle of this chapter. Specifically, in Section 2 we
overview the design example, and examine its microarchitecture in Section
3. In Section 4 we discuss the registers used to reduce the register overhead,
and Section 5 discusses the clock tree distribution to reduce the clock skew.
Section 6 compares area and performance of synthesized ASIC logic versus
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custom logic. Section 7 briefly mentions how the uncertainty in operating
conditions was reduced. Finally, Section 8 reflects our conclusions.

While process can account for a large difference between ASIC and
custom designs, it was not possible to reduce the impact of process variation
in this chip. Disk drive read channels sell for a small price, which cannot
accommodate the costs of additional lower yield at higher clock frequency,
or testing for speed-binning.

2. A DESIGN BRIDGING THE SPEED GAP BETWEEN
ASIC AND CUSTOM

Disk drive read channels are a high-speed signal processing application.
Data rates in current high-performance commercial products are in the range
of 500-1200Mb/s [1][10][16] and demand increasingly high speeds. For
example, Marvell’s 88C5500 has a throughput of 1.2Gbit/s with 0.18um
technology and 3.3V supply [10].

We examine a competitive ASIC disk drive read channel design, the
Texas Instruments SP4140 in 0.2lum CMOS (0.18um effective channel
length) with 1.9V supply [21]. It is based on EPR4 equalization [20]. The
Viterbi detector operates at 550MHz, and the rest of the digital logic
operates at 275MHz. The disk drive read channel dissipates at most 1.7W at
full speed, and has 525Mb/s user data rate. This speed is comparable to
custom-designed read channels in similar technology [12].

Good synthesis results require a rich library with sufficiently many drive
strengths, as discussed in Section 3.5 of Chapter 4. This ASIC used TI's
standard cell library, with 3 to 4 gate sizes for standard cells and 5
buffer/inverter sizes. To reduce timing overhead, some custom designed
cells were characterized for an ASIC flow and used in the SP4140, (e.g. the
memory elements on the critical paths, such as the SAFF), and their drive
strength was matched to their typical load.

The SP4140 was an entirely new design taken from application concept,
including new algorithms and architecture, to circuit realization, in a new
process, in nine months. We concentrate on techniques to speed up
bottlenecks (the Viterbi detector and adaptive equalizer in the read path) in
the chip’s digital portion.
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Figure 1. A block diagram for the functional blocks in a typical disk drive
read channel. The shaded functional blocks are analog, and the
others are digital.

2.1 Read and Write Data

The diagram in Figure 1 represents most of today’s read channels. The
write data is scrambled, runlength encoded, pre-compensated for magnetic
channel nonlinearities, and fed to the write head. The read signal is read by
the read head, preamplified, and processed by the read channel.

On the read side, the signal from the preamplifier is conditioned by the
variable-gain amplifier (VGA) and continuous-time (CT) filter, before
analog-to-digital conversion (ADC). Besides anti-aliasing, the continuous
time filter partially equalizes the data. After the ADC, the data is processed
digitally. The key blocks are the digital adaptive equalizer, the Viterbi
detector, the runlength decoder and the descrambler. Then the data is
converted from serial bit data to byte data, and can then be processed at a
lower speed. The timing recovery and servo blocks use equalized and
detected data.

2.2 Digital Portion Speed Bottlenecks

Due to increasing storage densities, to limit noise enhancement read
channels use partial-response equalization, which is often done by finite
impulse response (FIR) filtering. Viterbi detection resolves the remaining
inter-symbol interference. The FIR filter performs partial-response
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equalization, with least-mean squares (LMS) algorithm adapted taps. The
FIR filter critical path has a slow multiply-accumulate operation, which is
not recursive, so pipelining and parallelization can achieve the desired
throughput, at the expense of increased area. Whereas, the single-cycle
dependency of the Viterbi algorithm prevents pipelining, and reducing the
timing overhead is the only way to increase speed.

3. MICROARCHITECTURE: PIPELINING AND
LOGIC DESIGN

Frequently, microarchitectural transformations reduce the critical path in
signal processing datapaths. Different transformations are applicable to
structures with and without cycle dependency (e.g. FIR filter and Viterbi
detector respectively) [11].

Microarchitectural exploration is much easier using an HDL description,
making ASIC design iteration an order of magnitude faster. Custom layouts
have to be redone by hand to explore alternative structures [5], whereas,
high-level HDL can be quickly rewritten and then ASIC tools produce the
corresponding layout for evaluation. As discussed in Chapters 1 and 2,
microarchitecture offers the greatest potential for speed improvement, and
we will dedicate most of this chapter to detailing the microarchitectural
improvements that netted the principal speed gains.

3.1 FIR filter

Several transformations can speed up the multiply-accumulate operation
in the FIR filter critical path. LMS update of coefficients adds feedback
recursion to the FIR implementation, but employing delayed or semi-static
LMS allows the critical path to be pipelined (LMS coefficients are updated
before the read cycle with the training sequence). The SP4140 uses several
techniques to shorten the critical path [16]. The FIR equation is:

M) yin)=Y hikIx[n -]

Direct implementation of the FIR equation gives the direct-form FIR [8],
shown in Figure 2(a). Some possible transformations for reducing the critical
path are shown in Figure 2(b) and (c). Inherent pipelining can be achieved
by transposing the data flow graph, giving a transpose-form FIR, shown in
Figure 2(b). To further reduce the delay, the FIR can be interleaved and
computed in parallel [16]. For m parallel paths, the area increases linearly
with m, and the multiply-add is performed at 1/m of the data rate. Figure 2(c)


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=365

Achieving 550MHz in a Standard Cell ASIC Methodology 349

shows a two-path parallel transpose type FIR, performing multiply-add at
half the data rate.

Booth recoding can speed up multiplication, reducing the multiply-
accumulate delay [22]. With these architectural improvements, the SP4140
FIR achieves a 275MHz clock frequency, and 525Mb/s throughput (encoded
data is read at 550Mb/s, and the throughput is 525Mb/s after redundancy
removal).

y(n)

select
=

n
S [-y(n)

x(n)even
(©)

Figure 2. Different forms of a finite input response (FIR) filter. The critical
paths are shown in grey. Registers are indicated by black
rectangles. (a) The direct form of the FIR filter. (b) The transpose
form of the FIR filter. (¢c) Two-path parallel transpose FIR filter.
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Figure 3. Illustration of the add-compare-select recursive cycle dependence
in the Viterbi algorithm for a 2-state trellis.

3.2 Viterbi detector

The Viterbi algorithm has tight, single-cycle recursion. Figure 3
illustrates the 2-state Viterbi algorithm. The branch metric (bm) is the cost of
traversing along a specific branch. State metrics (sm) accumulate the
minimum cost of ‘arriving’ into a specific state.

The Viterbi algorithm is commonly expressed in terms of a trellis
diagram, which is a time-indexed version of a state diagram. The simplest 2-
state trellis is shown in Figure 4. Maximizing probabilities of paths through
a trellis of state transitions (branches) determines the most likely sequence,
for an input digital stream with inter-symbol interference. The path finally
taken through the trellis is a survivor sequence, the most likely sequence of
recorded data.

The Viterbi detector is a processor that implements the Viterbi algorithm,
and consists of three major blocks: the central part is the add-compare-select
unit (ACS); the branch metric calculation unit; and the survivor path
decoding unit.

Efficient design of the ACS, which is a nonlinear feedback loop, is
crucial to achieve a high throughput to circuit area ratio. The ACS calculates
the sums of the state metrics (sm) with corresponding branch metrics (bm)
and selects the maxima (or minima) to be the new state metrics. The
throughput depends highly on the ACS addition and comparison
implementations. The comparison is frequently done via subtraction, and the
carry profile inside the adders and subtractors determines the speed.

Smlh; bml sml,,
- bm bm3
sm2, ; bm4 sm n
lny 1, time

Figure 4. The two-state trellis for the Viterbi algorithm.
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Figure 5. (a) shows two time steps in the 8-state Viterbi detector, (b) shows
the decomposition of (a) into two steps of two 4-state Viterbi
detectors. (¢) converts this to a one-step lookahead Viterbi
detector [2]. The time step is shown at the bottom of the diagrams.

Architectural transformations, like loop unrolling and retiming can be
applied to an ACS recursion to reduce the critical path. The SP4140 had an
8-state Viterbi detector. A simple implementation of the 8-state Viterbi
detector is shown by the 8-state trellis in Figure 5(a). The speed can be
increased by using a one-step lookahead Viterbi detector, as shown in Figure
5(c).

Applying a one-step look-ahead to the ACS theoretically roughly doubles
the throughput. However, in the deep submicron, this speed gain is reduced
only to 40% because of increased wiring overhead. Also, the area more than
doubles, increasing by a factor of x2.7. Figure 5(c) shows the transformed
algorithm, using a four-way ACS operation.

In general, a Viterbi detector performs the following operations:

@) pi" =sm"" +bm;, and p,,"" =sm,"" +bm,, (add)

(3) sm,"” = min( pu"", Pix "1} (compare and select)
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select

pi.kM—PI
p.,k"""".

(b)

bmk.m

Figure 6. Critical paths are shown in grey. The comparator is indicated by
‘=", (a) The add-compare-select implementation for the Viterbi.
(b) The transformation to compare-select-add, by retiming the
adders to before the registers. (c) Retiming the compare-select-
add by pushing the adders to before the multiplexer, doubling the
area, but removing the comparator (subtract) from the critical path

3.

Implementing Equations (2) and (3) directly is shown in Figure 6(a). As
indicated in Figure 6(a), the add, compare, and select operations are all in the
critical path.

Section 1.7 of Chapter 2 discussed retiming of registers to balance
pipeline stages. It is also possible to retime combinational logic to increase
the performance. Transforming and retiming the ACS to perform compare-
select-add (CSA) [3][9] removes the comparison from the critical path, as
shown in Figure 6(c).

Further speed improvements are possible using a redundant number
system and carry-save addition [4]. This allows deeper bit-level pipelining of
the ACS, increasing the speed. A practical realization with a dynamic
pipeline and latches was shown in [23]. The SP4140 Viterbi detector runs at
a clock frequency of 550MHz, with a user throughput of 525Mb/s (recording
code rate reduces the user data rate).
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4. REGISTER DESIGN

With deep pipelining achieved by architectural transformations, the
timing overhead fraction of cycle time increases. Reducing the impact of
clock skew and better timing element design can significantly improve ASIC
speeds. Typical high-performance custom designs keep the timing overhead
down to 20% to 30% [6][7]. In a 550MHz design, this is as little as 0.4ns,
whereas in common ASIC methodology the timing overhead would be about
Insin 0.18um Ly technology (see Table 2 of Chapter 3 for a comparison of
ASIC and custom timing overhead).

ASIC designs typically use flip-flops, which present hard boundaries
between the pipeline stages. As a result the pipeline stages must be well
balanced as there is no slack passing. Also, the timing budget has to include
clock skew. Level-sensitive latches allow slack passing and are less sensitive
to clock skew. Latches are well supported by the synthesis tools [19], but are
rarely used other than in custom designs. We believe that with latches and
good clocking methodology, the speed impact of timing overhead on ASIC
designs can be reduced from about 40% worse than custom to about 10%
worse.

4.1 Latch Slack Passing and Skew Tolerance

Time (slack) not used by the combinational logic delay in one pipeline
stage 1s automatically passed to the next stage in latch based designs.
Likewise, a logic stage can borrow time from the succeeding stage to
complete the required function [14]. Chapter 3 discusses slack passing and
time borrowing.

Sections 1.3.4 and 1.3.5 of Chapter 3 discussed the clock period with
latches. If latches are used, the clock skew and register setup time have less
affect on the clock period. The clock skew and setup do not affect the
minimum cycle time if the longest combinational logic path always arrives
after the latch becomes transparent, and before the setup time plus the clock
skew and jitter. Providing the latch inputs arrive while the latch is
transparent, the minimum cycle time is bounded by:

Q) Thenes 22tpp +2t + ¢

comb,average i

WhETE #comp, average 18 the average delay of combinational logic in each pipeline
stage between latches (half the delay of the combinational logic between
flip-flops in Equation (5)); 1pg is the D-to-Q propagation through the latches;
and ¢; is the edge jitter . This assumes that the registers are latches that are
active on opposite clock phases. (See Chapter 3 for more careful analysis.)
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Figure 7. The modified sense-amplifier-based flip-flop (SAFF). The sizing
of the Mys transistor controls the skew tolerance of the SAFF.

4.2 Latch-Based FIR Filter Design

To reduce the timing overhead, the SP4140 FIR filter used latches and
time borrowing [16]. The parallel transpose-type FIR architecture has two
critical timing paths: from the ADC output through the multiply-accumulate;
and from the previous latch output through addition to the next latch stage.
In this implementation, the third path, for the coefficient update, is not an
issue since the coefficients are semi-static. As the architecture is split into
two paths, the timing critical multiply-accumulate operation is implemented
at half the data rate.

This implementation of the FIR filter is based on one-hot Booth encoding
of 6-bit data. Encoded data is distributed to all the taps of the filter. Each tap
coefficient is pre-multiplied for -4C, -3C, -2C, -C, 0, C, 2C, 4C, 8C, and a
correct partial product is selected (using a custom 9:1 multiplexer) by the
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encoded data. This significantly simplifies the multiplication. The use of
latches naturally allows time borrowing between the FIR taps. Also, since
the equalizer is the first block that follows the ADC, its clock tree insertion
delay can be increased to absorb the additional delay required for data
encoding.

4.3 Viterbi Detector

As the Viterbi detector has tight recursion, slack passing cannot be used.
Instead, faster flip-flops can reduce the clocking overhead. In an edge-
triggered system, the cycle time T has to meet the following relationship:

(3 Tﬂip_ﬂﬂm =4 teg tlopmp THg, Ty i

In the critical path, the flip-flop delay is the sum of setup time and the
clock-to-output delay, fu + tco. The clock skew is ty, the combinational
delay is #.oms» and the hold time is t,.

Pulsed flip-flops have less total delay, latency, than (master-slave) D-
type flip-flops. Examples of pulsed flip-flops are the modified sense-
amplifier-based flip-flop (SAFF) [13], Figure 7, and the hybrid latch-flip-
flop (HLFF) [15], Figure 8. Similar pulsed flip-flops are used in custom
designs such as the DEC Alpha 21264 and the StrongArm.

The first stage of a pulsed flip-flop is a pulse generator, and the second
stage is a latch to capture the pulse. The HLFF generates a negative pulse
when D = 1, which is captured by the D-type latch. The SAFF generates a
negative pulse on either S or R, which triggers the SR latch.

pulse generator

1 ] Voo

4L (L L L D7
X 0 E l

| |

I:_] 1

D I _{ true single-phase

Clk Cik j clock latch

Figure 8. Hybrid latch-flip-flop (HLFF).
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Some pulsed latches exhibit a soft edge property, which can be accounted
for during cell characterization for clock skew tolerance [17]. However,
characterization must include the long hold time of pulse triggered latches.
For example, synthesis inserts buffers in the scan chain when clock skew is
comparable to fcp — #, significantly increasing the area. The HLFF has a
transparency period of about three inverter delays, while the SAFF has very
small skew tolerance, controlled by sizing Mys.

The SP4140 Viterbi detector uses a flip-flop derived from the SAFF [13],
characterized as a standard cell, where needed in the ACS. An advantage of
the SAFF is its differential output structure, doubling the drive strength if
both outputs are used in synthesis.

5.  CLOCK TREE INSERTION AND CLOCK
DISTRIBUTION

Partitioning an ASIC design into blocks of 100,000 gates or less can
improve synthesis results and help convergence, by limiting the maximum
wire length [18]. The read channel presents a natural opportunity for design
partitioning. All of the timing critical signal processing blocks are about
10,000 to 30,000 gates, with layout areas of 1 to 2 mm’® in 0.25um CMOS.
Block partitioning the design requires gated clock trees to be inserted in the
blocks. Also, limiting clock distribution over a smaller area minimizes clock
skew. However, the local clock trees have to be merged into a global clock
tree with added clock gating, which is not generally well supported in
standard ASIC methodologies.

The local clock trees in the SP4140 are designed for equal clock rise and
fall times, and minimum skew, by buffer sizing and placement. Fixing the
fan-out at each clock tree level controls the insertion delay, and “prescribed’
clock trees control the insertion delay to allow later matching. For example,
for a given total flip-flop/latch load and block size the total clock load is
computed.
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Figure 10.Area — delay comparison of synthesized and custom ACS and
CSA Viterbi detectors.

By prescribing the size and number of buffers in the last stage the clock
slope is met. Based on the post layout extraction data, the clock tree can be
trimmed (by shorting or leaving open clock buffer outputs) to match the
insertion delays, as illustrated in Figure 9. This reduces the clock skew to
60ps.

6. CUSTOM LOGIC VERSUS SYNTHESIS

ASIC designs can reach high speeds, but the area and power
consumption are more than in custom designs (as discussed in Chapter 4,
Sections 4 and 5). Figure 10 summarizes the basic trade-off between the area
and speed in synthesized designs. ACS and CSA based Viterbi detectors
with fixed microarchitecture were synthesized for different clock cycles. For
longer cycles (3ns for ACS), synthesis easily achieves the speed goal. To
achieve shorter cycle times, synthesis increases gate sizes to drive
interconnect and loads more strongly. Interestingly, the ACS is smaller for
lower speeds, but the two ASIC curves intersect at a period of 2.3ns.

To obtain some data points on the implementation efficiency of
synthesized combinational logic, a functionally equivalent Viterbi detector
ACS array was implemented in custom logic. The design was based on
complementary and pass transistor logic, and supported the same clocking
style.

Even though the adders and comparators were implemented using
differential logic, the custom ACS was roughly half the size at the same
speed as the synthesized version, because the custom logic used much
smaller transistors and had less wiring capacitance.
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When the custom design was doubled in size to the synthesized area, it
ran only 20% faster than the synthesized design. However, the flip-flops
were not changed, and the design was not re-optimized (wiring or
placement) for the new gates.

7. REDUCING UNCERTAINTY

As discussed in Chapter 13, if the design uncertainty is reduced,
performance can be improved. The disk drive read channel has an on-chip
voltage regulator that gives better control over supply voltage and allows
tighter worst and best-case voltage corners. This does require re-
characterization of the library for non-standard corners, but results in a 5-
10% speed increase.

8. SUMMARY AND CONCLUSIONS

We have examined techniques used to achieve high speeds in a 550MHz
chip with an ASIC design methodology. We have identified several design
techniques, common to custom designs that were used to improve the
performance of a disk drive read channel designed in an ASIC methodology.
The main techniques used to increase the speed were crafting the
microarchitecture to increase performance, and reducing the timing
overhead.

Having identified the FIR filter and Viterbi detector speed bottlenecks,
architectural transformations and alternative clocking styles were used to
increase their speed. The FIR filter could be pipelined, and computation in
parallel doubles the speed at the price of doubling the area. Architectural
transformation of the add-compare-select (ACS) in the Viterbi detector to
compare-select-add (CSA) reduced the critical path length. Pipelining wasn’t
possible because of the recursive nature of the Viterbi algorithm, but
reducing the clocking overhead can increase the speed further.

This design was amenable to achieving high clock speeds, because the
datapath was not wide. Wide datapaths have larger adders and other
functional elements, with more levels of logic. Having only a few levels of
logic between registers reduces the combinational delay per pipeline stage.

Reducing the clock skew, and using level-sensitive latches or high speed
pulsed flip-flops (instead of D-type flip-flops) reduced the timing overhead.
The timing overhead factor improves from about x1.40 worse than custom to
x1.10 worse.

We have shown that ASIC designs can be brought to within custom
speeds with a proper design methodology orchestration, and attention to key
design factors. Nevertheless, compared to custom implementations, ASICs
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will still be larger at the same speed, or slower for the same area. This was
illustrated comparing custom CSA implementations to CSA and ACS ASIC
versions.
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ABSTRACT

This chapter describes a new implementation of the ST20-C2 CPU
architecture. The design involves an eight-stage pipeline with hardware
support to execute up to three instructions in a cycle. Branch prediction is
based on a 2-bit predictor scheme with a 1024-entry Branch History Table
and a 64 entry Branch Target Buffer and a 4-entry Return Stack. The
implementation of all blocks in the processor was based on synthesized logic
generation and automatic place and route. The full design of the CPU from
micro-architectural investigations to silicon testing required approximately
8-man years. The CPU core, without the caches, has an area of
approximately 1.8mm’ in a 6-metal 0.18um CMOS process. The design
operates up to 520MHz at 1.8V, among the highest reported speeds for a
synthesized CPU core [2].

1. INTRODUCTION

Ever-increasing levels of CPU performance demanded by modern
embedded applications, and product design cycles that have often been
reduced to only a few months, have made it important to produce
synthesizable processor cores capable of execution speeds typically only
achievable by complex custom solutions. In many cases it is unfeasible and
prohibitively expensive to use lengthy custom design flows. The iCORE™
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project was born out of the need to demonstrate a solution to this problem.
The goal was to create a very high performance version of
STMicroelectronics’ ST20-C2 embedded CPU architecture, but it also had to
be shown that the design could be quickly and easily portable as a soft-core
across existing and future technologies. This ruled out the use of extensive
custom circuits, and led to the adoption of a methodology close to a
traditional ASIC design flow, but one tuned to the aggressive performance
goals demanded by the project.

The ST20-C2 architecture is a superset of the acclaimed Inmos
transputer, which was first introduced in 1984 (Inmos was acquired by
STMicroelectronics in 1989). The ST20-C2 added an exception mechanism
(interrupts and traps), extensive software debug capability and improved
support for embedded systems. It is now used in high-volume consumer
applications such as chips for set-top boxes.

The ST20-C2’s basic instruction-set specifies a set of simple, RISC-like
operations, making it a good candidate for relatively easy high-frequency
implementation. However, it extends conventional RISC technology by
having a variable-length instruction word to promote code compactness, and
uses some instructions that specify complex operations to control hardware-
implemented kernel functions such as task scheduling and inter-process com-
munications [3]. Also, rather than being based on a RISC-like load/store
architecture with a large number of machine registers, the ST20-C2 employs
a three-deep hardware evaluation stack, also known as the register-stack, on
which the majority of instructions operate. This scheme permits excellent
code density, ideal for embedded applications, but must be carefully matched
with an efficient local memory or cache system in order to minimize the
frequency of memory references outside the CPU core.

These characteristics of the architecture required special consideration to
devise a design capable of maintaining high instruction throughput on a per-
clock-cycle basis (measured in Instructions Per Cycle or IPC) without
compromising the CPU’s frequency of operation.

For the project to be considered successful, however, we had to
demonstrate optimization in all the following areas, in approximate order of
importance:

Frequency

Execution efficiency (IPC)
Portability

Core size

Power consumption
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2. OPTIMIZING THE MICROARCHITECTURE

To achieve good instruction-execution efficiency without excessive
design complexity, previous implementations of the ST20-C2 architecture
employed relatively short pipelines to reduce both branch-delays and
operand/result feedback penalties, thus producing good IPC counts over a
wide range of applications. In the case of iCORE, however, the aggressive
frequency target dictated the use of a longer pipeline in order to minimize
the stage-to-stage combinational delays. The problem was how to add the
extra pipeline stages without decreasing instruction execution efficiency,
since there would be little point in increasing raw clock frequency at the
expense of IPC. Following analysis using a C-based performance model, a
relatively conventional pipeline structure was chosen, but one that had some
important variations targeted at optimizing instruction flow for the unique
ST20 C2 architecture.

2.1 The Pipeline

The pipeline micro-architecture is shown in Figure 1. It comprises four
separate units of two pipeline stages each. The IFU (Instruction Fetch Unit)
comprises the IF1 and IF2 pipeline stages and is responsible for fetching
instructions from the instruction cache and performing branch predictions.
The IDU (Instruction Decode Unit) comprises the ID1 and ID2 pipeline
stages and is responsible for decoding instructions, generating operand
addresses, renaming operand-stack registers and checking operand/result
dependencies, as well as maintaining the program counter, known in this
architecture as the Instruction Pointer (IPTR), and a Local Workspace
Pointer (WPTR). The OFU (Operand Fetch Unit) comprises the OF1 and
OF2 pipeline stages and is responsible for fetching operands from the data
cache, detecting load/ store dependencies, and aligning and merging data
supplied by the cache and/or buffered stores and data-forwarding buses.
Finally, the EXU (Execute Unit) comprises the EXE and WBK pipeline
stages and performs all arithmetic operations other than address generation,
and stages results for writing back into the Register File Unit (RFU) or
memory.
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Figure 1. The iCORE pipeline structure.

The RFU contains the 3-deep register-stack, conceptually organized as a
FIFO, comprising the A, B, and C registers (in top-to-bottom order). In
practice, it is implemented using a high-speed multi-port register file. The
memory-write interface is coupled with a store buffer (SBF) that temporarily
holds data while waiting for access to the data cache.

The instruction-fetch portion of the pipeline (the IFU) is coupled to the
execution portion of the pipeline (the IDU, OFU, and EXU) via a 12-byte
Instruction Fetch Buffer (IFB).

Early on in the analysis of ST20-C2 program behavior it became
apparent that the micro-architecture should not only be tuned for high
frequency, but also for very efficient memory access, to get best value from
the memory bandwidth available in its target environment: typically a highly
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integrated system on a chip (SoC) with multiple processors sharing access to
off-chip memory. This was done by including two in-line operand caches in
the pipeline, both capable of being accessed in a single pipeline throw.

To understand the function of the operand caches, a brief explanation of
the ST20-C2’s two addressing modes is needed. One mode is used for
addressing local variables, which are accessed using an offset relative to an
address pointer held in a register known as the Local Workspace Pointer
(WPTR). WPTR holds the start-address of a program’s procedure stack (also
known as its local workspace), and so is loaded with a new value on each
procedure call and return. The other mode is for addressing non-local
variables anywhere in the 4 GB memory address space, using a full 32-bit
address that is pre-loaded into the top location of the register-stack (the A-
register).

The first operand cache is for local variables. It is called the Local
Workspace Cache (LWC) and accelerates references to the first 16 words in
the current local workspace, as pointed to by WPTR. The size of the LWC
was determined by the results of running a number of benchmark programs
on the C-based statistical performance model. It is placed early in the
pipeline (in the ID1 stage) so that local variables used for non-local address
calculations can be supplied to the Address Generation Unit (AGU) in the
next pipeline stage (ID2) for early calculation of the full non-local address.

The second operand cache is an 8 KB in-line data cache that accelerates
references to non-local variables, as well as local variables that miss the
LWC. It uses non-local addresses calculated by the AGU in the ID2 stage,
and supplies operands to the Execute Unit, thus occupying the two pipeline
stages before the EXU. For critical path optimization, its tag RAM and data
RAM are placed in two different pipeline stages. Accessing the tag RAM
before the data RAM eliminates the cache’s set-associative output
multiplexing that would have been needed if the tag and data RAMs were
placed in the same stage, and also allows cache reads and writes to share the
same control flow, thus simplifying the design.

Together, these two highly integrated operand caches are complementary
to the ST20-C2 architecture’s A, B, and C registers, effectively acting like a
very large register file.

2.2 Instruction Folding

An important effect of the in-line operand caches is to increase the
opportunities for instruction folding. This is an instruction decoding
technique that combines two or more machine instructions into a single-
throw pipeline operation. Since the ST20-C2 has a stack-based architecture,
most of its instructions specify very simple operations such as loading and
storing operands to and from the top of the 3-deep register-stack, or
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performing arithmetic operations on operands already loaded onto the
register-stack, but for simplicity, memory and ALU operations are never
combined in the same instruction. Without such compound instructions that
allow memory and arithmetic operations to occur as single-slot pipeline
operations, it would not be possible to take advantage of iCORE’s in-line
memory structure. With folding, however, up to three successive instructions
can be merged into one operation that occupies a single execution slot and
which fully uses iCORE’s pipeline resources.

As an example, take the following very common three-instruction
sequence:

ldl <n>

ldnl <m>

add

The first instruction, load local (ldl) loads from memory a variable that is
addressed by an offset <n> from the current value of the Local Workspace
Pointer (WPTR) and pushes it onto the top of the register-stack. The second
instruction, load non-local (/dnl) loads from memory a variable that is
addressed by an offset <m> from the value on top of the register-stack (in
this case the value that was just placed there by the /dl instruction). Finally
the add instruction adds the top two values on the register-stack (A, B) and
pushes the result back onto it.

Without folding, this instruction sequence would occupy three distinct
pipeline slots, and could be subject to stalling due to data-dependency
between the /dl and the ldnl instructions. However, with folding and
iCORE’s in-line memory structure they can be executed in a single pipeline
slot, even though they require two memory reads. To understand how this is
done, consider the stage- by-stage execution:

IF1: Instruction fetch (instruction cache tag access)

IF2: Instruction fetch (instruction cache data RAM access, load IFB)

ID1: execute the /dl by reading local variable from LWC at offset <n>;
issue /dl, ldnl, add from IFB as one operation if /dl hits the LWC

ID2: Using the AGU, generate address to be used by the Ildnl
instruction by adding the local operand obtained by the /dl in IDI to the
offset <m>.

OF1: Fetch data requested by /dnl from data cache (tag RAM)

OF2: Fetch data requested by Ildnl from the data cache (data RAM);
fetch second data operand from register file unit (pop top of stack)

EXE: Add the data obtained by the I/dn/ in OF2 to the second operand
from register-stack.

WBK: Push result onto the top of the register-stack.

Note how the three folded instructions are executed separately by
different pipeline stages (the /dl in ID1, the Idnl in ID2, OF1, OF2, and the
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add in EXE, WBK), but because only one pipeline stage at a time is
occupied, the three instructions are apparently executed in a single clock
cycle.

There are many such folding sequences supported by iCORE, but they all
follow the same principle as described above.

2.3 Data Forwarding and Register Score-boarding

In a deeply pipelined design, it is important to mitigate the effects of
delays caused by pipeline latencies. One significant source of latency-based
performance degradation is caused by data dependency between successive
instructions. If the dependency is a true one (such as when an arithmetic
operation uses the result of another instruction immediately preceding it)
then there is no way of eliminating it, although micro-architecture
techniques can be used to reduce the pipeline stalls it causes. This is
generally done by providing data forwarding paths between potentially inter-
dependent pipeline stages. In iCORE this includes data bypass paths from
WBK to OF2, EXE to OF2, WBK to ID2, and EXE to ID2, as shown in
Figure 1.

The paths from EXE and WBK to OF2 allow an instruction either
immediately following an arithmetic operation, or one separated from it by
two clock cycles, to use its result without penalty. If they are separated by
more than two clocks, then the result can be read from the register-stack
without penalty.

Similarly, the path from EXE to ID2 allows the AGU to use an operand
fetched from the data cache by one instruction as an operand address for
another following it as soon as possible. This commonly occurs when either
an ldnl instruction, or an [dl instruction that misses the LWC, loads an
address from memory that is used by a subsequent /dnl instruction (such as
when following a pointer chain). Using the forwarding path under these cir-
cumstances results in a worst-case pipeline stall penalty of two clock cycles.
If no forwarding paths were provided, this penalty would be four clock
cycles, to allow time for the operand address to cycle through the register-
stack.

The path from WBK to ID2 operates in a similar fashion, but is used
when one instruction’s result that is calculated by the Execution Unit (rather
than just fetched from the data cache) is used as an AGU input by a
following one. This reduces the penalty for this type of addressing to a
maximum of three clocks.

To activate the forwarding paths at the appropriate times, register
dependency-checking logic (also known as register score-boarding) must be
used. In iICORE, this logic resides in the ID2 stage. Its operation is quite
straightforward, and works on the basis of comparing the name of a register
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required as a source operand by one instruction with the names of all
registers about to be modified by instructions further ahead in the pipeline.
When a source/destination register-name match is detected, the newer
instruction is stalled in ID2 if the older instruction cannot supply its result in
time (typically when an ALU result is used as an operand address, or when
the result of a multi-cycle ALU operation is used by the next instruction).
Then after inserting any necessary stall cycles, the score-boarding logic
releases the instruction from ID2, and activates the appropriate forwarding
path to provide the source operands for the instruction at the earliest possible
time.

For the ST20-C2 architecture, register dependency checking must handle
operands constantly changing position between the A, B, and C registers of
the three-deep register-stack, since most instructions perform implicit or
explicit pushes or pops of the stack. The effect is that almost every
instruction appears to have data dependencies on every older instruction in
the pipeline, since nearly all of them cause new values to be loaded into A,
B, and C, even though most of those dependencies could be considered
“false”, in the sense that they are caused simply by the movement of data
from one register to another rather than by the creation of new results.
Nevertheless, they would cause considerable performance degradation if
newer instructions were stalled based on those false dependencies.

iCORE solves this problem by a simple renaming mechanism that maps
the conceptual A, B, and C registers of the ST20-C2’s architecture onto fixed
hardware registers, named RO, RI, and R2. The key is that the same
hardware register remains allocated to a particular instruction’s result
throughout its lifetime in the pipeline despite the result apparently being
moved between A, B, and C by subsequent instructions pushing and popping
the architectural register-stack. This is accomplished by a mapping table for
each pipeline stage that indicates which architectural register (A, B, or C) is
mapped onto which fixed hardware register (R0, RI, R2) for the instruction
in that pipeline stage. Operations that only move operands between registers
do so by simply renaming the R0, RI, and R2 registers to the new A, B, or C
mapping, rather than actually moving data between them. The mapping is
performed in ID2 and is based on the effect of the current instruction in ID2
on the existing mapping up to but not including that instruction.

Once the ID2 mapping is done, then the dependency checking is
performed based on RO, RI, and R2 source and destination values. Since
results are never physically moved directly between these registers, false
dependencies are eliminated.
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2.4 Branch Prediction

ICORE’s relatively long pipeline gives rise to the danger of branches
causing significant performance degradation compared to previous ST20-C2
implementations. After performance simulations showed that the effect of
the longer pipeline on some benchmarks was significant, a low-cost branch
prediction scheme was incorporated into iCORE’s micro-architecture.

In a machine without branch prediction, the source of most branch
penalties is two-fold:

First, the target address of a taken branch or other control-transfer
instruction must be determined. This cannot be done until after the branch
has been decoded, since it must first be identified and then (usually) an
arithmetic operation performed, such as adding an offset to the current
Instruction Pointer value, to obtain the address of the next valid instruction
in the program flow. By the time its target address can be applied to the
instruction cache to make it start fetching instructions from the new destina-
tion, several instructions have been fetched from the wrong address. These
must be cancelled, creating a penalty of several clock cycles.

Secondly, conditional branches, i.e. those that are dependent on the
results of previous instructions to determine their direction, usually must
progress all the way to the end of the pipeline before the condition on which
their action depends is resolved. Only then can instruction fetches from a
new target address proceed, causing an even greater branch penalty than that
incurred by the target address calculation alone.

ICORE implements a branch prediction mechanism that reduces the
penalties in both these cases. A two-bit predictor scheme is used to predict
branch and subroutine-call instruction behavior (taken or not taken), while a
Branch Target Buffer is used to predict target addresses for taken branch and
call instructions. Also, a 4-deep return stack is used to predict the special
case of ret instruction return addresses.

The prediction scheme used by iCORE is shown in Figure 2. It employs a
1024-entry Branch History Table (BHT), each entry of which contains a
two-bit predictor that implements a branch-hysteresis algorithm
(weakly/strongly taken/not-taken). The BHT keeps the most current
branching history of a set of instruction cache words. Predicted fetch-
addresses (i.e. the target addresses of predicted-taken branches) are kept in a
64-entry Branch Target Buffer (BTB).

Whenever a new 4-byte word is fetched from the instruction cache, the
instruction address that is used to index the cache also indexes the BHT and
BTB. The retrieved information from the BHT is used to predict whether
there is a taken branch at the current instruction address. If a taken branch
is predicted, the address retrieved from the BTB is loaded into the
Instruction- Fetch Pointer and used to fetch the next instruction word.
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Figure 2. Branch prediction logic in the iCORE.

Otherwise, the sequential value of the Instruction-Fetch Pointer is used. All
this takes place in the very first pipeline stage, ID1, so that new target
addresses can be applied immediately to the instruction cache on predicting
a taken branch.

The effect is that predicted-taken branches can immediately change the
instruction address applied to the instruction cache without any delay cycles,
and the performance impact of successfully predicted branches is negligible.

The predicted direction and target are fed forward through IF2 and
loaded into the IFB in the case of the prediction bits, and into a 4-deep
Target Buffer in the case of the predicted target. They are used in later pipe-
line stages to validate the predictions and update the IPTR.

As branches are predicted, mispredictions may occur. One type of
misprediction is caused by the cost-saving measures of using only the low-
order bits of the instruction-fetch address to index BHT and BTB entries
while ignoring the upper address bits, and by providing only one BHT/BTB
entry per 4-byte cache word, even though there could be more than one
branch in a word. These factors can cause a single BHT or BTB entry to be
shared by many fetched instructions, even though the entry is likely to be
correct only for the one instruction that was originally used to update it; the
instructions at other fetch addresses that share the entry may get wrong pre-
dictions or wrong target addresses, or both.

Other sources of misprediction include mispredicted direction of
conditional branches, and incorrect return addresses. Mispredictions are
detected and resolved in later pipeline stages. The instruction decoder in the
ID1 stage can detect many mispredictions caused by BHT aliasing. For
instance, if a taken condition is predicted for an instruction that is not a
branch, or an untaken condition is predicted for an unconditional branch, the
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prediction is clearly in error and a repair operation can start immediately
with only a small penalty. To check predicted targets, an adder in the OF1
stage calculates the correct target address of a taken branch and compares it
with the predicted one (which is fed forward from the BTB). If there is a
mismatch due to a missing aliased BTB entry, then recovery can start from
OFI. Finally, a conditional branch must wait until it reaches the EXE stage
before the condition on which its action was determined can be checked, and
thus has the longest repair time when incorrectly predicted.

The steps needed to repair a branch depend on the type of misprediction.
In the case where BHT aliasing causes a non-branch instruction to be taken,
then all instructions fetched after that instruction are flushed from the pipe-
line, and instruction fetching is restarted from the source address of that
instruction to ensure that it is correctly fetched, while the BHT is updated to
indicate not taken. Conversely, in the case where a target address of a taken
branch is incorrectly predicted, then instructions from the bad target are
flushed from the pipeline and instruction fetching is restarted from the
correct target address computed in the OF1 stage, while the BTB 1is updated
with the new target address.

Finally, repairs needed to correct a mispredicted conditional branch flush
all subsequent instructions from the pipeline and begin fetching again either
from the target address of the branch or the next-sequential address of the
branch, depending on whether the branch is taken or not, and update the
BHT and BTB appropriately.

For branches caused by returns from subroutines, conventional branch
prediction is not effective, since their target address constantly changes
depending on where their subroutine was called from. Thus in the iCORE a
4-entry return-stack is used to predict the target of the rer (return)
instruction. The return-stack saves the return addresses for the most current
call instructions. When a ret instruction is encountered in the ID2 stage, the
top of the return-stack is popped and the value is used as the predicted
branch address for the ret instruction, incurring only a small penalty.

The ret predictions are validated in the EXE pipeline stage, because in
the ST20-C2 architecture, the actual return addresses are obtained from a
memory location in the local workspace, and typically are available only
after accessing the data cache.

2.5 Cache Subsystem

Features of the cache controller’s design were focused on the need for
simplicity (thereby enabling high frequency) and the requirement for very
tight coupling to the CPU pipeline. These requirements resulted in a two-
stage pipelined approach, the first stage of which handled the tag access and
tag comparison, and the second stage that handled the data access and data
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alignment. This gave a very good balance of delays, and had the advantage
of saving both power and delay by eliminating the need for physically
separate data RAMs for each associative cache-bank (Way), since the data
RAM’s Way-number could be pre-determined in the tag cycle and then
simply encoded into extra data RAM address bits.

To further reduce delays, integrated pipeline input registers were built
into both the tag and data RAMs to eliminate input wire delays from their
access times. This eliminated core-to-cache wire delays from the critical
SRAM access time, as well as allowing a more predictable start-time for the
SRAMSs’ internal precharge logic. These two factors improved the overall
cycle time by several percent.

A simplified block diagram of the IFU and OFU cache controllers is
shown in Figure 3. One controller occupies the IF1 and IF2 pipeline stages
in the IFU and the other occupies the OF1 and OF2 pipeline stages in the
OFU. The same cache controller design is used in each case, so its main
pipeline stages corresponding to IF1/IF2 in one case and OF1/OF2 in the
other are generically known as CHI and CH2.

Before the CHI phase, the cache controller receives the request (read or
write), address, and data from the CPU and loads them into its input pipeline
registers.

) Address, Data

IF0/ID2 IF1/0F1 1IF2/0F2

CPU Hold
v = — ]
2 e — 8e Miss
I 22 r' I‘%" 5%
i< . = | write-back | ¢
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a g 5
o -5 432 e
g A g
7 DATA | | Write-back E
| RAM " Data, Dirty =
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E
=
2 & Write-back Address (Is) |
. CH1 i CH2
Line-fill Data =
Cache Controller -

Figure 3. The cache controller.
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In the CHI phase, the tag RAMs are accessed and the tag comparison is
performed. The first version of iICORE has 8 KB caches and a 16-byte line
size, so 512 tag entries are required. At the end of CHI, the result of the tag
comparison (hit/miss), and the CHI1 address and data fields from the original
CPU request are forwarded to the CH2-phase pipeline input registers.

In CH2, the data RAMs are accessed and the data is returned to the
CPU’s Instruction Fetch Buffer (IFB) in the case of the instruction cache, or
the data aligner on the inputs to the EXE stage in the case of the data cache.

As well as returning data on a cache hit, the CH2 stage also initiates a
cache-miss sequence if the requested data is not in the cache. It does this by
asserting the hold signal, which freezes the CPU pipeline, and by then
signalling the main-memory controller to start fetching the missing line.
Once the missing line has been retrieved, its data is loaded into the data
RAM, its upper address bits are loaded into the tag RAM, and hold is
deasserted. The CPU is then required to restore the original state of the cache
controller’s internal pipeline registers by repeating the read or write requests
that were in progress at the time the cache miss occurred, since this
simplifies the cache design to reduce the complexity of its critical paths.
That done, normal operation is resumed.

The cache controller implements a write-back policy, which means
writes which hit the cache write only to the cache, and not main memory (as
opposed to a write- through cache which would write to both). Thus the
cache can contain a more up-to-date version of a line than main memory,
necessitating that the line be written back to memory when it is replaced by a
line from a different address. To facilitate this, a dirty bit is kept with each
line to indicate when it has been modified and hence requires writing-back to
main memory on its replacement. The dirty bits are kept in a special field in
the data RAM, and there is only one per four word locations (since each
word is 4 bytes, and there are 16 bytes in a line). The dirty bit for a given
line is set when a write to that line hits the cache.

2.6 Write Buffering and Store/LLoad Bypass

Writes to the data cache presented a potential performance problem,
since write requests are generated by the WBK stage at the end of the CPU
pipeline, and so in any given clock-cycle could clash with newer read
requests generated by the AGU at the end of the ID2 stage. Since the cache
is single-ported, this would cause the CPU pipeline to stall, even though on
average the cache controller is capable of dealing with the full read/write
bandwidth. Performance simulations showed that most collisions could be
avoided by the addition of a special write-buffering pipeline stage, SBF,
which is used to store blocked memory write requests from the WBK stage,
and which is coupled with the ability to generate write requests from either
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the WBK stage if the SBF stage is empty and the data cache is not busy, or
from the SBF stage if it is not empty and the data cache is not busy. This
gives write requests more opportunities to find unused data cache request
slots. Additional write buffers would further increase the opportunities for
collision avoidance, but were found to give much smaller returns than the
addition of the first one, so were not implemented in the demonstration
version of iCORE.

Finally, due to the high memory utilization of ST20-C2 programs, it was
found very beneficial to add a store/load bypass mechanism, whereby data
from queued memory writes in the EXE, WBK and SBF stages could be
supplied directly to read requests from the same address in OF2, in
replacement of stale data obtained from the data cache. This avoids having
to stall memory reads from data cache locations that need to be updated with
outstanding writes to the same location.

All data alignments and merges with data from the cache and write
buffers are catered for, so the pipeline never needs to be stalled for this
condition.

2.7 Complex Instruction Support

Some of the more complex ST20-C2 instructions are designed to
optimize operating system functions such as hardware process scheduling
and inter-process communication, to give extremely fast real-time response.
One of the iCORE project goals was to ensure that the new micro-
architecture could support these instructions efficiently.

The first prototype version of ICORE was designed to demonstrate
execution speed of the regular instructions, so in the interests of expediency
it did not support the complex instructions. However, for future versions of
the CPU, a configurable solution was selected in which the regular
instructions are implemented by hardware decoders and state machines (as in
the first version), but the complex instructions are supported by a microcode
engine and microinstruction ROM. This interfaces to the main instruction
decoder in the ID2 stage, and supplies sequences of regular (non-complex)
instructions to forward pipeline stages for execution of the complex
instruction-driven algorithms, while stalling backward pipeline stages until
the sequence is complete.

For systems that require full backward compatibility with the complex
instructions but do not require their full-speed execution, the microcode
ROM can be eliminated and replaced with a mechanism that on encounter-
ing a complex instruction in an early pipeline stage, generates a very fast
instruction-trap into a specially protected region of main memory that
contains pre-loaded emulation code that implements the instruction’s func-
tionality. A minimal amount of hardware support is provided (e.g. extra


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=391

The iCORE™ 520MHz Synthesizable CPU Core 375

hardware registers and status bits for intermediate results, instruction cache
lock-down lines for critical sections) to ensure that the instruction emulation
runs at reasonable speed. A preliminary paper analysis showed that this
approach provides satisfactory performance for the majority of iCORE’s
applications at very low cost.

2.8 Effects of Micro-Architecture Features on IPC

Most of the micro-architectural enhancements’ effect on IPC were first
studied through the use of a C-based statistical performance model, which
“executes” various benchmark program traces produced by an ST20-C2
Instruction Set Simulator (ISS). They include basic instruction folding, the
Local Workspace Cache and its alternative designs, enhanced instruction
folding enabled by the use of LWC, and branch prediction schemes and
designs. The architecture of some of the features was fine-tuned during RTL
implementation, as more accurate performance and area trade-off analyses
were made possible. Examples of some of the more noticeable imple-
mentation-level enhancements include modification of branch predictor state
transition algorithm to handle the case where multiple predicted branch
instructions reside in same cache-word, and the addition of a dynamic LWC
disable feature to minimize the time when it cannot be used during
coherency updates. A summary of the effects of these micro-architecture
features on IPC is listed in Table 1.

3. OPTIMIZING THE IMPLEMENTATION

Implementation of the design was based on a synthesis strategy for the
control and datapath logic. Only the RAMs used custom design methods.

Features IPC Effect |Overall IPC Improvements

Add basic fold 10% 10%

Add LWC 10%] 20%

Enhance instruction folding 7% 27%

Add LWC rotating index 8% 35%

Add branch prediction 5% 40%

Enhance branch prediction 1%| 41%
transition algorithm |

Add Return Stack 3%, 44%

Add LWC dynamic disable 4%, 48%

Table 1. TPC enhancements on Dhrystone 2.1.
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3.1 Pipeline Balancing

Since the pipeline had to be carefully delay-balanced to achieve the target
frequency, the use of 2-phase transparent latches between pipeline stages
was considered. This would have allowed flexibility for transferring delays
between pipeline stages, totaling up to 50% of the clock period, cumulative
across the pipeline. Attractive as this benefit might have been, the approach
was rejected for the traditional reasons of increased difficulty of applying
design automation tools to latch-based systems, and of splitting synchronous
pipeline stages into phase 1 and phase 2 latched segments. Additionally, a
scan-based/ATPG test methodology would have been significantly harder to
implement for a non-registered design, and the use of tightly-coupled
memories requiring a stable address at a precise delay from a clock-edge
would have been problematic.

Instead, the less-glamorous approach of manual timing estimation and
code-modification for pipeline balancing was used, resulting in two to three
moderate RTL iterations attributable to this process. The key to controlling
the overall amount of effort put into this activity was to continually estimate
the type of logic and circuit structures that would be needed during the
micro-architecture development phase, thereby gaining visibility into
potential problems before investing time in the detailed RTL
implementation.

3.2 Synthesis Strategy

The synthesis process was divided into two steps. The first step
employed a bottom-up approach using Design Compiler in which all top-
level blocks were synthesized using estimated constraints. Blocks were
defined as logic components generally comprising a single pipeline stage.
The execute unit of the processor included a large multiplier, for which
Module Compiler was used as it was found to provide better results than
Design Compiler. As the blocks were merged into larger modules, which
were finally merged into the full processor, several incremental compilations
of the design were run to fine tune the performance across the different
design boundaries.

The only region of the design where synthesis provided unacceptable
path delays was in the OF2 and the IF2 stages. In both cases the problems
involved the use of complex multiplexer functions. Custom multiplexer
gates were designed for these cases and logic was manually inserted with a
dont_touch attribute to achieve the desired results. The custom multiplexers
took about a week to design, and were characterized for the standard cell
flow in .lib format. Other complex multiplexer problems were resolved by
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re-writing the HDL to guide the synthesis tool towards the preferred
implementation.

The second step of the synthesis strategy employed a top-down approach,
with cell placement using Synopsys’ Physical Compiler, which optimized
gates and drivers based on actual cell placement. Physical Compiler proved
to be effective in eliminating the design iterations often encountered in an
ASIC flow due to the discrepancy between the gate load assumed by the
wire-load model and that produced by the final routed netlist. The delays
based on the placement came within 10% of those obtained after final place
and route. Physical Compiler can be run with either an “RTL to placed
gates”, or a “gates to placed gates” flow. The “gates to placed gates” flow
was found to provide better results for this design.

3.3 RAM Design

The processor core incorporates three small RAMS: The 2-bit 1024-entry
Branch History Table (BHT); the 34-bit 64-entry Branch Target Buffer
(BTB); and the 32- bit 16-entry Local Workspace Cache (LWC).

Of the three small RAMs, the BTB and LWC employ asynchronous
reads and synchronous writes. The BHT has synchronous reads and writes.
To improve access times, the read bit-lines are precharged during the low
phase of the clock, and the read access occurs during the high phase. An
inverter type circuit is used as for the sense amplifiers.

In addition, the test chip was built with in-line 8§ KB instruction and data
caches that use 1Kx32 synchronous SRAMs for their data RAMs, and
256x21 synchronous SRAMs with built-in comparators for their tag RAMs.

3.4 Standard Cell Library

A higher performance standard cell library (H12) was developed for
iCORE to improve circuit speed compared to a supplied generic standard
library. Speed improvement of more than 20% was observed in simulation
and on silicon when the H12 library was used. The cells of the H12 library
were manually laid out. The library design time was about 25 man-months.

The conventional CMOS static designs used in the generic library were
used in the H12 library, but with the following differences:

Reduced P/N ratio

Larger logic gates (vs. buffered)
More efficient layout

Increased cell height

The P/N ratio for each cell was determined by the best speed obtained
when the gate was driving a light load. It was observed that when the gate-
load increased, the P/N ratio needed to be increased to get optimal speed.
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However, the physical-synthesis tool minimizes the fan-out and line loading
on the most critical paths, so the H12 library was optimized for the typical
output loading of those paths.

Most cells in the HI2 library had drive strengths of 0.5X, 1X, 2X and
4X. Some cells also had drive strengths of 3X, 8X, 12X and 16X. There
were about 500 cells total, which includes both polarities for all the
combinational cells. In comparison, the generic library had 600 cells, with a
similar range of drive strengths.

Delays were also reduced by creating larger, single level cells for high-
drive gates. The original library added an extra level of buffering to its high-
drive logic gates to keep their input capacitance low and their layout smaller,
but at the expense of increasing their delay. Eliminating that buffer by
increasing the cell size also increased the input capacitance, but still the net
delay was significantly reduced. These cells were only used in the most
critical paths, so their size did not have much impact on the overall layout
size.

The H12 cells generally had larger transistors that required the layouts to
be taller. However, by using more efficient layout techniques, many of the
cells widths were reduced compared to the generic library. Also, the larger
height of the cells allowed extra metal tracks to be used by the router that in
turn increased utilization of the cell placement.

4. PHYSICAL DESIGN STRATEGY

Physical Compiler was used to generate the placement for the cells. The
data cache and instruction cache locations were frozen during the placement
process and the floor-planning was data-flow driven. Clock lines were
shielded to reduce delay uncertainty by using Wroute in Silicon Ensemble
by Cadence. To minimize the power-drops inside the core, a dense
metal5/Metal6 power grid mesh was designed.

The balanced clock tree was generated with CTGen. The first design
gave a maximum simulated skew across the core of about 120ps across all
process and environmental conditions. Typically this would be significantly
less. Then another technique to keep skew under control between process
corners was applied, which was to use higher than normal rise and fall times.
The drawback was that this resulted in a slightly larger clock tree, and higher
power consumption. However, the final skew was reduced to about 80ps.

The final routed design was formally compared to the provided netlist
using Formality. The Arcadia extracted netlist delay was calculated using
PrimeTime.
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Figure 4. Static timing analysis of the worst-case pipeline paths.

5.  RESULTS

The iCORE processor was fabricated in STMicroelectronics’ (.18m
HCMOSS8D process. This is a multi-threshold process, and threshold
voltages of 0.47V and 0.57V were used. The majority of the cells used were
low threshold (high speed) for the prototype. A GDSII plot of the test-chip is
shown in Figure 5. Excluding the memories, the entire chip is seen to have
the distinctive random layout of synthesized logic. The large memories on
the right and on the top and bottom of the plot are the data and instruction
RAMs. The other small memories seen in the plot are the Local Workspace
Cache, the Branch History Table and Branch Target Buffer.

Timing simulation indicated that a good balance of delays between the
pipeline stages was achieved, as shown in Figure 4. Power consumption of
the CPU core itself, as measured by PrimePower on the synthesized part
under worst-case power consumption conditions (fastest process, 1.95V, -40
degrees C), averaged about 147mW.

Silicon testing on several devices over two or three wafers showed
functional performance of the design from 475MHz at 1.7V to 612MHz at
2.2V and 25°C ambient temperature. The clock frequency was 520MHz
under typical operating conditions of 25°C ambient temperature and 1.8V.
The wafers used for conducting the frequency tests were very close to
typical process speed.

The measured clock frequencies on these near-typical devices were in-
line with the expected improvements from the worst-case process and worst-
case operating conditions, post-layout simulated frequency estimate. This
was about 275MHz at 125°C, 1.5V, with the longest paths being in the
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instruction decoder stages. The pre-place-and-route simulated timing
measurements varied from this by only a few percent, a good testimony to
the Physical Compiler methodology.

The area of the CPU core without caches was approximately 1.8mm’
and, with the 8 KB instruction and data caches, approximately 3.7mm’.

Analysis of the Dhrystone 2.1 benchmark showed that iCORE achieved
an IPC (Instructions Per Cycle) count of about 0.7, which met the goal of
being the same or greater than that of previous ST20-C2 implementations,
indicating that the various pipeline optimizations were functioning correctly.

The total design time was around 100 man-months, excluding the H12
library work. The design took about 15 months from concept to tape-out.

6. CONCLUSIONS

The performance gap between custom and synthesized embedded cores
can be closed by using deep, well-balanced pipelines, coupled with careful
partitioning, and mechanisms that compensate for increased pipeline laten-
cies. This enables the use of simple and well-structured logic functions in
each pipeline stage that are amenable to highly optimal synthesis [1]. The
performance gains are consolidated by use of placement-driven synthesis,
and careful clock-tree design.

This chapter explored the use of advanced logic design to implement a
high performance CPU core using an ASIC methodology. By avoiding
custom circuit design, we have been able to reduce the design time and high
costs traditionally associated with it, while still achieving excellent
performance.

The final chip has been demonstrated to be functional in silicon.
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Figure 5. A GDSII plot of the iCORE test-chip.
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1. INTRODUCTION

In 1997, ARM and Synopsys began a collaboration to create a
synthesizable ARM7 core. After completing that project successfully, the
two companies continued working together to develop more advanced
synthesizable processors and to refine the process for designing, delivering,
and integrating soft processor cores. Through these efforts, both teams
learned a great deal about the challenges of delivering processor cores to a
large, heterogeneous customer base and the appropriate technologies for
meeting these challenges.

This chapter describes several of the key projects and the lessons learned
from them. We start by describing, in detail, the process of converting the
full-custom version of the ARM?7 into a synthesizable processor. Then we
describe two follow-on projects: the conversion of the ARM9 into a
synthesizable core, and the extension of the ARM9 to a synthesizable
ARMOE. Finally, we summarize how these projects have influenced the
development process ARM uses today.
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Parameter 0.35um technology | 0.25um technology
Speed (MHz) 77 85
Area (3LM, mm’) 2.10 1.00
Power (mW/MHz) 1.10 0.31

Table 1. Speed, area, and power for the ARM7TDMI.

2. THE ARM7TDMI EMBEDDED PROCESSOR

2.1 Flagship Product in 1997

Designers looking to license a CPU are typically concerned first about
performance, with area and power consumption as secondary but still very
important concerns. By 1997, the ARM7TDMI had established a reputation
for effectively addressing these needs across a large number of
semiconductor processes. At that point, the ARM7TDMI was clearly the
flagship product for ARM.

The ARM7TDMI was implemented using full-custom techniques in a
process-portable manner that, by late 1997, had been ported to over 40
semiconductor processes (0.35 and 0.25 micron technologies at that time).

Key to the success of the ARM7TDMI was the fact that each new port of
the processor started from an implementation that exhibited an excellent
balance between speed, power, and area. In addition, the ARM porting team
had a very good idea of process spread across similar design rules. A pre-
fabrication characterization flow that provided a highly accurate prediction
of the performance of the actual silicon was developed using the Synopsys
TimeMill and PathMill tools.

2.2 A Flexible Architecture

The ARM?7 family implements a micro-architecture for the ARM
Instruction Set Architecture with a unified 32-bit instruction and data bus
interface and a three-stage pipeline design. It is optimized for general-
purpose embedded microprocessor system designs.

The “TDMI” suffix indicates additional hardware features for the basic
CPU core:

e ‘T - Support for the compressed 16-bit Thumb instruction set in

addition to the 32-bit native ARM instruction set

e ‘D’ - Scan-based embedded debug support to allow the CPU to be

stopped and restarted, and a scan chain on the data bus to allow
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instructions to be scanned into the CPU pipeline and load and store
data to be intercepted
e ‘M’ - Enhanced multiplier for 64-bit result multiplication operations
over and above the basic 32-bit results from ARM?7 instructions
® ‘I’- In-circuit debug emulation support logic that implements two
watchpoint/breakpoint units, serial communications, and debug
control scan chains for the external debug agent
Although the T, D, M, and I extensions were architecturally modular,
every licensee that purchased the Thumb-enhanced CPU received the
complete ARM7TDMI. While alternative cores with and without debug (D
and I) extensions sounded attractive in theory, the advantage of qualifying
and supporting a single fully featured hard macro core appeared to outweigh
the need for flexibility in area.

2.3 Vital Statistics

Representative results under worst-case conditions (120°C, voltage 90%
of nominal, slow-corner silicon with nominal 3.3V for 0.35um and 2.5V for
0.25um) are shown in Table 1.

2.4 Micro-architecture

The basic ARM7 architecture is a three-stage pipeline:

1. Fetch - Instruction read from memory

2. Decode - ARM instruction decode with optional Thumb
decompression

3. Execute - Controls the datapath and sequence for multi-cycle
operation

The micro-architecture balances [1]:
e The memory access cycle time, which dominates the Fetch timing
e Instruction decoding cycle time, which dominates the Decode timing
e Datapath sequencing cycle times, which dominates the Execute
timing
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Figure 1. The ARM7TDMI pipeline.

Figure 1 depicts the concurrent pipeline stages, and the clock phases are

described below.

2.5 Datapath

The Execute stage controls the datapath. Within a single cycle:

e Two source registers are read onto internal A and B buses.

¢ The B operand is optionally barrel-shifted left or right up to 32 bits
with appropriate sign extension.

®  The Arithmetic Logic Unit is then presented with operand A, and the
result is computed and broadcast on the ALU bus.

e The result is optionally written back to the appropriate destination

register.

® Condition code flags (including zero detect on the ALU result) are
computed in time to update the Program Status Register at the end of

the same cycle.
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Figure 2. The ARM7TDMI datapath.

In parallel with this complex Execute cycle, sequential addresses may be
generated using an incrementer, so only branch target and load/store target
addresses use the full ALU. The unified instruction and data interface
provides the instruction opcode during the first cycle of execution. Because
it is unified, any data read or write operation creates a pipeline stall. Figure 2
illustrates the basic datapath.
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Figure 3. The ARM7TDMI clocking structure.

2.6 Implementation - Clocking

Figure 3 shows the clocking scheme. There are two clock inputs to the
ARM7TDMI design, a main clock, MCLK, and a test and debug clock,
TCK. Normally, these two clocks drive separate clock domains in the core:
the main clock drives the core itself, and the test and debug clock drives a set
of scan registers. In certain debug modes, the test and debug clock is
switched to drive the core itself, in order to scan out register contents as part
of debug.

These two clocks can be entirely asynchronous to one another; the
synchronization and safe clock switching required for correct operation is
handled internally.

Internally, the full-custom core uses transparent latches and a two-phase,
non-overlapping clock scheme. The design is fully static, and the clocks may
be phase-stretched appropriately, subject to minimum low-phase and high-
phase constraints. To support wait states for slow memory, a wait state input
is provided to gate MCLK. Clocking to the entire core is suspended during
waits, reducing power. This clock gating circuit requires careful design to
assure correct, glitch-free operation.

The timing of the memory interface design is kept as simple as possible.
However, timing arcs originate from both edges of the clocks, and the timing
models do have to factor in mode-dependent timing for both memory and
scan clocks (MCLK, TCK) for synthesis and static timing analysis.

Finally, from a design perspective, the internal high-phase and low-phase
critical paths determine the required external clock duty cycle and the
maximum clock frequency. Pre-fabrication characterization measures these
paths, and this data is used to define the minimum phase widths for the low
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and the high clock times, and the minimum clock period. Distributing a
clock signal at the chip level to meet exactly these conditions is a serious
challenge.

Figure 3 also shows the non-overlapping clock phase generator that is
implemented within the core. The TAP state machine and scan chains are
clocked by the TCK serial clock and internally also use two-phase, non-
overlapping clocks (“TAP STATE MACHINE” in the diagram). The
primary internal non-overlapping clock phases to the microprocessor are
multiplexed between MCLK (gated with NWAIT) and TCK pulses gated in
specific TAP controller states. The multiplexer source selection (“DEBUG
CLOCK CTRL” in the diagram) handles the safe switching between the
system and debug clock sources.

2.7 Implementation - Bus Interface

The primary external interface for the core is the memory bus, which is
used for memory accesses and for reading and writing registers in the rest of
the chip.

Basic operation is illustrated in Figure 4. The memory interface timing is
derived from the falling edge of MCLK. The address and control signals are
generated in the cycle before the data access. The single NWAIT clock
qualifier must be driven low to add a wait state and high to complete the
access. It is used to acknowledge both the data transfer completion and the
acceptance of the next address and control information into the memory
controller that is implemented outside the core.

NWAIT A T T ' %

............. - | T
¥ [

(Phase-1) j‘, i L I
(Prase2) “N_____ H A
ADDRESS '; A 8 | A A

gf:?eog ~ Read/Write A =T= (Wait-State) ReadWrite A
OATAREAD)_ TS 0 %
DATA(WRITE) | g WD | g wp | g

Key: % = Input not valid w = Qutput not valid
Figure 4. ARM7TDMI memory access.
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The memory interface is half-duplex and is used to transfer read or write
data where the direction is signified by the pipelined read/write control
signal. The ARM7TDMLI, in fact, presents a bidirectional, tristate-able bus as
well as unidirectional read and write data buses—96 bits in total.

2.8 Datapath - Critical Paths

The pipeline diagram in Figure 1 shows the basic functional operations
that happen within a clock cycle for the concurrent Fetch, Decode, and
Execute stages. If the on-chip memory is able to support single-cycle
accesses, then the Execute stage presents the greatest challenge in terms of
overall cycle time.

Using full-custom datapath design and layout techniques, the block-level
contributions to the overall critical path are, in decreasing order of
significance:

e ALU (~45%) - Valid A and B inputs to valid result calculation (32-

bit result carry-select propagation path)

e Register read (~25%) - Dual-ported 32-bit A and B register data
selection from the 31 internal registers (with pre-charged bus
implementations for area/speed)

Shifter (20%) - Full-custom, cross-bar switch design
Register write set up (~5%) - In order to be set up for reading next
cycle without interlock requirements

However, phase non-overlap was a significant factor for some internal
paths. Often, this non-overlap amounted to up to 15% of the cycle time for
each phase. The transparent latch design, together with application of
specialized timing analysis tools, was able to hide some of this effect by
“ borrowing” time from the phase before and phase after. But this required
extremely precise control of the duty cycle of MCLK that typically can only
be achieved by using a double-frequency PLL clock source with a divide-by-
two, derated for clock distribution and buffering across the final chip layout.

2.9 Testability

High fault coverage is a major challenge for full-custom cores and a
fundamental requirement for subsequent system-level integration. The
ARM7TDMI was developed from earlier processor cores and benefited from
a legacy of handcrafted vectors developed over many years to test the full-
custom structures and control paths in the design. When extended for the
debug, multiplier, and Thumb support, a test vector set with 96% fault
coverage was developed.

Testing a full-custom core inside an ASIC requires either serial or block-
level test access. Both JTAG serialized patterns and 32-bit parallel AMBA
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Test (TIC) “canned” test vector sets were provided with the CPU to support
either test approach.

2.10 Characterization

A Pre-Fabrication Characterization (PFC) methodology was developed
using a mix of dynamic and static timing analysis approaches to provide
sign-off quality AC characteristics for the full-custom core over a
representative range of input slopes and output loading.

2.11 Qualification

Final qualification of the ARM7TDMI design ported to the specific
process always required that a test chip be fabricated. Both the timing
correlation with the PFC numbers and the architectural compliance, checked
by running the entire processor validation suite on the hardware, were used
to sign off the embedded macrocell as compliant and qualified for customer
ASIC design.

3. THE NEED FOR A SYNTHESIZABLE DESIGN

As the ARM?7 became increasingly popular, the ARM Design Migration
team was under growing pressure to port, validate, and characterize a large
number of ARM7TDMI implementations—all urgent for particular licensees
with their own commercial priorities. As the queuing times increased, a
number of ARM7TDMI licensees asked for synthesizable implementations
to allow them to port the design themselves.

However, the specification for such a synthesizable product was difficult
to resolve. Most customers wanted not only a CPU core that they could
synthesize with standard tools and design flows, but also the security of
having the identical interface and design-in appearance as the full-custom
core.

3.1 Initial Synthesizable ARM7TDMI

ARM developed an initial synthesizable ARM7TDMI with one licensee.
This version modeled the multiple clock-phase design exactly, complying
with the full-custom, block-level specification. In order to make the interface
look compatible, transparent latches had to be implemented at the periphery.

The resulting design achieved the target clock frequency, but at the
expense of the following:

e Complex balancing of the internal clock trees

e Expert CPU knowledge required to optimize critical paths (that were

both cell library and wire load dependent)
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e Sign-offs of many internal multi-cycle paths

Testability was also compromised by having to split up the scan chains
across the internal clock tree segments and constrain the sampling of states
across these multiple clock domains.

At this point, the product was not in a form that could be widely licensed
with a sustainable level of support.

4. THE ARM7S PROJECT

Late in 1997 a new project was set up between ARM and the Design
Reuse Group (DRG) at Synopsys (now part of the Synopsys IP and Systems
Group) to develop a cycle-compatible, soft implementation of the full-
custom ARM7TDMI that ARM could deploy to multiple licensees without
incurring a large support demand. The design needed to work with standard
synthesis, timing, and test tools. The final design had to provide a robust,
deterministic implementation that users could integrate without having
expert knowledge of the CPU internals. Finally, to make the goal even more
challenging, the mandate was to deliver this to the first customer within six
months in Verilog HDL, with the VHDL release to follow within two
months.

4.1 Challenges for a Synthesizable ARM7

The first step in the joint project was for the ARM engineering team to
come up with a specification for the new design. This specification had to
reflect the lessons learned from the initial synthesizable ARM?7 project. It
also had to reflect the best practices for synthesizable design as understood
by the Synopsys design team.

The key issues in developing the specification all centered around
clocking. The key clock-related issues were directly related to the choice of
a dual-phase, non-overlapping clocking scheme—a standard practice for
full-custom processors, but problematic for a synthesizable core. The
clocking difficulties were as follows:

® The non-overlapping clock generator was difficult to design.

e The resulting clocks had a gap between the falling edge of Phase 1
and the rising edge of Phase 2. This gap was effectively dead time
leading to lost performance.

e To recover some of this lost performance, designers of the full-
custom implementation used time borrowing. This resulted in a
design that required a great deal of expertise to produce and was not
amenable to automated static timing analysis.
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e This design complexity was compounded by the fact that the main
clock could be switched between MCLK and TCLK, which were
asynchronous to each other.

e The wait state clock gating required very careful design to ensure
correct operation.

In addition to clock-related problems, bidirectional data bus support was
an issue. Internal control of the tristate output enables, even with
comprehensive enable and disable input controls, always required manual
effort in the design flow.

Developing the synthesized ARM7 presented an opportunity to address
all these issues. But one of the concerns of the design team going into the
project was the potential loss of predictability and performance in the design.
When moving to a synthesizable product, the implementation of register
banks, barrel shifters, and arithmetic logic units changed from deterministic,
handcrafted structures into larger, less deterministic structures with data
flowing between them.

Accurately predicting the area and power penalties resulting from the
move to a synthesizable implementation presented a serious technical and
commercial challenge. The pre-fabrication characterization used on the full-
custom core relied on a precise knowledge of the underlying transistor
structures. The synthesizable design would rely on static timing analysis.
How much performance and predictability would be lost in this conversion
remained an open question.

4.2 The Specification

ARM engineers carefully reworked the specification in the light of the

challenges described above. The new specification called for:

e A single clock domain with industry-standard rising-edge D-type
clocking. Initially this was a contentious issue because it meant
inverting the primary clock polarity. MCLK was essentially falling-
edge triggered, whereas the clock in the synthesizable design, CLK,
became rising-edge.

Scan-based debug, synchronized to CLK.

A cycle-compatible memory interface, but with all phase-dependent
timing removed. This allowed reworking of the wait state interface
(always a critical path on the full-custom CPU) while requiring
minimum applications changes by the user.

e Asynchronous reset with two reset domains: one for the processor
itself, and the second for the debug subsystem.

e Unidirectional data buses. Those (few) designers who really insisted
on tristate buses would have to implement them external to the core.


http://site.ebrary.com/lib/nelinet/Doc?id=10067223&ppg=410

394 Chapter 17

e No combinational input to output paths. Ideally, the specification
would have required all inputs to be registered, with no
combinational logic at the periphery of the core. But this could not
be achieved without sacrificing cycle compatibility with the full-
custom core. So combinational paths on inputs and outputs had to be
handled in the design and integration flow. The requirement for a
level of expertise needed to integrate such a CPU core with
appropriate timing budgeting was an acceptable compromise.

e Some work put into making the Thumb, multiplier, and debug
functionality more modular and more synthesis-friendly.

4.3 Re-specifying the Memory Interface

Figure 5 shows the conversion of the memory interface to be driven by
the rising edge of CLK. Verifying that the new interface was cycle accurate
to the old interface was non-trivial, because the old interface relied on the
different phases of MCLK. By doing some phase stretching on MCLK, the
team was finally able to use the same input clocks and vectors to perform a
side-by-side comparison of the old and new interfaces.
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Figure 5. ARMTS cycle-based memory access.
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Figure 6. ARMT7S debug clock domain synchronization.

4.4 Handling the Scan/Debug Clock Domain

In order to support external debug agents with asynchronous clocks, the
decision was made to require the external TCK clock (typically 10MHz and
often less for simple debug units) to be synchronized to CLK. The systems
integrator was required to implement a basic synchronizer of the form shown
in Figure 6. This circuit generates pulses to sample scan inputs TDI and
TMS following the rising edge of TCK and advances the CPU debug state
using TCKENABLE following the falling edge of TCK.

To support systems where the internal CLK frequency is synthesized
from an on-chip PLL, and where standby slow clocking modes are
supported, the concept of returning the synchronized test clock, RTCK, was
introduced. This approach provided external clock edge handshaking to
prevent overrunning the synchronizer period.

4.5 Project Team and Planning

A project team of seven ARM and Synopsys engineers started from the
revised specification and the original block-level specifications for the full-
custom core, together with the internal ARM C-based simulation
environment. The project was planned around the team members as follows:

e Two RTL designers working on data path/pipeline design and

control block implementation

One RTL engineer responsible for debug

One synthesis engineer working on scripts, synthesis, and test
regression (plus some RTL)

e One dedicated verification engineer responsible for regression suites

and infrastructure
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e Two engineers supporting the validation, resolving specification/
implementation ambiguities and mapping transparent-latch-based
micro-architectural elements to registered clock boundaries

4.6 Verification Approach

The team developed a Verilog test harness that compared the behavior of
the processor under development to the ARM7TDMI reference design. The
harness supported a fully synchronous comparison of the RTL under
development against both a detailed Verilog model of the ARM7TDMI and
a physical test chip on a logic modeler. As well as observing all ports of the
CPU, the Verilog harness supported interrogation of register contents. This
capability allowed complete machine state checking at the boundary of every
instruction, a key for architectural compliance testing.

One of the key challenges in setting up this test harness was dealing with
the different clocking schemes between the processor designs. By carefully
generating the memory clock waveform as described in the cycle-based
interface re-specification, and transforming the coprocessors used in the test
harness from phase-based design to single-edge clocking, the primary clock
domain could be tracked between the processors.

The entire ARM Architecture version 4T [2] validation suite was run on
the design to verify instruction set compliance. In addition, the team used a
further set of device-specific test pattern sets to verify detailed micro-
architecture equivalence on a cycle-by-cycle basis.

4.7 Synthesis

After some early experiments, it became clear that two parts of the design
would most affect the overall quality of results from synthesis and physical
design: the register bank and the arithmetic components in the datapath.

The register bank was implemented using DesignWare dual-port
memories. Experiments indicated that instantiating these memories as 4-bit
slices minimized routing congestion.

Library| Area (NAND-2 equivalents)

Libl 51688
Lib2 42281
Lib3 54810
Lib4 45495
Lib5 57430
Lib6 46187

Table 2. ARMTS area results for a range of standard cell libraries.
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Experiments also indicated that selecting different architectures for the
ALU and the PC incrementer allowed for different overall speed vs. area
performance trade-offs. The team used inferred Design Ware arithmetic units
for both the ALU and the PC incrementer. The synthesis scripts were written
so that the top-level synthesis strategies would drive automatic selection of
the appropriate architectures.

The final synthesis scripts used a top-down strategy:

e Read in all files, and constrain and compile from the top level.

e Perform a single pass compile, with an optional second pass if there

were timing violations on the first pass.

e Perform a “test-smart” compile with the scan flops and ports

inferred by a top-level script.

Table 2 shows synthesis results for a representative range of six standard
cell libraries for the 0.35um technology that the first customer was targeting.
The areas varied considerably due, apparently, to the varying richness of
multiplexer cells in the libraries.

The performance numbers also varied considerably, with the worst
library failing to meet timing at the 40MHz target, and the best meeting
timing at 7SMHz.

4.8 Performance Analysis

In the search for high performance, there is often a tendency to over-
constrain the frequency and then suffer from long synthesis runs that never
meet timing. In November 2000, some work with 0.18um technology
libraries was conducted to relate area growth characteristics to increasing
frequency targets. The aim was to ensure that one works below the “knee” of
the curve where the combinational logic and routing overheads do not
violate timing closure. Figure 7 shows the usable range, up to about 100MHz
with the library in question, with the next target frequency in the series
(120MHz) being beyond the timing closure range.
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Figure 7. ARMTS target frequency effects on area.

4.9 Area Analysis

Table 3 shows area analysis results for the first layout. The A7S (the
synthesizable ARM7) was initially 54% larger than the full-custom version.
Analysis showed that the two key culprits were the register bank and the
barrel shifter. Eliminating scan reduced the overall area of the core only a
few percent. But moving from a flip-flop based register bank to one using a
dual-port RAM reduced the area by about 25%. Using the ARM custom
register bank reduced the area by a further 13%.

The barrel shifter was the one arithmetic component where the full-
custom version was significantly better than the synthesized version. This is
due to the fact that the full-custom barrel shifter was able to use pass
transistors to great advantage.

Overall, the synthesizable design using a standard dual-port RAM for the
register bank was about 20% larger than the full-custom design.

Area/Unit ARMT7TDMI| A7S | A7S A7S A7S

No |Dual-port RAM | ARM custom
scan | register bank | register bank

Post layout (mmz)

Shifter (mm’) 0.028| 0.066 0.085 0.085
Register bank (mm’) 0.060| 0.615 0.200 0.060
Core (mm’) 1.050| 1.620| 1.585 1.250 1.110!
Ratio (xARM7TDMI) 1.000| 1.540| 1.510 1.200! 1.060

Table 3. ARMTS area analysis for soft and full-custom implementations.
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Statistic Item
2314|D-type registers in design
99.90%|Fault coverage
1371 Test patterns (after compaction)

Table 4. Test coverage statistics for the ARM7S.

4.10 Testability

Using Test Compiler for scan insertion and automatic test generation, the
design team achieved excellent test coverage. Table 4 shows the simplest
case: using a single scan chain for the entire core.

Note that if the custom shifter or register bank structures were
substituted, then these would require extra test support: some form of BIST
for a RAM-based register port, and either a test isolation collar or specific
test vectors for the custom shifter.

4.11 Project Pressures

Getting the basic pipeline working to the point of executing the first few
instructions took a great deal more time and effort than first anticipated. For
example, the pipeline design using transparent latches was not only very area
efficient, but also exhibited flow-through characteristics to grow and shrink
pipe depth. To achieve identical cycle behavior, it was necessary to add a
number of forwarding paths using D-type registers and multiplexers. But
once the basic pipeline was working, adding instructions proceeded much
more smoothly and made up for lost time.

After four months, hitting the six-month schedule target looked possible
from the processor’s architectural verification progress and synthesis results.
However, the debug functionality proved much more demanding because it
was defined more in terms of the existing implementation than a full-detail
architectural specification. Getting the final suite of debug validation tests to
pass was painful because fixing the more complex tests frequently broke
previously passing tests.

After intense work over the last two weeks (and weekends), thousands of
lines of Verilog source, the synthesis scripts, and the validation environment
had all passed acceptance criteria and been peer-reviewed and documented.

The goal of zero false or multi-cycle paths was met, ensuring the best
possible chance of successful deployment by licensees of what was
subsequently packaged as the ARM7TDMI-S product.
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4.12 AMBA AHB

A final spin-off from the ARMT7S project was the AMBA Advanced
High-speed Bus (AHB). As part of the project, it was necessary to extend the
memory interface to provide a full bus interface compliant with the ARM
Advanced Modular Bus Architecture (AMBA) interconnect specification.
The existing Advanced System Bus (ASB) had evolved from the interface to
the full-custom processors and was now a latch-based design. The work
done on the ARMY7S resulted in a new bus specification, the AHB, which
was based on a single-edge, flop-based clocking scheme. The AHB has now
become the standard bus for all ARM processors and processor-based
systems.

5. THE ARM9YS PROJECT

After the success of the ARM7S project and a subsequent joint project to
harden and prove the CPU in a test chip, the opportunity arose in late 1998
for another collaboration between ARM and Synopsys DRG to work on the
ARM9 CPU family. The ARMI9TDMI micro-architecture had a five-stage
pipeline and separate instruction and data interfaces (Harvard architecture).
Much of the control logic was available in VHDL RTL form, but again, the
two-phase clock implementation needed to be mapped to single-edge
register design.

5.1 The ARM9TDMI Embedded Processor
The improved performance of the ARM9 over the ARM7 family, in

terms of raw clock rate, is due to a deeper pipeline with fewer logic stages
per pipe stage. The Harvard architecture supports concurrent instruction and
data memory access, so that single loads and stores can occur in parallel with
instruction fetches. Register read operations are decoded and accessed in the
cycle before they are used, and writes to registers occur in the cycle after
calculation. Forwarding paths are added to the main datapath and more
complex control logic is added to handle the interlocks.
The register file becomes more complex to support data access in parallel
with the next instruction decode and execution. It has:
¢ Three read ports, with the third port providing early write data in
parallel with address calculation
* Two write ports to support indexed address updates in parallel with
data read updates
Figure 8 shows the basic pipeline operations with the clock phases
overlaid on the pipe stages. Here, the registers are read at the end of the
decode cycle and written back at the start of the final Write stage.
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Figure 8. The ARM9TDMI pipeline.

The ARMI9TDMI core, unlike the ARM7TDMI, would normally never
be used standalone as a micro-controller, as the added performance is only
realized if local fast memory or cache is implemented adjoining the core.
The memory interface requires some expert work on the timing budgeting
for the interconnect and providing coherency between data and instruction
sides (to support data access to the instruction side for literal data in code
and writing to the instruction side for vectors and debug access).

5.2 Project Team and Planning

The project team included three ARM7S “veterans,” two other senior
engineers, and one engineer from the ARM9TDMI team.

The ARMOS technical specification was developed using the experience
of clock domain unification and some judicious rework of the more complex
coprocessor interface to ensure clean cycle-boundary behavior.

To meet the requirement to interface to single-cycle caches and memory
at high clock frequencies, a lot of time was spent negotiating the input and
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output timing constraints, trying to hit the right balance between synthesis
performance goals and the timing requirements for real-world memories and
caches.

5.3 Synthesis Strategies

A number of synthesis and layout strategies were evaluated to address the
I/O constraints and internal maximum operating frequency goals:

Flow 1: DesignCompiler baseline
Synthesis: DesignCompiler-Ultra, Test Compiler
Layout: Timing-driven layout flow
ECO: Links to Layout flow with Floorplan Manager
1. Fix max timing
2. Connect scan paths
3. Arearecovery
4. Fix max timing, repair buffer trees

Flow 2: Power Compiler

Synthesis: DesignCompiler-Ultra, PowerCompiler (clock gating), Test
Compiler

Layout: Timing-driven layout flow

ECO: Links to Layout flow with Floorplan Manager

Fix max timing

Connect scan paths

Area recovery

Fix max timing, repair buffer trees

Power optimization

Ikl ol o

Flow 3: Aggressive PowerCompiler
Synthesis: DesignCompiler-Ultra, PowerCompiler (clock gating and initial
RTL optimization), Test Compiler
Layout: Timing-driven layout flow
ECO: Links to Layout flow with Floorplan Manager
1. Fix max timing
2. Connect scan paths
3. Arearecovery
4. Fix max timing, repair buffer trees
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Parameter Flow 1 Flow 2 Flow 3
Speed (MHz) 95.4 81.0 90.9
Area (10° NAND-2 equivalents) 61.4 58.1 57.4
Power (mW/MHz) 1.59 1.00 0.99

Table 5. ARMOS post-layout speed, area, and power (SLM, 0.25um TSMC
process).

5.4 Results

At high clock frequency targets (105SMHz goal) the input/output
constraints proved to be the significant challenge. The requirement for
output signals to be valid early enough to be used before the clock edge, for
real-world deployment in a cached controller, limited the achieved
performance rather than register-to-register internal paths.

As Table 5 shows, Power Compiler clock gating inference provided
significant improvement to power consumption and had the side effect of
slightly reduced area.

6. THE ARMS9S DERIVATIVE PROCESSOR CORES

The synthesizable ARMO9S has become the technology backbone for
enhancements to the ARM9 product family:
e ARMBOIE-S CPU core with enhanced DSP support
e ARMOIEJ-S subsequent development with Java byte-code
acceleration support
e ARMBOI66E-S, ARMO9Y46E-S, and ARMO926EJ-S system cores with
parameterized local memory, caches, and virtual memory support,
respectively
With the ARM9S designed for standard synthesis, static timing, and test
flows, micro-architectural extensions and improvements could be developed
and tested for impact on synthesis and trial layout in a matter of days,
allowing prototyping orders of magnitude faster than in full custom.
With advances in programmable logic array capacity, the designs could
also be synthesized with FPGA tools to allow functional testing and
validation with the debug tool chain, even if only at 10s of MHz.

6.1 The ARMY9E-S Embedded Processor

The ARMOYE-S was developed to address a number of markets where
fast, real-time software was required and a mix of DSP and general purpose
processing technology was being used. Storage and audio application areas
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required a modest increase in multiply-accumulate performance together
with packed data operations and optional ALU result saturation support.

By carefully mapping these onto the ARM9S micro-architecture, the new
product was developed on a tight schedule by a small engineering team. The
team was able to deliver the enhanced core to a number of disk drive
customers within six months. In this case, time-to-market was the most
important factor. The fact that the resulting core had 99+% fault coverage
with standard test tools was also vital to the target high-volume applications.

The enhancements to the pipeline are shown in Figure 9. The Write pipe
stage actually commits the write at the rising clock edge and takes half a
cycle, so that this write data is available for decode register read time of the
appropriate subsequent instruction in the pipeline.

CLK | K
FETCH INSTRUCTION FETCH
THUMB / ARM INSTR. DECODE
DECODE
REG DECODE REG READ
SHIFT ALU
EXECUTE
1st STAGE MULTIPLY
MEMORY ACCESS
MEMORY |
2nd STAGE MULTIPLY / SATURATE|
REG |
i .
WRITE WRITE N
------——-----'

Figure 9. The ARMYE-S pipeline.
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6.2 User-Parameterized ARM9E-S Cached Cores

In the years of ARM delivering full-custom cached CPU cores, there had
always been tension regarding fixed cache sizes. The full-custom RAM and
CAM structures were designed to portable design rules, so they could never
provide as dense a RAM structure as process-specific compiled RAM with
specific design rule waivers. This is because ARM’s hard macros have to
integrate into a system design without any top-level DRC problems or expert
knowledge waivers.

Making caches sizes configurable was often a customer request, but
could never be offered with full-custom cores due to the detailed
characterization complexities.

As an example, the ARMO920T, a low-power ARMOTDMI cached
product with full virtual memory support for Windows-CE, was offered with
dual 16 KB instruction and data caches. It took another 18 months before
this was complemented by the ARM922T with half-size caches.

Allowing the user to generate specific RAMS and caches using a RAM
compiler gave the customer flexibility and better RAM density, but at a cost
in:

e Micro-architectural implementation - In particular, using standard
synchronous RAM rather than CAM structures for cache tags and
translation look-aside buffers results in low-associativity designs

e Power consumption - In the cache due to the simple RAM structures
for cache address tags and realistic 4-way set of associative cache
structures

e Timing closure - On designs with many physical RAM blocks and
significant layout-dependent interconnect

e Parameterized verification suites - For the various memory sizes

Three ARMOE-S family products were developed in the following order:

1. ARMO966E-S offering user-configurable, local fast memory for both
instruction and data together with a unified external memory bus
having write buffer support

2. ARMOY46E-S with user-configurable, tightly coupled memories and
instruction and data caches controlled by a programmable protection
unit for up to eight overlaid regions (a superset of the full-custom
ARMO940T product)

3. ARMO926EJ-S with a Java-enabled core and virtual memory support
in addition to the separate caches and deterministic local memory
banks

ARM developed the 966E-S product internally and developed a real-time
trace support macrocell to suit the early real-time markets that required this
core.
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A Synopsys Design Reuse Group team then took the prototype
ARMY946E-S design and developed a version that would be easier to support
and improved the synthesis strategies.

ARM internally developed the Java extensions to the ARM9E-S and the
more complex virtual memory ARM926EJ-S in parallel with the completion
of the ARM946E-S.

7. NEXT GENERATION CORE DEVELOPMENTS

The ARMIO is the last processor family envisaged to be developed as
full custom. Later generations will all start “soft” and therefore will benefit
from rapid prototyping flows and standard EDA tools.

However, there still remain opportunities to reduce power and increase
performance by full-custom optimization of datapaths and cache structures.
For this reason, there is likely to be some optimal hardening of some CPU
cores for mainstream process technologies.

7.1 Full-Custom vs. Synthesizable Design

The experience from the projects described above provides a variety of
lessons about the trade-offs between full-custom and synthesizable design.

In the case of area, the ARM7S with an aggressive register file was only
a few percent larger than the full-custom design, a negligible amount for all
but the most extreme applications.

In the case of power, the ARM9S with an aggressive Power Compiler
flow achieved power levels as low as the full-custom design, again within a
few percent, and again negligible for all but the most extreme applications.

In the case of speed, the speed of the ARM9 was limited by I/O timing at
the memory interface, so this is not terribly informative. The ARM7S
appears to be perhaps a few 10s of percent slower than the full-custom
version, with considerable variation depending on the technology library.
The very best libraries achieved performance very close to that of the full-
custom implementation.

These results are impressive, considering that the processors were
originally architected and designed for full-custom implementation. One
contributing factor was the constraints of the full-custom implementations:
they were done with portable process rules and a conscious goal of achieving
a balance between timing, power, and area. A processor design that pursued
timing at all costs may well not have yielded results this good.

Our belief is that, for most parts of the processor design, full custom
provides implementations different from, but not necessarily better than,
synthesizable. We also believe that where the full-custom implementation is
superior, these differences would be minimized for designs architected for a
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synthesis-based implementation. Synthesis may do a better job at optimizing
state machine logic, and full-custom designers may be able to do a better job
on some highly symmetrical datapaths. But for designs that are intended for
use in a wide variety of applications and on a wide variety of processes, the
optimal strategy is clear:
o Start with an RTL design which is configurable according to the
needs of the application.
e For the desired configuration and technology, harden the design
using a synthesis-based flow.
¢ For those applications where the results do not meet the required
performance, choose a few parts of the critical path that can most
benefit from full custom, and re-design these by hand.
This process has been shown to produce the best value to the customer,
in terms of delivering the performance needed, when it is needed, and on the
technology needed.

7.2  Further Work

One key to the process outline above is the flow for hardening the core.
Deterministic design flows to harden parameterizable IP quickly, but without
jeopardizing CPU performance and power consumption, are essential to
making synthesizable processors successful. ARM and Synopsys are now
jointly working on reference implementation flows that can successfully
automate hardening, characterization, modeling, and deployment to make
core-based system-level design successful.
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